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Abstract

We introduce a simple modification of local image
descriptors, such as SIFT, that improves matching
performance by 33% on the Oxford image match-
ing benchmark and is implementable in two lines
of code. To put it in perspective, this is more than
half of the improvement that SIFT provides over raw
image intensities on the same datasets. The trick
consists of pooling gradient orientations across dif-
ferent domain sizes, in addition to spatial locations,
and yields a descriptor of the same dimension of
the original, which we call DSP-SIFT. Domain-size
pooling causes DSP-SIFT to outperform by 8.5% a
Convolutional Neural Network, which in turn has
been recently reported to outperform ordinary SIFT
by 23%. This is despite the network being trained
on millions of images and outputting a descriptor
of size 512 rather than 128. Domain-size pooling
is counter-intuitive and contrary to the practice of
scale selection as taught in scale-space theory, but
has solid roots in classical sampling theory.

1. Introduction

Local image descriptors, such as SIFT and its
variants [25], are engineered to reduce variability
due to illumination and vantage point while retain-
ing discriminative power. This facilitates local cor-
respondence between di↵erent views of the same un-
derlying scene. In a wide-baseline matching task
on the Oxford benchmark [27], nearest-neighbor
SIFT descriptors achieve an average precision (AP)
of 25.73%, best among all local descriptors tested
and a 61% improvement over direct comparison of
grayscale values (improperly labeled “RGB” [13],
15.98%AP). Similar results have been obtained on
other datasets [28]. Functions that reduce sensitiv-
ity to nuisance variability can also be learned from
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Figure 2: Maxima and minima of the difference-of-Gaussian images are detected by comparing a
pixel (marked with X) to its 26 neighbors in 3x3 regions at the current and adjacent scales (marked
with circles).

Laplacian. The factor (k � 1) in the equation is a constant over all scales and therefore does
not influence extrema location. The approximation error will go to zero as k goes to 1, but
in practice we have found that the approximation has almost no impact on the stability of
extrema detection or localization for even significant differences in scale, such as k =

�
2.

An efficient approach to construction of D(x, y,�) is shown in Figure 1. The initial
image is incrementally convolved with Gaussians to produce images separated by a constant
factor k in scale space, shown stacked in the left column. We choose to divide each octave
of scale space (i.e., doubling of �) into an integer number, s, of intervals, so k = 21/s.
We must produce s + 3 images in the stack of blurred images for each octave, so that final
extrema detection covers a complete octave. Adjacent image scales are subtracted to produce
the difference-of-Gaussian images shown on the right. Once a complete octave has been
processed, we resample the Gaussian image that has twice the initial value of � (it will be 2
images from the top of the stack) by taking every second pixel in each row and column. The
accuracy of sampling relative to � is no different than for the start of the previous octave,
while computation is greatly reduced.

3.1 Local extrema detection

In order to detect the local maxima and minima ofD(x, y,�), each sample point is compared
to its eight neighbors in the current image and nine neighbors in the scale above and below
(see Figure 2). It is selected only if it is larger than all of these neighbors or smaller than all
of them. The cost of this check is reasonably low due to the fact that most sample points will
be eliminated following the first few checks.

An important issue is to determine the frequency of sampling in the image and scale do-
mains that is needed to reliably detect the extrema. Unfortunately, it turns out that there is
no minimum spacing of samples that will detect all extrema, as the extrema can be arbitrar-
ily close together. This can be seen by considering a white circle on a black background,
which will have a single scale space maximum where the circular positive central region of
the difference-of-Gaussian function matches the size and location of the circle. For a very
elongated ellipse, there will be two maxima near each end of the ellipse. As the locations of
maxima are a continuous function of the image, for some ellipse with intermediate elongation
there will be a transition from a single maximum to two, with the maxima arbitrarily close to

7

Scale

Figure 2: Maxima and minima of the difference-of-Gaussian images are detected by comparing a
pixel (marked with X) to its 26 neighbors in 3x3 regions at the current and adjacent scales (marked
with circles).

Laplacian. The factor (k � 1) in the equation is a constant over all scales and therefore does
not influence extrema location. The approximation error will go to zero as k goes to 1, but
in practice we have found that the approximation has almost no impact on the stability of
extrema detection or localization for even significant differences in scale, such as k =

�
2.

An efficient approach to construction of D(x, y,�) is shown in Figure 1. The initial
image is incrementally convolved with Gaussians to produce images separated by a constant
factor k in scale space, shown stacked in the left column. We choose to divide each octave
of scale space (i.e., doubling of �) into an integer number, s, of intervals, so k = 21/s.
We must produce s + 3 images in the stack of blurred images for each octave, so that final
extrema detection covers a complete octave. Adjacent image scales are subtracted to produce
the difference-of-Gaussian images shown on the right. Once a complete octave has been
processed, we resample the Gaussian image that has twice the initial value of � (it will be 2
images from the top of the stack) by taking every second pixel in each row and column. The
accuracy of sampling relative to � is no different than for the start of the previous octave,
while computation is greatly reduced.

3.1 Local extrema detection

In order to detect the local maxima and minima ofD(x, y,�), each sample point is compared
to its eight neighbors in the current image and nine neighbors in the scale above and below
(see Figure 2). It is selected only if it is larger than all of these neighbors or smaller than all
of them. The cost of this check is reasonably low due to the fact that most sample points will
be eliminated following the first few checks.

An important issue is to determine the frequency of sampling in the image and scale do-
mains that is needed to reliably detect the extrema. Unfortunately, it turns out that there is
no minimum spacing of samples that will detect all extrema, as the extrema can be arbitrar-
ily close together. This can be seen by considering a white circle on a black background,
which will have a single scale space maximum where the circular positive central region of
the difference-of-Gaussian function matches the size and location of the circle. For a very
elongated ellipse, there will be two maxima near each end of the ellipse. As the locations of
maxima are a continuous function of the image, for some ellipse with intermediate elongation
there will be a transition from a single maximum to two, with the maxima arbitrarily close to

7

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.
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weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
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with small changes in the position of the window, and to give less emphasis to gradients that
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Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
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weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
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nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
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shift up to 4 sample positions while still contributing to the same histogram on the right,
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weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
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invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
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A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
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are far from the center of the descriptor, as these are most affected by misregistration errors.
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shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
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weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
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the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
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Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
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dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.
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Figure 1: In SIFT (top [25]) isolated scales are selected

(a) and the descriptor constructed from the image at the

selected scale (b) by computing gradient orientations (c)

and pooling them in spatial neighborhoods (d) yield-

ing histograms that are normalied and concatenated to

form the descriptor (e). In DSP-SIFT (bottom), pool-

ing occurs across di↵erent domain sizes (a): Patches

of di↵erent sizes are re-scaled (b), gradient orientation

computed (c) and pooled across locations and scales (d),

and concatenated yielding a descriptor (e) of the same

dimension of ordinary SIFT.

data [26, 33, 34, 38, 30], both supervised and unsu-
pervised. Convolutional Neural Networks (CNNs)
have been trained to “learn away” nuisance vari-
ability while retaining class labels using large an-
notated datasets such as ImageNet. The response
of a CNN to image values in a region can be inter-
preted as a descriptor, and used for correspondence
much in the same way as SIFT, albeit with di↵erent
dimension (the fourth layer of the CNN in [13, 20]
has 512 dimensions, whereas SIFT has 128). Direct
comparison on the Oxford benchmark, performed
by [13], shows that the CNN outperforms SIFT
by a significant margin (23%), from 25.73%AP to
31.64%. However, we show that a simple modifica-
tion of SIFT, obtained by pooling gradient orien-
tations across di↵erent domain sizes (“scales”), in
addition to spatial locations, improves it by an even

1

SIFT & C.

3
limited by the specificity of the scene, i.e., the detected
structures are very similar to each other and the descriptor
cannot distinguish them. Another possible reason for
nonincreasing recall is that the remaining corresponding
regions are very different from each other (partial overlap
close to 50 percent) and, therefore, the descriptors are
different. A slowly increasing curve shows that the
descriptor is affected by the image degradation (viewpoint
change, blur, noise, etc.). If curves corresponding to
different descriptors are far apart or have different slopes,
then the distinctiveness and robustness of the descriptors
is different for the investigated image transformation or
scene type.

4 EXPERIMENTAL RESULTS

In this section, we present and discuss the experimental
results of the evaluation. The performance is compared for
affine transformations, scale changes, rotation, blur, jpeg
compression, and illumination changes. In the case of affine

transformations, we also examine different matching

strategies, the influence of the overlap error, and the

dimension of the descriptor.

4.1 Affine Transformations

In this section, we evaluate the performance for viewpoint

changes of approximately 50 degrees. This introduces a

perspective transformation which can locally be approxi-

mated by an affine transformation. This is the most

challenging transformation of the ones evaluated in this

paper. Note that there are also some scale and brightness

changes in the test images, see Figs. 3e and 3f. In the

following, we first examine different matching approaches.

Second, we investigate the influence of the overlap error on

the matching results. Third, we evaluate the performance

for different descriptor dimensions. Fourth, we compare the

descriptor performance for different region detectors and

scene types.

MIKOLAJCZYK AND SCHMID: A PERFORMANCE EVALUATION OF LOCAL DESCRIPTORS 1621

Fig. 3. Data set. Examples of images used for the evaluation: (a) and (b) rotation, (c) and (d) zoom+rotation, (e) and (f) viewpoint change, (g) and

(h) image blur, (i) JPEG compression, and (j) light change.

results are all basedona fixednumberof 400nearest neighbor
matches. GLOH obtains the highest recall of 0:25, a slightly
lower score is obtained by SIFT and shape context. Complex
filters achieve the lowest score of 0:06. The number of correct
matches vary from 192 to 44. There are approximately 4.4
times less correct matches for complex filters than for GLOH.
This clearly shows the advantage of SIFT-based descriptors.

5 DISCUSSION AND CONCLUSIONS

In this paper, we have presented an experimental evalua-
tion of interest region descriptors in the presence of real
geometric and photometric transformations. The goal was
to compare descriptors computed on regions extracted with
recently proposed scale and affine-invariant detection
techniques. Note that the evaluation was designed for
matching and recognition of the same object or scene.

In most of the tests, GLOH obtains the best results, closely
followed by SIFT. This shows the robustness and the
distinctive character of the region-based SIFT descriptor.
Shape context also shows a high performance. However, for
textured scenes or when edges are not reliable, its score is
lower.

The best low-dimensional descriptors are gradient
moments and steerable filters. They can be considered as
an alternative when the high dimensionality of the
histogram-based descriptors is an issue. Differential invar-
iants give significantly worse results than steerable filters,
which is surprising as they are based on the same basic
components (Gaussian derivatives). The multiplication of
derivatives necessary to obtain rotation invariance increases
the instability.

Cross correlation gives unstable results. The perfor-
mance depends on the accuracy of interest point and region
detection, which decreases for significant geometric trans-
formations. Cross correlation is more sensitive to these
errors than other high dimensional descriptors.

Regions detected by Hessian-Laplace and Hessian-Affine
are mainly blob-like structures. There are no significant

signal changes in the center of the blob therefore descriptors
perform better on larger neighborhoods. The results are
slightly but systematically better on Hessian regions than
on Harris regions due to their higher accuracy.

The ranking of the descriptors is similar for different
matching strategies. We can observe that SIFT gives
relatively better results if nearest neighbor distance ratio
is used for thresholding. Note that the precision is higher
for nearest neighbor based matching than for threshold
based matching.

Obviously, the comparison presented here is not
exhaustive and it would be interesting to include more
scene categories. However, the comparison seems to
indicate that robust region-based descriptors perform better
than point-wise descriptors. Correlation is the simplest
region-based descriptor. However, our comparison has
shown that it is sensitive to region errors. It would be
interesting to include correlation with patch alignment
which corrects for these errors and to measure the gain
obtained by such an alignment. Of course this is very time
consuming and should only be used for verification.

Similar experiments should be conducted for recognition
and classification of object and scene categories. An evalua-
tion of the descriptors in the context of texture classification
and classification of similar local structures will be a useful
and valuable addition to our work. This would probably
imply clustering of local structures based on the descriptors
and an evaluation of these clusters. It would be also
interesting to compare the SIFT-based descriptors in the
evaluation framework proposed in [21], [44].

ACKNOWLEDGMENTS

This research was supported by the European FET-
open project VIBES and the European project LAVA
(IST-2001-34405).

REFERENCES

[1] A. Ashbrook, N. Thacker, P. Rockett, and C. Brown, “Robust
Recognition of Scaled Shapes Using Pairwise Geometric Histo-
grams,” Proc. Sixth British Machine Vision Conf., pp. 503-512, 1995.

[2] A. Baumberg, “Reliable Feature Matching across Widely Sepa-
rated Views,” Proc. Conf. Computer Vision and Pattern Recognition,
pp. 774-781, 2000.

[3] S. Belongie, J. Malik, and J. Puzicha, “Shape Matching and Object
Recognition Using Shape Contexts,” IEEE Trans. Pattern Analysis
and Machine Intelligence, vol. 2, no. 4, pp. 509-522, Apr. 2002.

[4] M. Brown and D. Lowe, “Recognising Panoramas,” Proc. Ninth
Int’l Conf. Computer Vision, pp. 1218-1227, 2003.

[5] J. Canny, “A Computational Approach to Edge Detection,” IEEE
Trans. Pattern Analysis and Machine Intelligence, vol. 8, no. 6,
pp. 679-698, 1986.

[6] G. Carneiro and A.D. Jepson, “Phase-Based Local Features,” Proc.
Seventh European Conf. Computer Vision, pp. 282-296, 2002.

[7] Empirical Evaluation Methods in Computer Vision, vol. 50 of series in
machine perception and artificial intelligence, H.I. Christensen
and P.J. Phillips, eds. World Scientific Publishing Co., 2002.

[8] G. Dorko and C. Schmid, “Selection of Scale-Invariant Parts for
Object Class Recognition,” Proc. Ninth Int’l Conf. Computer Vision,
pp. 634-640, 2003.

[9] R. Fergus, P. Perona, and A. Zisserman, “Object Class Recognition
by Unsupervised Scale-Invariant Learning,” Proc. Conf. Computer
Vision and Pattern Recognition, pp. 264-271, 2003.

[10] V. Ferrari, T. Tuytelaars, and L. Van Gool, “Simultaneous Object
Recognition and Segmentation by Image Exploration,” Proc.
Eighth European Conf. Computer Vision, pp. 40-54, 2004.

MIKOLAJCZYK AND SCHMID: A PERFORMANCE EVALUATION OF LOCAL DESCRIPTORS 1629

TABLE 2
Matching Example

Recall, 1-precision, and number of correct matches obtained with
different descriptors for a fixed number of 400 nearest neighbor matches
on the image pair displayed in Fig. 13. The regions are detected with
Hessian-Affine.

“oxford matching dataset” (mikolajczyk et al., ’05)

hSIFT(✓|I) =
Z

✏ (✓ � \rI(y))�(y � x)krI(y)kdy

fischer-dosovitskiy-brox 2014
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9,000 parameters, trained on 2.6M ImageNet
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yt z

a function of the data that is useful to the task

p(y|z)

p(y|yt), yt ⇠ p(y|z)�t
z(y)

.
=xt =

�z(y)
.
= p̂(y|z)

bahadur, 1954

y = image(s)

z = scene

� = representation
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y = image(s)
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nuisances

viewpoint illumination

visibility (occlusions, “clutter” …) scaling/quantization



nuisances
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z y
x

ng

almost all of the complexity in visual data can be ascribed to 
nuisance factors that affect the data but not the task

sundaramoorthi, petersen, varadarajan, soatto 2009
y = image(s)

z = scene

n = unstructured uncertainty

g = structured uncertainty

x = � = representation



representation
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�z(·) = p̂(·|z)

functions of visual data that are minimal sufficient 
statistics wrt the task of “asking questions” about the 
scene, given future data, and maximal invariants wrt 
nuisance factors including viewpoint, illumination, partial 
occlusion.

y = image(s)

z = scene

n = unstructured uncertainty

g = structured uncertainty

x = � = representation

“descriptors” sift, surf, hog, phog, chog, brisk, freak, daisy, …

“representation learning” cnn, rbm, scatnets, simnets, 
sparse coding, other “features”
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pG(·|z)
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Z

G
p(·|z, g)dP (g)

[p(·|z, g)] = {p(·|z, g), g 2 G}
G

dP (g)

p(·|z, g)

y = image(s)

z = scene

n = unstructured uncertainty

g = structured uncertainty

x = � = representation
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contrast transformations
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@y

@t
= |Dy|F (curv(y), t)

gage, hamilton, grayson 84-87

viscosity solutions 83-91

rof, tv 92



contrast transformations
thm: the maximal contrast invariant, assuming 
independent orientation/magnitude noise, is 
given by
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pG(✓|z) = NS1(✓ � \rz; ✏✓)krzk

✓ = \ry

“training” image(s)

“test” image

hSIFT(✓|I) =
Z

✏ (✓ � \rI(y))�(y � x)krI(y)kdy
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thm: the closure of epipolar domain 
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G = SE(3) : R3 ! R3

thm: given viewpoint, under co-visibility 
conditions, in the lambert-ambient model  
the conditional distribution is independent at 
each pixel

p(y|z, g) =
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“mean pooling”
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g2G
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f(g) = [p(y|z, g)]

complexity/fidelity
y = image(s)

z = scene

n = unstructured uncertainty

g = structured uncertainty

x = � = representation
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5 Occlusions

So far we have discussed nuisances due to the action of groups. A qualitatively di↵erent source of variability
that we must contend with in image matching is occlusion: We do not know ahead of time what portion of
an object or scene, seen in training images, will be visible in a test image. In theory, then, correspondence
entails searching through (9), or marginalizing (7), all possible subsets of the test image. This power set is
clearly intractable even for very small images.

5.1 Bypassing shape and justifying “patches” or “receptive fields”

We illustrate a principle to bypass combinatorial explosion for the case of a single training image, absent all
other nuisances. A training image z and a test image y correspond (null hypothesis, H0) if there exists a
subset of z, ⌦z, and a subset of y, ⌦y, such that, restricted to these subsets, the two di↵er by a white (zero-
mean, uninformative) residual.7 Under this simplistic model, the subsets ⌦z = ⌦y

.
= ⌦ are the same, and

y = z+n where n is either a white (spatially i.i.d) zero-mean process with a small covariance, n|⌦ ⇠ N (0, ✏2)
in the corresponding region, or something else, for instance uniform with a mean in the order of magnitude of
the intensity range, assumed normalized to one, n|⌦c ⇠ U . The alternate hypothesis H1 is that there exists
no such region, and n ⇠ U on the entire domain. Since we do not know the region ⌦, this is a composite
hypothesis testing problem, where the likelihood ratio is given by

L(y, z) =
p(y|z, H0)

p(y|z, H1)
=

max⌦ p(y|⌦ |z|⌦ , H0)p(y|⌦c |z|⌦c , H0)

max⌦ p(y|⌦ |z|⌦ , H1)p(y|⌦c |z|⌦c , H1)
=

max⌦ N (y|⌦ � z|⌦ ; ✏
2)

max⌦ U(y|⌦ � z|⌦)
(19)

The numerator is the product of Gaussians, one for each pixel, and the log likelihood is the `2 norm of the
residual. Reasoning in terms of pixels (i.e. treating each pixel as an independent decision), missed detections
(treating a co-visible pixel as occluded) and false alarms (treating an occluded pixel as visible) have di↵erent
cost: Omitting a pixel from the correct region ⌦ decreases the likelihood by a factor corresponding to forgoing
multiplication by a Gaussians of samples are drawn from the same distribution; vice-versa, including a pixel
from ⌦c decreases the log-likelihood by a factor equal to multiplying by a Gaussian evaluated at points
drawn from another distribution. To do: compute the two factors as a function of the area of the mislabeled
region

Therefore, testing for correspondence on subsets of the co-visible regions, assuming the region is su�ciently
large, reduces the power, but not the validity, of the test. This observation can be used to fix the shape of the
regions, leaving only their size to be marginalized, or searched over.8 A region that is included in the “true”
region will be accepted even if its likelihood is slightly lower than the full region. A region that straddles
the occluding boundary, and therefore includes occluded regions, will be rejected as a whole. Note that this
test must be performed for many regions, including di↵erent locations and sizes. This reasoning justifies the
use of “patches” or “receptive fields” to seed image matching.

5.2 Marginalizing visibility

Much of the literature on local descriptors further simplifies correspondence by selecting scales [26], using
the appearance of the scene z to determines the size of the region ⌦ where the descriptor is computed. This
is motivated by the literature on scale selection [25], and in turn is motivated by wavelets and harmonic
analysis [27, 6], where the tying of appearance (e.g., spatial frequencies) and size is known as the “uncertainty
principle.” But while the tie makes sense when the goal is to reconstruct the image, it does not for correspon-
dence, as the size of a region that will be visible in a test image has nothing to do with the appearance of the

7Of course, absent all other nuisances, p(y|z) factorizes into the product of the marginals (all pixels are independent), so
corresponding regions can be determined by “background subtraction” techniques. In our case, determination of corresponding
regions has to be wrapped around the management of other nuisances, so we cannot treat pixels as independent, but this
assumption serves just to illustrate the principles.

8Alternatively, the sampling can be framed as a sequential hypothesis test for joint matching and domain size estimation,
as in region-growing or quickest setpoint change detection [42, 38].
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f(g) = [p(y|z, g)]
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g = structured uncertainty
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(Fig. 5 in Sup. Mat.). This motivates us to resort to regular
sampling.
4. Because correspondence entails search over samples of
each orbit, reducing the number of samples is paramount.
Undersampling introduces structural artifacts, or “aliasing,”
corresponding to topological changes in the response of
the detector (Fig. 6 left). These can be reduced by “anti-
aliasing,” an averaging operation (Fig. 6 right). For the
case of (approximations of) the likelihood function, such
as SIFT and its variants, anti-aliasing corresponds to pool-
ing. While spatial pooling is common practice, and reduces
sensitivity to translation parallel to the image plane, scale
pooling – which would provide insensitivity to translation
parallel to the optical axis – is not. This motivates the intro-
duction of DSP-SIFT, and the rich theory on sampling and
anti-aliasing could provide guidelines on what and how to
pool, as well as bounds on the loss of discriminative power
coming from undersampling and anti-aliasing operations.

6. Discussion
Image matching under changes of viewpoint, illumina-

tion and partial occlusions is framed as a hypothesis test-
ing problem, which results in a non-convex optimization
over continuous nuisance parameters. The need for effi-
cient test-time performance has spawned an industry of en-
gineered descriptors, which are computed locally so the ef-
fects of occlusions can be reduced to a binary classification
(co-visible, or not). The best known is SIFT, which has
been shown to “work well” in a number of independent em-
pirical assessments [32, 34], that however come with little
analysis on why it works, or indications on how to improve
it. We have made a step in that direction, by showing that
SIFT can be derived from sampling considerations, where
the spatial binning and pooling is the result of anti-aliasing
operations. However, SIFT and its variants only perform
such operations for planar translations, whereas our inter-
pretation calls for anti-aliasing domain-size as well. Doing
so, surprisingly, can be accomplished in a few lines of code
and yields significant performance improvements. Such im-
provements even place the resulting DSP-SIFT descriptor
above a convolutional neural network (CNN), that had been
recently reported as a top performer in the Oxford image
matching benchmark [16]. Of course, we are not advocat-
ing replacing large neural networks with local descriptors,
in general. We are just advocating properly designed de-
scriptors in place of neural networks acting as such.

Domain-scale pooling, and regular sampling of scale
“unhinged” from the spatial frequencies of the signal is di-
vorced from scale selection principles, rooted in scale-space
theory, wavelets and harmonic analysis. There, the goal is
to reconstruct a signal, and nuisance factors are solely pho-
tometric (additive noise). In our case, the size of the domain
where images correspond depends on the three-dimensional

shape of the underlying scene, and visibility (occlusion) re-
lations, and has nothing to do with the spatial frequencies
or “appearance” of the scene. Thus, we do away with the
linking of domain size and spatial frequency (referred to as
“uncertainty principle” in harmonic analysis) to consider-
able performance benefits.

DS pooling can be easily extended to other descriptors,
such as HOG, SURF, CHOG, including those supported
on structured domains such as DPMs [15], and to convo-
lutional networks, including Deep Fisher Networks [39],
opening the door to multiple extensions of the present work.
In addition, a number of interesting open theoretical ques-
tions can now be addressed using the tools of classical sam-
pling theory, given the novel interpretation of SIFT and its
variants introduced in this paper.

0 100 200 300 400 500 600
−100

0

100

200

300

400

500

600

scale

de
te

ct
or

 (r
ed

) a
nd

 d
es

cr
ip

to
r (

bl
ue

) r
es

po
ns

e

0 50 100 150 200 250 300
−50

0

50

100

150

200

250

300

scale

te
m

pl
at

e 
(re

d)
, t

ar
ge

t (
bl

ue
)

scale

po
si
tio
n

50 100 150 200 250 300

10

20

30

40

50

60

0 100 200 300 400 500 600
0

50

100

150

200

250

300

350

400

scale factor

de
te

ct
or

 (r
ed

) a
nd

 d
es

cr
ip

to
r (

bl
ue

) v
al

ue

0 50 100 150 200 250 300
−50

0

50

100

150

200

250

300

position

te
m

pl
at

e 
(re

d)
; t

ar
ge

t (
bl

ue
)

position

sc
al
e

50 100 150 200 250 300

10

20

30

40

50

60

0 100 200 300 400 500 600
0

50

100

150

200

250

300

350

400

scale factor

de
te

ct
or

 (r
ed

) a
nd

 d
es

cr
ip

to
r (

bl
ue

) v
al

ue

0 50 100 150 200 250 300
0

50

100

150

200

250

300

position

te
m

pl
at

e 
(re

d)
; t

ar
ge

t (
bl

ue
)

position

sc
al
e

50 100 150 200 250 300

10

20

30

40

50

60

Figure 5. Detector specificity vs. descriptor sensitivity. (Left)
Change of detector response (red) as a function of scale, com-
puted around the optimal location and scale (here corresponding
to a value of 245), and corresponding change of descriptor value
(blue). An ideal detector would have high specificity (sharp max-
imum around the true scale) and an ideal descriptor would have
low sensitivity (broad minimum around the same). The opposite
is true. This means that it is difficult to precisely select scale, and
selection error result in large changes in the descriptor. Experi-
ments are for the DoG detector and identity descriptor. (Middle)
Template ⇢ (red) and target f (blue). (Right) corresponding scale-
space [f ]. Note that the maximum detector response may even not
correspond to the true location. The jaggedness of the responses is
due to sampling artifacts.
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get f and re-scaled to yield the orbit [f ]; a subset of f , cropped, re-
scaled, and perturbed with noise, is chosen as the template ⇢. The
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of scale. The same exercise is repeated for different sub-sampling
of [f ], and rescaled for display either as a mesh (middle left) or
heat map (right) that clearly show aliasing artifacts along the opti-
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Abstract

We introduce a simple modification of local image
descriptors, such as SIFT, that improves matching
performance by 33% on the Oxford image match-
ing benchmark and is implementable in two lines
of code. To put it in perspective, this is more than
half of the improvement that SIFT provides over raw
image intensities on the same datasets. The trick
consists of pooling gradient orientations across dif-
ferent domain sizes, in addition to spatial locations,
and yields a descriptor of the same dimension of
the original, which we call DSP-SIFT. Domain-size
pooling causes DSP-SIFT to outperform by 8.5% a
Convolutional Neural Network, which in turn has
been recently reported to outperform ordinary SIFT
by 23%. This is despite the network being trained
on millions of images and outputting a descriptor
of size 512 rather than 128. Domain-size pooling
is counter-intuitive and contrary to the practice of
scale selection as taught in scale-space theory, but
has solid roots in classical sampling theory.

1. Introduction

Local image descriptors, such as SIFT and its
variants [25], are engineered to reduce variability
due to illumination and vantage point while retain-
ing discriminative power. This facilitates local cor-
respondence between di↵erent views of the same un-
derlying scene. In a wide-baseline matching task
on the Oxford benchmark [27], nearest-neighbor
SIFT descriptors achieve an average precision (AP)
of 25.73%, best among all local descriptors tested
and a 61% improvement over direct comparison of
grayscale values (improperly labeled “RGB” [13],
15.98%AP). Similar results have been obtained on
other datasets [28]. Functions that reduce sensitiv-
ity to nuisance variability can also be learned from

Scale

Figure 2: Maxima and minima of the difference-of-Gaussian images are detected by comparing a
pixel (marked with X) to its 26 neighbors in 3x3 regions at the current and adjacent scales (marked
with circles).

Laplacian. The factor (k � 1) in the equation is a constant over all scales and therefore does
not influence extrema location. The approximation error will go to zero as k goes to 1, but
in practice we have found that the approximation has almost no impact on the stability of
extrema detection or localization for even significant differences in scale, such as k =

�
2.

An efficient approach to construction of D(x, y,�) is shown in Figure 1. The initial
image is incrementally convolved with Gaussians to produce images separated by a constant
factor k in scale space, shown stacked in the left column. We choose to divide each octave
of scale space (i.e., doubling of �) into an integer number, s, of intervals, so k = 21/s.
We must produce s + 3 images in the stack of blurred images for each octave, so that final
extrema detection covers a complete octave. Adjacent image scales are subtracted to produce
the difference-of-Gaussian images shown on the right. Once a complete octave has been
processed, we resample the Gaussian image that has twice the initial value of � (it will be 2
images from the top of the stack) by taking every second pixel in each row and column. The
accuracy of sampling relative to � is no different than for the start of the previous octave,
while computation is greatly reduced.

3.1 Local extrema detection

In order to detect the local maxima and minima ofD(x, y,�), each sample point is compared
to its eight neighbors in the current image and nine neighbors in the scale above and below
(see Figure 2). It is selected only if it is larger than all of these neighbors or smaller than all
of them. The cost of this check is reasonably low due to the fact that most sample points will
be eliminated following the first few checks.

An important issue is to determine the frequency of sampling in the image and scale do-
mains that is needed to reliably detect the extrema. Unfortunately, it turns out that there is
no minimum spacing of samples that will detect all extrema, as the extrema can be arbitrar-
ily close together. This can be seen by considering a white circle on a black background,
which will have a single scale space maximum where the circular positive central region of
the difference-of-Gaussian function matches the size and location of the circle. For a very
elongated ellipse, there will be two maxima near each end of the ellipse. As the locations of
maxima are a continuous function of the image, for some ellipse with intermediate elongation
there will be a transition from a single maximum to two, with the maxima arbitrarily close to
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Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.
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invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
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A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
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weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.

15

Image gradients Keypoint descriptor

Figure 7: A keypoint descriptor is created by first computing the gradient magnitude and orientation
at each image sample point in a region around the keypoint location, as shown on the left. These are
weighted by a Gaussian window, indicated by the overlaid circle. These samples are then accumulated
into orientation histograms summarizing the contents over 4x4 subregions, as shown on the right, with
the length of each arrow corresponding to the sum of the gradientmagnitudes near that direction within
the region. This figure shows a 2x2 descriptor array computed from an 8x8 set of samples, whereas
the experiments in this paper use 4x4 descriptors computed from a 16x16 sample array.

6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
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keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
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dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
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value of the bin as measured in units of the histogram bin spacing.
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keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
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A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
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with a circular window on the left side of Figure 7, although, of course, the weight falls off
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6.1 Descriptor representation

Figure 7 illustrates the computation of the keypoint descriptor. First the image gradient mag-
nitudes and orientations are sampled around the keypoint location, using the scale of the
keypoint to select the level of Gaussian blur for the image. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative
to the keypoint orientation. For efficiency, the gradients are precomputed for all levels of the
pyramid as described in Section 5. These are illustrated with small arrows at each sample
location on the left side of Figure 7.

A Gaussian weighting function with � equal to one half the width of the descriptor win-
dow is used to assign a weight to the magnitude of each sample point. This is illustrated
with a circular window on the left side of Figure 7, although, of course, the weight falls off
smoothly. The purpose of this Gaussian window is to avoid sudden changes in the descriptor
with small changes in the position of the window, and to give less emphasis to gradients that
are far from the center of the descriptor, as these are most affected by misregistration errors.

The keypoint descriptor is shown on the right side of Figure 7. It allows for significant
shift in gradient positions by creating orientation histograms over 4x4 sample regions. The
figure shows eight directions for each orientation histogram, with the length of each arrow
corresponding to the magnitude of that histogram entry. A gradient sample on the left can
shift up to 4 sample positions while still contributing to the same histogram on the right,
thereby achieving the objective of allowing for larger local positional shifts.

It is important to avoid all boundary affects in which the descriptor abruptly changes as a
sample shifts smoothly from being within one histogram to another or from one orientation
to another. Therefore, trilinear interpolation is used to distribute the value of each gradient
sample into adjacent histogram bins. In other words, each entry into a bin is multiplied by a
weight of 1 � d for each dimension, where d is the distance of the sample from the central
value of the bin as measured in units of the histogram bin spacing.
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Figure 1: In SIFT (top [25]) isolated scales are selected

(a) and the descriptor constructed from the image at the

selected scale (b) by computing gradient orientations (c)

and pooling them in spatial neighborhoods (d) yield-

ing histograms that are normalied and concatenated to

form the descriptor (e). In DSP-SIFT (bottom), pool-

ing occurs across di↵erent domain sizes (a): Patches

of di↵erent sizes are re-scaled (b), gradient orientation

computed (c) and pooled across locations and scales (d),

and concatenated yielding a descriptor (e) of the same

dimension of ordinary SIFT.

data [26, 33, 34, 38, 30], both supervised and unsu-
pervised. Convolutional Neural Networks (CNNs)
have been trained to “learn away” nuisance vari-
ability while retaining class labels using large an-
notated datasets such as ImageNet. The response
of a CNN to image values in a region can be inter-
preted as a descriptor, and used for correspondence
much in the same way as SIFT, albeit with di↵erent
dimension (the fourth layer of the CNN in [13, 20]
has 512 dimensions, whereas SIFT has 128). Direct
comparison on the Oxford benchmark, performed
by [13], shows that the CNN outperforms SIFT
by a significant margin (23%), from 25.73%AP to
31.64%. However, we show that a simple modifica-
tion of SIFT, obtained by pooling gradient orien-
tations across di↵erent domain sizes (“scales”), in
addition to spatial locations, improves it by an even
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Figure 3: Head-to-head comparisons. Similarly to [17], each point represents one pair of images in the Oxford
(top) and Fischer (bottom) datasets. The coordinates indicate average precision for each of the two methods under
comparison. SIFT is superior to RAW-PATCH, but is outperformed by DSP-SIFT and CNN-L4. The right three
columns show that DSP-SIFT is better than SLS and CNN-L4 despite the difference in dimensions (shown in the
axes). The relative performance improvement of the winner is shown in the title of each panel.

4.2 Datasets

The Oxford dataset [32, 33] comprises 40 pairs of images of mostly planar scenes seen under different pose, dis-
tance, blurring, compression and lighting. They are organized into 8 categories each of which consists of image pairs
undergoing increasing magnitude of transformations. While routinely used to evaluate descriptors, this dataset has
limitations in terms of size and restriction to mostly planar scenes, and modest scale changes. To alleviate these,
Fischer et al. [17] recently introduced a dataset of 400 pairs of images with more extreme transformations than those
in the Oxford dataset. The types of transformations include zooming, blurring, lighting change, rotation, perspective
and nonlinear transformations. We use both datasets in our evaluation.

4.3 Metrics

Following [32], we use precision-recall (PR) curves to evaluate descriptors. A match between two detectors is called
if their Euclidean distance is less than a threshold d. It is then labeled as a true positive if the area of intersection over
union (IoU) of their corresponding MSER-detected regions is larger than 50%

6. Recall is defined as the fraction of
true positives over the total number of correspondences. Precision is the percentage of true matches within the total
number of matches. By varying the distance threshold d, a PR curve can be generated and the Average Precision (AP,
a.k.a area under the curve, AUC) can be estimated. Average of APs provides the mean average precision (mAP)
scores used for comparison.

4.4 Comparison

Fig. 2 shows the detailed behavior (AP) of each descriptor as a function of the varying degree of severity of trans-
formations. DSP-SIFT consistently outperforms other methods when there are scale changes (Zoom). It is also more
robust to other transformations such as blur, lighting and compression in the Oxford dataset, [33], and to nonlinear,

6Both datasets provide ground truth mapping between images, so the overlapping is computed by warping the first MSER region into the second
image and then computing the overlap with the second MSER region.
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Figure 4: Mean Average Precision for different parameters. (a) shows that mAP changes with the radius s of DS
pooling. The best mAP is achieved at ŝ = 4/6; (b) shows that mAP as a function of the number of samples used
within the best range (�̂ � ŝ, �̂ + ŝ).

perspective, lighting, blur and rotation in Fischer’s [17]. DSP-SIFT is not at the top of the list of all compared de-
scriptors in viewpoint change cases, although “viewpoint” is a misnomer as MSER-based rectification accounts for
most of the viewpoint variability, and the residual variability is mostly due to interpolation and rectification artifacts.
The fact that DSP-SIFT outperforms CNN in all cases in Fischer’s dataset is surprising, considering that the neural
network is trained by augmenting the dataset using the similar types of transformations. Fig. 3 shows the head-to-head
comparison between these methods, in the same format as [17]. Each point in the scatter plot represents one pair of
images in both datasets. DSP-SIFT outperforms SIFT by 39.41% and 18.33% on Oxford and Fischer respectively.
The performance gain comes without increase in dimension. In comparison, CNN-L4 achieves 14.91% and 11.85%

improvements over SIFT by increasing dimension 64-fold. On both datasets, DSP-SIFT also consistently outperforms
CNN-L4 and SLS by a large margin regardless of its lower dimension.

Method Dim. mAP
Mikolajczyk Fischer

SIFT 128 .2670 .4519
DSP-SIFT 128 .3722 .5348

CNN-L4-PS69 512 .3059 .4779
CNN-L3-PS69 4096 .3164 .4858
RAW-PATCH 4761 .1600 .3479
CNN-L4 8192 .3068 .5055
SLS 8256 .3320 .5135
CNN-L3 9216 .3056 .4899

Table 1: Summary of complexity (dimension) and performance (mAP) for all descriptors sorted in order of increasing
complexity. The lowest complexities and the best performances are highlighted in bold. We also report mAP for CNN
descriptors computed on 69 ⇥ 69 patch to be consistent with [17].

4.5 Complexity and Performance Tradeoff

Fig. 5 shows the complexity (descriptor dimension) and performance (mAP) tradeoff for all descriptors considered.
Table 1 summaries the results on both datasets. In Fig. 5, an “ideal” descriptor would achieve mAP = 1 by using the
smallest possible number of bits. So it will land in the top-left corner of the graph. DSP-SIFT has the same lowest
complexity as SIFT and is the best in mAP among all the descriptors. Looking horizontally in the graph, DSP-SIFT
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cor: SIFT approximates the ideal representation only under the 
assumptions of a flat and fronto-parallel scene with stationary/
ergodic radiance, undergoing pure translation parallel to the 
image plane, where the approximation assumes spatial i.i.d
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multi-view descriptors

beyond one image [dong et al., 2014]
38
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Figure 2: PR curves. Precisions (ordinate) over recall rates (abscissa) with F1-scores in the legends.
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multi-view descriptors

MV-HOG 
!

!

R-HOG
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conv-nets
SIFT/HOG is one layer of a conv-net 
!

!

DPM is a tree of HOGs 
!

!

!

Layering to capture correlations beyond i.i.d
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Figure 1. Schematic model overview. (1) An image pyramid is built from a color input image. (2) Each pyramid level is forward
propagated through a truncated SuperVision CNN [22] that ends at convolutional layer 5 (conv5). (3) The result is a pyramid of conv5

feature maps, each at 1/16th the spatial resolution of its corresponding image pyramid level. (4) Each conv5 level is then input into a
DPM-CNN, which produces a pyramid of DPM detection scores (5). Since the whole system is simply the composition of two CNNs, it
can be viewed as a single, unified CNN that takes a color image pyramid as input and outputs a DPM score pyramid.
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Sidebar: example object geometry filter (Section 2.2.2)

Single-component DPM-CNN

0

Figure 2. CNN equivalent to a single-component DPM. DPM can be written as an equivalent CNN by unrolling the DPM detection
algorithm into a network. We present the construction for a single-component DPM-CNN here and then show how several of these CNNs
can be composed into a multi-component DPM-CNN using a maxout layer (Figure 3). A single-component DPM-CNN operates on a
feature pyramid level. (1) The pyramid level is convolved with the root filter and P part filters, yielding P + 1 convolution maps. (2)
The part convolution maps are then processed with a distance transform, which we show is a generalization of max pooling. (3) The
root convolution map and the DT transformed part convolution maps are stacked into a single feature map with P + 1 channels and then
convolved with a sparse object geometry filter (see sidebar diagram and Section 2.2.2). The output is a single-channel score map for the
DPM component.

DPM is usually thought of as a flat model, but making
the object geometry filter explicit reveals that DPM actu-
ally has a second, implicit convolutional layer. This insight
shows that in principle one could train this filter discrimina-
tively, rather than heuristically setting it to a sparse binary
pattern. We revisit this idea when discussing our experi-
ments in Section 4.1.

2.2.3 Combining mixture components with maxout

Each single-component DPM-CNN produces a score map
for each pyramid level. Let z

sc

be the score for component
c at location s in a pyramid level. In the DPM formalism,
components compete with each other at each location. This

competition is modeled as a max over component scores:
z

s

= max

c

z

sc

, where the overall DPM score at s is given
by z

s

. In DPM-CNN, z
sc

= w

c

· x
s

+ b

c

, where w

c

is
component c’s object geometry filter (vectorized), x

s

is the
sub-array of root and part scores at s (vectorized), and b

c

is
the component’s scalar bias. Figure 3 shows the full multi-
component DPM-CNN including the max non-linearity that
combines component scores.

It is interesting to note that the max non-linearity used
in DPM is mathematically equivalent to the “maxout” unit
recently described by Goodfellow et al. [17]. In the case of
DPM, the maxout unit has a direct interpretation as a switch
over the choice of model components.
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from local photometry to 
global geometry

see konstantine tsotsos’ demo/poster
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from image to scene 
topology (“objects”)

see joshua hernandez’ poster
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extensions

active inference/exploration (ongoing) 
!

independently moving objects 
!

subject of inference includes “events”, 
“actions” and other information encoded in 
the delay-line (dynamics)
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