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CHAPTER 1
Introduction

1.1

Motivation

The technological systems that we use in our society have grown greatly in complexity over recent decades. Communications networks, industrial systems, and manufacturing systems, among many others, have grown into massive and complicated
systems largely in an ad hoc manner. Analyzing such systems and properly designing
additions or improvements to these systems is a complex engineering task. There are
several questions that an engineer or researcher naturally asks upon being confronted
with a large, complex system.
1. How can large systems be modelled?
The best way, in practice, to construct an eﬀectively functioning large system is
to build it by combining eﬀectively functioning smaller systems. Large systems of all
kinds consist of many diﬀerent components interacting with each other.
The ﬁrst problem in large systems is ﬁnding a modelling formalism suﬃcient to
capture the complexity inherent in the system’s structure and address the issues we
wish to investigate. The dynamics of the system may be continuous, discrete, or a
combination of the two; a practical decision must be made as to whether to model
the system as continuous, discrete, or hybrid.
1

Furthermore, the information available to us about such a large system is likely to
be incomplete. There may be exogenous inputs or noise aﬀecting the behavior of the
system, necessitating the use of stochastic/probabilistic modelling techniques. Not all
states or behaviors in the system may be observable, because it may not be possible
or practical to install suﬃcient sensor platforms to provide complete observation of
the system. The proper modelling of the information available for problem solving is
thus a very important part of the process of formalizing a large system.
The second problem in modelling large systems is that there may be many natural
theoretical modelling formalisms. Since a large system is typically built up from
smaller components, the formal analysis best suited for one component of the system
may be inadequate for analyzing other parts of the system. For example, the Internet
can be thought of a graph with routers as vertices and links as edges, and the tools
of graph theory can applied to investigate some problems. However, it can also be
thought of as a network of queues [1], with traﬃc in the system occurring in detectable
patterns, and the tools of queueing theory, Markov processes, and probability theory
[2] can be used to investigate other problems.
Which approach is correct? This depends on the problem under consideration.
Furthermore, there can be problems where neither approach is satisfactory, and the
best way to go about such problems is to combine aspects of several theories into a
single formalism. In this dissertation we seek to combine theoretical approaches in
order to address control and diagnosis problems.
2. How can faults be detected in complex systems?
3. How can large systems be controlled?
It’s a truism that in complex systems, things will go wrong and things will not go
as expected. These facts of life lead to the questions of fault diagnosis and control.

2

If a failure has occurred in the system, how can we know? In large systems, it is,
for the reasons mentioned above, not always possible to have perfect observation of
the system. In the case of networks, the information about the system is distributed
among many agents (e.g. controllers and diagnosers) and we would only have access
to information about a small part of the network. In industrial systems, failures may
occur inside machines and be undetectable by a supervisor.
What we would like, therefore, is to develop automatic methods to deduce the
occurrence of faults in the system if we are unable to observe them. The problem of
automated failure diagnosis has been considered in the literature for many years now
[3], [4]. It is a problem that has been considered in many systems frameworks, as it
is a problem common to all large systems [5], [6], [7], [8].
Various theoretical approaches for diagnosis of large systems include the use of
fault trees ([5], [9]), expert systems and artiﬁcial intelligence methods ([8], [10]), and
discrete event system models (see [11] and the references therein). In this dissertation
we consider the problem of fault diagnosis using a discrete event system framework.
The many applications of fault diagnosis using DES models include communications
networks [12], transportation systems [13], heating, ventilation, and air conditioning
systems [14], and nuclear energy systems [15].
Another extremely important problem in large systems is that of control. Control
systems theory is a well-established and large research area, covering such problems
as linear and non-linear control, optimal control, adaptive control, stochastic control
[16], discrete event control [17], and so on. Roughly speaking, controlling a large
system is simply the act of getting the system to do what the designer wants it to do.
The designer may want the steady-state value of certain system variables to achieve
certain particular values. It may also be important that the transient behavior of
the system be controlled so that the system variables do not oscillate wildly while
the steady-state is being achieved; also, we may wish to ensure the rate at which a
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desired behavior is achieved is neither too fast or too slow.
The concerns listed in the above paragraph are generally thought about in terms of
continuous control of deterministic systems. In the case of stochastic systems, the art
of controlling a system under noisy or incomplete state observations introduces new
diﬃculties in achieving the desired system behavior. In discrete event systems, the
problem of control is the problem of allowing certain sequences of events (or strings)
to occur while disabling other sequences.
This dissertation addresses the problems of diagnosis and control in the context
of discrete event systems. Such systems may be logical or stochastic, depending on
whether or not probabilistic information about the occurrence of events is included. In
addressing these problems, we exploit the similarities between discrete event systems
and stochastic systems and work to combine the theoretical framework between those
two areas.
4. How can optimization be performed in complex systems?
Eﬃcient utilization of the resources available to a system can signiﬁcantly improve
the system’s performance. Complex systems are required to perform many tasks, and
an ineﬃcient use of resources to perform one particular task degrade the ability of the
system to perform the whole array of tasks. Therefore, in order to allow that system
to achieve as many desire tasks as possible at a desirable level of performance, we
would like to ﬁnd ways to optimize resource utilization.
There are unavoidable fundamental trade-oﬀs between the eﬃcient use of resources
and the ability to achieve certain tasks. The problem of fault diagnosis is trivial
if enough sensors can be added to a system to promptly detect and isolate faulty
behavior; however, too many sensors can aﬀect system performance negatively as, for
example, the transmission of sensor data may interfere with communication channels
needed for other purposes. Furthermore, adding large number of sensors would greatly
increase the ﬁnancial cost of the system.
4

One way in which we can optimize our system is through the appropriate use
of measurements [18], [19]. Making all possible measurements may be impractical
or a waste of resources; for example, measuring all possible traﬃc going through
a particular router in the Internet on a given day may generate gigabytes of data.
We would like to able to perform a desired task taking measurements only when
absolutely necessary in order to complete that task.
However, the problem of optimization is signiﬁcantly more diﬃcult when the optimizer does not have perfect observation of the system’s behavior. In order to perform
optimization on partially-observed systems, it is vital that the optimizer have a fundamental understanding of the role of information and how the available information
evolves as a result of the optimizer’s control strategy and the evolution of the system. Understanding information is even more essential in the case of decentralized
systems, where diﬀerent agents possess diﬀerent information and the overall evolution
of information is far more complex.
In this dissertation, we consider the problems of how to optimally acquire information for the problems of diagnosis and control in discrete-event systems, and how
to optimize control speciﬁcations in the presence of intrusions that adversely aﬀect
the system. In addressing these problems, understanding how information evolves in
discrete event systems as a result of the control strategy employed by the optimizer
is essential; the approach we take for handling information is inspired by the intrinsic
model of [20], which was developed for the case of discrete stochastic control.
The importance of combining theoretical approaches to solve engineering problems
motivates the work in this dissertation. Concepts from stochastic systems, discreteevent systems, and game theory are used in concert to formulate and solve problems
in control and fault diagnosis. We now address some relevant points from each of
these areas.

5

1.2

Stochastic Control and Optimization

A stochastic system is one wherein some of the variables aﬀecting the dynamics
of the system are random. The random dynamics of the system may consist of input
disturbances or of measurement noise, among others.
Stochastic systems generate a sequence of outputs (or observations)
Y n = (Y0 , Y1 , . . . , Yn ) that may in general, be a random function of the state of the
stochastic system. The system may also receive a series of inputs (or control actions)
U n = (U0 , U1 , . . . , Un ).
There are two basic problems in stochastic systems that are particularly relevant
to this dissertation. First is the control problem: how do we design a control law
g so that for any observation sequence generated by the system, we can determine
inputs (e.g. control actions) that will allow the system’s trajectory to satisfy a given
property? Second is the optimization problem: How do we select a control law g so
as to minimize (or maximize) a given performance criterion?
For perfectly observed systems, dynamic programming algorithms for optimization can be implemented in polynomial time [21]. However, in imperfectly observed
systems, dynamic programming methods cannot be used until an appropriate treatment of the the information available for decision making or performance evalution
is developed. We address this issue through the idea of information state.
An information state is deﬁned in [16] as a quantity ζn satisfying the following
two properties:
1. ζn is a function of ζ0 , y n , and un−1
2. ζn+1 is a function of ζn , yn+1 and un
The ﬁrst of these two conditions requires that ζn is causal and non-anticipatory. The
second condition states that it must be possible to calculate ζn recursively. Thus, in
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some way, an information state must be a summary of the information available to
an agent at time n.
This deﬁnition omits an important third point. When constructing a model of
a system, it is necessary to construct a state space suﬃcient to model the features
of interest. Similarly, when determining a space to model the information available
to agents (e.g. decision makers or controllers) in a system, it is necessary that these
information spaces be rich enough so that the information states are useful in solving
a particular problem of interest. For example, in a continuous state stochastic system
with imperfect observation, a conditional probability density function of the state
with respect to the input and output sequences un−1 and y n is an information state
suﬃcient for addressing control and optimization problems.
In Chapters 3 and 4 of this dissertation, we are interested in the problem of
performance evaluation, and the information states that we propose in those chapters
are constructed with that particular goal in mind. In Chapter 2 we are interested in
ﬁnding an appropriate information state for fault diagnosis, and the information state
we choose for this problem is signiﬁcantly diﬀerent from those of the later chapters.
Finding appropriate information states and information spaces for solving particular
problems is a theme we will return to often in this dissertation.

1.3

Discrete Event Systems

Discrete event systems in the Ramadge-Wonham framework [22] were developed
to address issues of control [23], [24], [25] that could not be addressed through classical
control methods. Control in DES is achieved by means of a supervisor (controller)
that attempts to realize a given speciﬁcation that is a subset of the overall behavior
of the DES.
The Ramadge-Wonham DES framework has also been successfully applied to the

7
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Figure 1.1: A discrete event system model.
problem of fault diagnosis (see [11] and the references therein). One of the main issues
in DES fault diagnosis is determining if it is always possible to detect an instance of
a fault in a ﬁnite amount of time, a property known as diagnosability.
Discrete event systems bear many similarities with particular classes of stochastic
processes. If a reader familiar with stochastic processes were to brieﬂy glance at
Figure 1.1, he would possibly assume that it is a drawing of a Markov chain, not of
a discrete-event system.
Discrete-event systems in the Ramadge-Wonham framework and discrete-time
Markov chains have similar sample paths; in each type of system the state remains
constant for some period of time, and then abruptly transitions to a new state at
speciﬁc instants. However, they also have several key diﬀerences: Markov chains
are observed via state observation, while DES are observed via event observation.
Markov chains have a probabilistic component by deﬁnition; DES may or may not,
depending on the particulars of the system being modelled. Furthermore, in DES it
may be possible for multiple events to transition the system from one given state to
another given state; in a Markov chain, only one such transition is possible.
Despite the similarities between stochastic processes and discrete-event processes,
the avenues of research considered in DES are very diﬀerent than those considered
8

in stochastics; in general, DES research has focussed on what makes DES diﬀerent
from stochastic systems, and not what makes them similar. Discrete event systems
research emphasizes logical statements, i.e., what properties can be shown to be true
or false for all sample paths generated by the system. Due to the logical limitation of
the model, “almost sure” statements, like those made in stochastics, are not feasible.
Optimization problems can be formulated in the context of discrete-event systems,
and this is an area of research we will explore in this disseration. If the discrete
event system has no probabilistic information, optimization can be performed using
min-max performance criteria. If probabilistic information is available, we can use
an expected value performance criteria, as is typical in stochastic systems. In this
dissertation, we will use the term “logical DES” for the standard automata model and
when probabilities are added to the model, we will use the term “stochastic DES.”

1.4

Game Theory

Game theory, in its most general form, refers to a situation where multiple agents
(or players) are participating in a process where each agent has diﬀerent information
and diﬀerent goals. For such processes, the notions of equilibrium, optimality [26],
citeOsRu:94, and so forth, have been the subject of much interesting research.
If all the players in a game have a common interest, then they are not functioning
as adversaries but as members of a team [27]. In such a situation, game theoretic
techniques can be used to perform optimization [28], [29]. Thus game theory can be
used to address some problems related to optimal control and measurement scheduling, as these are speciﬁc types of optimization problems. In this thesis we use game
theory to address these problems for decentralized DES.
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1.5

Contributions of this Thesis

The main contribution of this theses is the combination of ideas and results from
the theories of Markov chains, stochastic processes, stochastic control, game theory,
and discrete event systems for the investigation and analysis of the problems of fault
diagnosis and control. The speciﬁc contributions are the following:
1. Addressing the problem of diagnosability in the context of stochastic discrete
event systems. Two deﬁnitions of diagnosability for stochastic DES, A- and
AA-diagnosability, are proposed. Necessary and suﬃcient conditions are determined for a stochastic DES to be A-diagnosable and suﬃcient conditions are
determined for a stochastic DES to be AA-diagnosable. These conditions are
expressed through the construction of a “stochastic diagnoser.”
2. Addressing the problem of “active acquisition of information” for fault diagnosis
and supervisory control in systems modelled by logical and stochastic DES. The
objective of this problem is to ﬁnd an optimal measurement scheduling scheme
(or observation policy) when a cost is incurred each time a sensor is activated
in an attempt to observe an instance of an event. The formulation of this
problem hinges on understanding the role of information in DES. To address
this problem, an appropriate concept of information state is formulated for
logical and stochastic automata. The characteristics of the information state are
investigated for both cyclic and acyclic DES. The concept of information state is
used to determine optimal solutions through the use of dynamic programming.
Less computationally complex suboptimal algorithms are devised through the
use of limited lookahead techniques.
3. Developing a framework for considering the problem of intrusion detection in
centralized and decentralized supervisory control systems. The capabilities of
an intruder are modelled by allowing events that have been disabled by a su10

pervisor to be enabled. Three distinct problems related to intrusion detection
are investigated. Firstly, necessary and suﬃcient conditions which ensure that
an intruder with particular capabilities is unable to cause damage to the system
are derived. Secondly, in the case where the necessary and suﬃcient conditions
are not satisﬁed, a language measure technique is used in order to perform
damage assessment on the system. Finally, the problem of determining the
control speciﬁcation that provides optimal behavior in the presence of intrusion
is formulated. This formulation required the determination of an appropriate
information state and the use of the language measure technique in order to
allow optimal speciﬁcations to be determined through the use of dynamic programming. For decentralized systems, the proposed solution to the optimization
problem applies the ﬁctitious play paradigm from game theory to ﬁnd a local
(or member-by-member) optimum.

1.6

Organization of the Dissertation

This dissertation uses the “three-chapter format” and contains three technical
chapters, one for each of the main problems considered. Each chapter is intended
to function as a self-contained document, and thus each chapter contains a literature
review and a restatement of the basic deﬁnitions, terminology, and so forth required to
set up the problems. Chapter 2 discusses the problem of diagnosability in the context
of stochastic discrete event systems. Chapter 3 considers many variations of the
active acquisition of information problem for fault diagnosis and supervisory control;
the chapter is divided into two main sections that address the problem for cyclic
and acyclic discrete event systems, respectively. Chapter 4 considers the problem
of intrusion detection in supervisory control systems. Chapter 5 provides a short
conclusion summarizing the work of the technical chapters and suggesting directions
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for future research.
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CHAPTER 2
Diagnosability of Stochastic Discrete-Event
Systems

2.1

Introduction

In this paper we investigate the diagnosability of stochastic discrete-event systems
(DES) or stochastic automata. Discrete-event systems are systems whose evolution is
guided by the occurrence of physical events that are separated by regular or irregular
intervals of time. Stochastic automata are a more precise formulation of the general
DES model, in which a probabilistic structure is appended to the model to estimate
the likelihood of speciﬁc events occurring. An introduction to the theory of stochastic
automata can be found in Paz [30].
The failure diagnosis problem for DES is to detect the occurrence of speciﬁc predeﬁned failure events that may not be directly observed by the sensors available to the
system. Roughly speaking, a system is considered to be diagnosable if any instance of
a failure event can eventually be detected from the observations made on the system.
The problem of diagnosability of logical DES has received a lot of attention in
recent years in the contexts of centralized systems [31], [11], [32]-[38], decentralized
systems [39], timed systems [40], [41], modelling of systems [42]-[45], and applications [46]-[49]. Diagnosability of stochastic automata was investigated by Lunze and
Schröder [50]. The approach to diagnosability of stochastic automata we adopt in
this chapter is similar to that of [31]; comparisons between our results and those of
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[31] will be made throughout the rest of this chapter.
The main diﬀerences between the results of this chapter and those on diagnosability of logical DES are the following. Logical DES models cannot distinguish between
strings or states that are highly probable and those that are less probable. Therefore, the notions that a state can be observed or a failure can be diagnosed after a
ﬁnite delay are “all-or-nothing” propositions: one possible system behavior, however
improbable, that does not allow the failure to be diagnosed is suﬃcient to consider a
system to be non-diagnosable. In this chapter, we present deﬁnitions of diagnosability
that allow such improbable system behaviors to be disregarded.
The main diﬀerences between are results and those of [50] are the following. Our
notions of diagnosability are distinct from those of [50]; therefore, the conditions
for diagnosability determined in this chapter are distinct from those of [50]. Lunze
and Schröder correctly demonstrate that, in general, the observer or diagnoser of a
stochastic automaton cannot be itself realized by another stochastic automaton, and
do not attempt to extend the logical diagnoser approach of [31] to stochastic systems.
The “stochastic diagnoser” introduced in this chapter inherits the structure of the
logical diagnoser of [31], and appends to each transition a matrix that can be used
to update the probability distribution on the state estimate. The resulting machine
is not a stochastic automaton, but possesses a structure superﬁcially similar to one.
The main contributions of this chapter are: (1) the introduction of two notions
of diagnosability that appropriately incorporate the stochastic structure of the automaton; these notions of diagnosability are, as expected, less stringent than those of
[31]; and (2) the determination of necessary or suﬃcient conditions to guarantee the
aforementioned notions of diagnosability.
Because the model under consideration here allows us to formulate the probability
distributions of various state estimates and failures, we consider two diﬀerent deﬁnitions of what it means for a failure to be “diagnosed.” In the ﬁrst situation, a failure is
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not said to be diagnosed until all possible system behaviors consistent with the observations of the system contain at least one instance of the failure event. In the second
situation, we merely require that of all the consistent system behaviors, the subset
that contains the failure event has a probability above a pre-determined threshold.
Both notions of diagnosability display long term properties approximating the type of
diagnosability proposed in [31]. The conditions necessary and suﬃcient or suﬃcient
to ensure both types of diagnosability can be expressed in terms of properties of a
“diagnoser” that is the stochastic analogue of that in [31].
This chapter is organized as follows. Section 2.2 introduces the stochastic automaton model under consideration and the concepts and notation required to deﬁne
diagnosability. Section 2.3 introduces new deﬁnitions of diagnosability motivated by
the probabilistic nature of the automaton. Section 2.4 describes the construction
of a stochastic diagnoser used to state conditions that ensure diagnosability. These
conditions are presented in Section 2.5 and illustrated using examples from HVAC
systems in Section 2.6. The results of the chapter are summarized in Section 2.7.

2.2

The Model

This section describes the formal model of the type of system we will attempt to
diagnose and introduces the basic concepts and notation necessary to approach the
problem.
The type of system to be diagnosed is a stochastic automaton. It is a quadruple
G = (Σ, X , p, x0 )

where
• Σ is a ﬁnite set of events
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(2.1)

• X is a ﬁnite state space
• p(x , e | x) is a state transition probability deﬁned for ∀x, x ∈ X , e ∈ Σ
• x0 ∈ X is the initial state
The system evolves through the triggering of events at discrete points in time, forming
a sequence, or string, of events. The set of all ﬁnite strings of positive probability
is the preﬁx-closed language L(G), which for simplicity will be denoted as L. L is a
subset of Σ∗ , the Kleene-closure of the event set Σ.
The system is observed through the events transitioning the system from one state
˙ uo , where Σo represents the
to another. The event set Σ is partitioned as Σ = Σo ∪Σ
set of observable events and Σuo represents the set of unobservable events. Observable
events are events the occurrence of which is detected by the sensors available to the
system; unobservable events are those events that the available sensors cannot detect.
When a string of events occurs in a system, the sequence of observable events is
indicated by the projection of the string, which is deﬁned in the usual manner [17] as
Proj : Σ∗ → Σ∗o

Proj () = 
⎧
⎪
⎪
⎨σ
Proj (σ) =
⎪
⎪
⎩

if σ ∈ Σo

(2.2)

if σ ∈ Σuo

Proj (sσ) = Proj (s)Proj (σ) for s ∈ Σ∗ , σ ∈ Σ

where  denotes the empty string. The inverse projection of a string of observable
events so with respect to a language L is given by:
Proj −1
L (so ) = {s ∈ L : Proj (s) = so }
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(2.3)

We deﬁne a set of failure events Σf ⊆ Σ. The objective of the diagnosis problem
under consideration is to determine the likelihood of the occurrence of these failure
events when only the events in Σo are observed. We can assume, without loss of
generality, that Σf ⊆ Σuo , because it is a trivial problem to determine when an
observable failure has occurred.
To facilitate the diagnosis problem, the set of failure events is partitioned into a
set of failure types:
Σf = Σf1 ∪ · · · ∪ Σfm

(2.4)

If a failure event σf ∈ Σfi occurs, we will say that “a failure of type Fi has occurred.”
The probability transition function p(x , e | x) deﬁnes the probability that a certain
event e will occur and transition the state of the machine from a given state x to the
speciﬁed state x . For example, p(z, a | y) = 0.7 states that, if the system is in state
y, with probability .7 the event a will occur and transition the state of the system
to z. We will assume, for the sake of simplicity, that p(x , e | x) > 0 for at most one
x ∈ X . The results that follow hold without this assumption.
Under this assumption, the probability transition function can be used to deﬁne
the partial transition function, which is deﬁned as δ : X × Σ → X where
δ(x, e) = y ⇒ p(y, e | x) > 0

(2.5)

If for some x ∈ X and e ∈ Σ, there does not exist y ∈ X such that p(y, e | x) > 0,
then δ(x, e) is undeﬁned.
This relationship demonstrates that the stochastic model is a more speciﬁc model
than the logical ﬁnite state machine model discussed in [31]. In the logical automaton
model, the partial transition function is deﬁned as part of the speciﬁcation of the
system, but here it is derived from the state transition probabilities.
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Figure 2.1: A stochastic automaton. X = {0, 1, 2}, Σ = {a, b, c, σf }, Σuo = Σf =
{σf }, x0 = 0.
The partial transition function can be extended to strings of events as follows:

δ(x, ) = x
δ(x, se) = δ(δ(x, s), e))

(2.6)
(2.7)

Figure 2.1 provides a pictorial representation of a stochastic automaton. The set
of states is X = {0, 1, 2}, and the initial state x0 = 0 is denoted by an unconnected
transition. The set of events is Σ = {a, b, c, σf }, which is partitioned into Σo = {a, b, c}
and Σuo = Σf = {σf }. A transition arc is drawn between two states if the probability
of that transition occurring is greater than zero.
In order to facilitate the solution to the diagnosis problem, we make two assumptions about the stochastic automaton G:
Assumption 2.1. The language L generated by G is live. That is to say, for every state
in X , the probability of a transition occurring from that state is one, or, equivalently,
for ∀x ∈ X


x ∈X

p(x , e | x) = 1

(2.8)

e∈Σ

Assumption 2.2. The generator G does not have any cycle of unobservable events, or
18

equivalently
∃n0 ∈ N such that ∀ust ∈ L, s ∈ Σ∗uo ⇒ s ≤ n0
Together these two assumptions force observable events to occur with regularity.
Assumption 2.1 requires that transitions will continue to occur regardless of the state
of the system, and 2.2 requires that after at most a ﬁnite delay, one of these transitions
will be an observable event.
The liveness assumption 2.1 also forces all states in G to satisfy the Markov property, allowing the use of techniques of Markov chain analysis in subsequent sections
of this chapter.

2.2.1

Discrete Event Notation

The symbol s will be used to denote the preﬁx-closure of a string s ∈ Σ∗ . The
postlanguage L/s is the set of possible continuations of a string s, i.e.
L/s = {t ∈ Σ∗ |st ∈ L}

(2.9)

When deﬁning diagnosability, it will be important to consider strings that end in a
failure event of a speciﬁc type. Let the ﬁnal event of a string s be denoted by sf .
Deﬁne
Ψ(Σfi ) = {s ∈ L : sf ∈ Σfi }

(2.10)

Let L(G, x) represent the set of all strings that originate from the state x in the
state space of G. Deﬁne
Lo (G, x) = {s ∈ L(G, x) : s = uσ, u ∈ Σ∗uo , σ ∈ Σo }

(2.11)

Lσ (G, x) = {s ∈ Lo (G, x) : sf = σ}

(2.12)
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Convention: In the examples of stochastic automata in this paper, observable
events will be marked using lowercase Roman letters, while unobservable events that
are not failure events will be denoted by lowercase Greek letters. Failures will be
denoted as σfi .

2.2.2

Probabilistic Notation

From our assumption that p(x , e | x) > 0 for only one x for each pair (x, e), we
can write p(x , e | x) = p(e | x). Therefore, the probability of an event e ∈ Σ being
the next event given the system is in state x is given by:
Pr(e | x) = p(e | x)

(2.13)

If we wish to ﬁnd the probability of a particular string being the true future system
behavior given the system is state x, we can calculate this recursively as:
Pr(es | x) = p(e | x)p(s | δ(x, e))

(2.14)

Because our tests for diagnosability can only be based on observable events, it will
be important to determine the probability that eo ∈ Σo will be the next observable
event given the system is in state x. This can be calculated as:
Pr(eo | x) =



Pr(s | x)

(2.15)

s∈Leo (x)

If our state observation is incomplete, we will need to determine the probability being
in a state x, given that we have observed the string so . This probability is:

Pr(x | so ) =

s∈Proj −1
L (so ):δ(xo ,s)=x



s∈Proj −1
L (so )
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Pr(s | x0 )

Pr(s | x0 )

(2.16)

By combining equations (2.15) and (2.16), we can determine the probability of the
next observable event being eo , given that the string of observed events to date is so .
Pr(eo | so ) =



x∈δ(x0 ,s) for some

Pr(eo | x) Pr(x | so )

(2.17)

s∈Proj −1
L (so )

Lastly, if we are in a state x, the probability that after the next event eo , the system
has been transitioned to the state x is given by:
Pr(x , eo | x) =



Pr(s | x)

(2.18)

s∈Leo (x):δ(x,s)=x

2.3

Approaches to Deﬁning Diagnosability

The objective of the diagnosis problem is to detect the occurrence of an unobservable failure in the system, based on the information available from the record of
observed events. As a starting point for motivating the discussion of diagnosability of
stochastic automata, we present a standard deﬁnition of logical diagnosability deﬁned
in [31].
Deﬁnition 2.1. (Logical Diagnosability) A live, preﬁx-closed language L is
Fi -diagnosable with respect to a projection Proj if
(∃ni ∈ N)[∀s ∈ Ψ(Σfi )](∀t ∈ L/s)[ t ≥ n1 ⇒ D]

(2.19)

where the diagnosability condition function D : Σ∗ → {0, 1} is given by

D(st) =

⎧
⎪
⎪
⎨1 if ω ∈ Proj −1
L [Proj (st)] ⇒ Σfi ∈ ω
⎪
⎪
⎩0 otherwise

(2.20)

Figure 2.2 shows an example of a system that is F -diagnosable. If the event σf
occurs, the next observable event will be either a or b. If b is observed, then we know
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Figure 2.2: A system that is logically diagnosable.
that the only possible system behavior consists with our observation of b is σf b, and
the failure will be diagnosed. On the other hand, if a is observed, it will necessarily
be followed by c. The only behavior consistent with the string of observations ac
is σf ac, so once again the failure will be diagnosed. Regardless of whether the ﬁrst
observed event is a or b, in this example we will not have to wait for more than two
events after the failure to determine that the failure has indeed occurred.
This deﬁnition of diagnosability was developed for logical automata models and
the necessary and suﬃcient conditions for this type of diagnosability are stated in
[31]. This deﬁnition therefore makes no use of the probabilistic information that the
stochastic model under consideration in this paper contains. We now present weaker
deﬁnitions of diagnosability that take into account the stochastic structure of the
model.

2.3.1

A-Diagnosability

Consider the system in Figure 2.3, and suppose that the behavior of the system is
the string s = σf . Clearly, s ∈ Ψ(Σfi ). The postlanguage of s is given by L/s = a∗ b∗ ,
meaning that it consists of an arbitrary number of a’s followed by an arbitrary number

22

0
(u,.5)
1

(f,.5)

(a,1)

2

(a,.9)
(b,.1)

3

(b,1)

Figure 2.3: A system that is A-diagnosable but not logically diagnosable.
of b’s.
Let n ∈ N. Let t ∈ L/s such that t

= n. Then t is of the form an−k bk ,

0 ≤ k ≤ n.
n−k k
Suppose k > 0. Then Proj −1
b . The failure is therefore
L [Proj (st)] = σf a

diagnosed, as every string in the projection contains the failure event F .
n
n
Now suppose k = 0, that is to say, t = an . Then Proj −1
L [Proj (st)] = {σf a , μa }.

The logical diagnosability condition is not satisﬁed, as σf ∈ μan . Since the string
an is part of the postlanguage L/s for an arbitrarily large n, there is potentially
an inﬁnite delay before the failure can be diagnosed. Therefore, the system is not
logically diagnosable.
The string that does not allow us to declare the systems to be diagnosable is
an ∈ L/s, the only continuation after the failure event along which the failure cannot
be diagnosed. Because we have appended probabilities to the system model considered
in [31], we can now consider the probability of the string an being the actual behavior
of the system. At each moment, the probability of a occurring is 0.9, so Pr(an ) =
(0.9)n . As n increases, the probability of the set of strings that do not allow diagnosis
approaches zero.
Although in this system we can never guarantee that the failure will be diagnosed
23

after a ﬁnite delay, the probability of a string of events that allows diagnosis becomes
greater as we observe more events after the failure event.
This observation is the motivation for this weaker deﬁnition of diagnosability,
which is created by making condition (2.19) less stringent.
Deﬁnition 2.2. (A-diagnosability) A live, preﬁx-closed language L is
Fi -A-diagnosable with respect to a projection Proj and a set of transition probabilities
p if

(∀ > 0)(∃N ∈ N)(∀s ∈ Ψ(Σfi ) ∧ n ≥ N )
{Pr(t : D(st) = 0 | t ∈ L/s ∧ t = n) < } (2.21)
where the diagnosability condition function D is as in (2.20):

D(st) =

⎧
⎪
⎪
⎨1 if ω ∈ Proj −1
L [Proj (st)] ⇒ Σfi ∈ ω
⎪
⎪
⎩0 otherwise

(2.22)

The system in Figure 2.3 is Fi -A-diagnosable. The only string in the postlanguage
L/s that does not allow diagnosis of the failure Fi is an , a string whose probability of
occurring approaches zero as n becomes arbitrarily large. This indicates that, after a
failure occurs, we can let the probability of diagnosing the failure after a ﬁnite delay
become arbitrarily high by selecting a value n such that Pr(an ) is suﬃciently small.

2.3.2

AA-Diagnosability

The deﬁnition of stochastic diagnosability presented in Section 2.3.1 is not the
only way in which the diagnosability conditions in Deﬁnition 2.2 can be weakened
using a probabilistic model. Consider the system shown in Figure 2.4. Let s = aσf .
The postlanguage L/s is given by (ba + baσf )∗ . Let t ∈ L/s and let m ∈ N be an
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Figure 2.4: A system that is AA-diagnosable but not A-diagnosable.
integer such that t contains 2m observable events. Then Proj (st) = a(ba)m , and
m
Proj −1
L [Proj (st)] = (ab + aσf b) a.

The string (ab)m a is part of the set Proj −1
L [Proj (st)], regardless of the length
of the continuation t. Similarly, if t has 2m − 1 observable events, then (ab)m ∈
Proj −1
L [Proj (st)].
Because σf ∈ (ab)m and σf ∈ (ab)m a, the diagnosability condition function D(st)
is equal to zero for all continuations t of the string s. Therefore this system is neither
diagnosable nor A-diagnosable, as we can never say for any continuation t that all
possible true system behaviors consistent with the observed behavior contain the
failure event σf .
The problematic string is (ab)m . However, just as when the condition for Adiagnosability was developed, we can consider the probability of the string (ab)m
which does not contain the failure event σf . The probability of this string is
(1)(0.9)(1)(0.9) · · · (1)(0.9) = (0.9)m .
The probability of the string that does not contain a failure approaches zero as
the number of events observed becomes large. Therefore, although we cannot assure
that a correct diagnosis is made, we can force the probability of the failure event
being included in the actual behavior to be arbitrarily close to one by waiting for a
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suﬃciently long, yet ﬁnite, amount of observations.
This observation allows us introduce a third notion of diagnosability that is weaker
than both logical diagnosability and A-diagnosability:
Deﬁnition 2.3. (AA-Diagnosability) A live, preﬁx-closed language L is
Fi -AA-diagnosable with respect to a projection Proj and a transition probability
function p if

(∀ > 0 ∧ ∀α < 1)(∃N ∈ N)(∀s ∈ Ψ(Σfi ) ∧ n ≥ N )
{Pr(t : Dα (st) = 0 | t ∈ L/s ∧ t = n) < } (2.23)
where the diagnosability condition function Dα is:
⎧
⎪
⎪
⎨
Dα (st) =

1 if Pr(ω : Σfi ∈ ω | ω ∈ Proj −1
L [Proj (st)]) > α

⎪
⎪
⎩0 otherwise

(2.24)

The system in Figure 2.4 is Fi -AA-diagnosable, because as t becomes large, the
probability that the system behavior that does not contain a failure approaches zero.
Roughly speaking, the diﬀerence between logical diagnosability and AA- diagnosability can be described as the diﬀerence between a “sure” convergence and an
“almost sure” convergence. For an automaton to be logically diagnosable, it is required that all strings of a certain length allow the system to be diagnosed, and a
system is not considered to be diagnosed until all strings consisted with the observed
behavior contain the failure event. In AA-diagnosability, we require that “almost all”
strings of a certain length will diagnose the failure, and we consider a failure to be
diagnosed if “almost all” strings consistent with the observed behavior contain the
failure event.
A-diagnosability can be interpreted as a condition halfway between logical diagnosability and AA-diagnosability, as a system is A-diagnosable if almost all strings
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of a certain length diagnose the failure (as in AA-diagnosability) but we still require
that every string consistent with the observed behavior must contain a failure before
we diagnose the system (as in logical diagnosability)
In our opinion, the notions of A- and AA-diagnosability present an intuitive approach to deﬁning diagnosability of stochastic systems. This is because we are interested in the behavior of stochastic systems only along strings of nonzero probability;
A- and AA-diagnosability are concerned with the behavior of a stochastic automaton
along only these strings.
The deﬁnitions of A- and AA-diagnosability place conditions on the limiting behavior of the system as the length of a continuation following a failure grows without
bound. To test for these limiting properties, we will need to derive oﬀ-line conditions
that are necessary and suﬃcient to conﬁrm A- and AA-diagnosability.
On the other hand, if we wish to determine if the diagnosability condition Dα (st) =
1 is satisﬁed for a speciﬁc α, we can do this by observing the behavior of the system
on-line. Given an observed string so , we can calculate the probability that a failure
of type Fi has occurred using a machine called the “stochastic diagnoser”. If the
probability of failure is greater than α, we can declare that a failure has occurred.
The stochastic diagnoser can also be used as a tool to help accomplish the primary goal
of this paper, which is to determine conditions necessary and suﬃcient or suﬃcient
to ensure A- and AA-diagnosability.

2.4

The Stochastic Diagnoser

The stochastic diagnoser is a machine constructed from the stochastic automaton
G that can be used either on-line or oﬀ-line to describe the behavior of the system.
Its construction is based on that of the logical diagnoser of [31].
Oﬄine, the stochastic diagnoser can be used to formulate necessary and/or suﬃ-

27

cient conditions for A- and AA-diagnosability.
Online, the stochastic diagnoser is used to determine three pieces of information.
Firstly, it estimates the current state of the system after the occurrence of each
observable event; secondly, it determines which failure events may have occurred for
any such estimate of the system state; and lastly, it calculates the probability of each
component of the state estimate.
A state of the logical diagnoser contains the ﬁrst two of these three pieces of information. In general, a logical diagnoser is a ﬁnite state machine since there are a ﬁnite
number of possible state estimates and a ﬁnite number of possible failures. However,
in a given stochastic diagnoser there may be inﬁnitely many probability mass functions associated with one logical diagnoser state, and thus a stochastic automaton
cannot in general be diagnosed using a ﬁnite state machine. This observation is in
agreement with the results of [50].
The stochastic diagnoser is thus a compact representation of an inﬁnite state machine. It is useful to think of the information state (see [16]) of the stochastic diagnoser
consisting of a “logical element” containing the state estimate and failure information, and a “stochastic element” containing the probabilities of each component of
the logical part of the state.
In this section, we describe the construction of the stochastic diagnoser and demonstrate how it can be used to determine the probabilities of failure events on-line. We
also show how the stochastic diagnoser can be described as a Markov chain, and review results from Markov chain theory that will be used to derive conditions for Aand AA-diagnosability in Section 2.5.

2.4.1

Construction of the Stochastic Diagnoser

In order to construct the stochastic diagnoser, we need to ﬁrst deﬁne a set of
failure labels Δf = {F1 , F2 , · · · Fm } where m is the number of diﬀerent failure types
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in the system. The set of possible failure labels is deﬁned as:
Δ = {N } ∪ 2{Δf }

(2.25)

where 2{Δf } denotes the power set of Δf . The {N } label should be interpreted as
representing the “normal” behavior of the system, while a label of the form {Fi , Fj }
should be interpreted to mean that “at least one failure of type i and at least one
failure of type j have occurred.”
The set of observable states of the stochastic automaton is deﬁned as:
x ∈ Xo ⇒ (x = x0 ) ∨ (∃s ∈ L : δ(x0 , s) = x ∧ sf ∈ Σo )

(2.26)

The set of possible “logical elements” of the stochastic diagnoser states is deﬁned as
follows:
Qo = 2Xo ×Δ

(2.27)

Each logical element consists of a subset of the observable states of the original system
with failure labels attached.
The stochastic diagnoser for a stochastic ﬁnite-state machine G is the machine:

Gd = (Qd , Σo , δd , q0 , Φ, φ0 )

where
• Qd is the set of logical elements
• Σo is the set of observable events
• δd is the transition function of the diagnoser (to be deﬁned below)
• q0 ∈ Qd is the initial logical element, deﬁned as {(x0 , {N })}
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(2.28)

f0 = [ 1 ]
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Figure 2.5: The stochastic diagnoser of the system in Figure 2.1.
• Φ is the set of probability transition matrices (to be deﬁned below)
• φ0 is the initial probability mass function on q0
As an illustration, the stochastic diagnoser for the system of Figure 2.1 is presented
in Figure 2.5.
The set of logical elements, Qd , is the subset of Qo that is reachable from q0 under
δd . A logical element qd ∈ Qd is a set of the form
qd = {(x1 , l1 ), . . . , (xn , ln )}
where xi ∈ Xo and li ∈ Δ. A pair (x1 , l1 ) in a logical element of a diagnoser state is
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called a component. The set of components of the diagnoser is deﬁned as the set of
all triples (q, x, l) such that q ∈ Qd , x ∈ Xo , l ∈ Δ, and (x, l) ∈ q. The number of
components in a logical element qd will be denoted by qd .
In order to construct the probability transition matrices Φ, we will need to impose
an order on the set of components in each logical element q ∈ Qd . This order can be
chosen arbitrarily. By convention, the ith component of a state q will be denoted by
cq,i .
Each logical element of the diagnoser consists of the set of components that are
possible true states consistent with the observed system behavior. If the component
(x, l) is part of q, it means that for every sequence of observed events that transitions
the diagnoser to q, there exists at least one string s in the inverse projection of that
sequence such that s transitions the stochastic automaton to the state x and failures
of all types included in the label l are included in s. The properties of components of
the diagnoser will be essential to providing conditions for A- and AA-diagnosability
in Section 2.5.
In order to deﬁne δd , the transition function of the diagnoser, we must ﬁrst deﬁne how the labels change from one logical element to another. Deﬁne the label
propagation function LP : Xo × Δ × Σ∗o → Δ as

LP (x, l, s) =

⎧
⎪
⎪
⎨{N }

if l = {N } ∧ ∀i[Σfi ∈ s]

⎪
⎪
⎩{Fi : Fi ∈ l ∨ Σfi ∈ s}

(2.29)

otherwise

Using the label propagation function, we can deﬁne the transition function of the
diagnoser as:
δd (q, σ) =





{(δ(x, s), LP (x, l, s))}

(2.30)

(x,l)∈q s∈Lσ (G,x)

The function LP shows that a label Fi is added whenever the true behavior of the
system contains an event σf ∈ Σfi . Once this label is appended, it cannot be removed
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regardless of whether or not an event in Σfi occurs or not in the system behavior
following the label.
From the transition functions of the original stochastic automaton and the stochastic diagnoser, we can deﬁne the component transition function δcomp , which determines
the component of the diagnoser that is the true state of the original system, given
that the true behavior of the system is s ∈ Σ∗ and σf ∈ Σo . Given q ∈ Qd , (x, l) ∈ q,
and s,
δcomp (q, x, l, s) = (δd (q, Proj (s)), δ(x, s), LP (x, l, s))

(2.31)

The quadruple (Qd , Σo , δd , q0 ) that has been deﬁned above is equivalent to the
diagnoser presented in [31], with the modiﬁcation that the “ambiguous” label has been
removed from the set of possible labels. This quadruple is used to provide estimates of
the state and information on the possible failure events. This is the “discrete-event”
part of the stochastic diagnoser, which is used to determine the logical element of the
diagnoser state. In order to derive the probabilities of each component in the logical
element of an information state, we now append a probabilistic structure to make the
diagnoser “stochastic.”
We deﬁne a set of probability transition matrices as Φ : Qd × Σo → M[0,1]


Φij (q, σo ) =

Pr(s)

(2.32)

s∈Lσo (G,xi ):(δ(xi ,s),LP (xi ,li ,s))=(xj ,lj )

= Pr(cδd (q,σo ),j , σo | cq,i )

(2.33)

where the range M[0,1] represents the set of ﬁnite-dimensional matrices whose values
are contained in the interval [0, 1]. The size of the matrix outputted by Φ(q, σ) is
q × δd (q, σo ) . So, for example, if an event takes the diagnoser from a logical
element with m components to a logical element with n components, the size of the
matrix associated with that event will be m × n. The initial probability vector of
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the system corresponds to the probability mass function of the initial logical element.
Since the only component of the initial logical element is, by construction, (x0 , {N }),
we deﬁne φ0 = [1].
In general, the number of information states of a stochastic diagnoser is inﬁnite
because there may be a unique φ for each sequence of observable events in the system. Since there may be inﬁnitely many unique sequences of observable events, there
may be inﬁnitely many reachable probability vectors. The set of matrices Φ are a
compact representation of the calculations that are needed to compute the reachable
probability vectors along any observed behavior of the stochastic automaton.
Given that the information state of a diagnoser is (q, φ), where q is an order
set {c1 , c2 , . . . , cn } and φ is a vector [φ1 , φ2 , . . . , φn ], we conclude that Pr(ci ) = φi ,
i = 1, . . . , n. The following theorem makes clear the procedure of calculating the
probability vector φ from the set of matrices Φ:
Theorem 2.1. The state probability vector φ(so eo ) can be calculated recursively as
follows:

φ() = [1]
φ(so eo ) =

φ(so )Φ(qi , eo )
Pr(eo | so )

(2.34)
(2.35)

Proof: If the observed string is the empty string, then, by its construction, the
stochastic diagnoser is in the initial logical element and φ() = φ0 = [1]. Now suppose
there exists an observable event eo that transitions the system from a logical element
qi ∈ Qd where qi = n to qj ∈ Qd where qj = m. The recursive equation for the
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probability vector is given by:

Pr(cj,1 | so eo ) · · · Pr(cj,m | so eo )

φ(so eo ) =

1

=

Pr(eo | so )

(2.36)

Pr(cj,1 | so eo ) Pr(eo | so ) · · · Pr(cj,m | so eo ) Pr(eo | so )
(2.37)

1

=

Pr(eo | so )

=

1
Pr(eo | so )

Pr(cj,1 , eo | so ) · · · Pr(cj,m , eo | so )
n
k=1

Pr(cj,1 , eo | ci,k , so ) Pr(ci,k | so ) . . .
···

=

=

1
Pr(eo | so )

(2.38)

n
k=1

Pr(cj,m , eo | ci,k , so ) Pr(ci,k | so )

Pr(ci,1 | so ) . . . Pr(ci,n | so )
⎡
⎢ Pr(cj,1 , eo | ci,1 , so ) · · · Pr(cj,m , eo | ci,1 , so )
⎢
..
..
...
⎢
.
.
⎢
⎣
Pr(cj,1 , eo | ci,n , so ) · · · Pr(cj,m , eo | ci,n , so )

φ(so )Φ(qi , eo )
Pr(eo | so )

(2.39)

⎤
⎥
⎥
⎥ (2.40)
⎥
⎦

(2.41)

The dependence on the observed string so in Equation (2.40) does not aﬀect the
values of the terms of the matrix since these probabilities satisfy the Markov property
(Assumption A1).
This result gives us a method to perform on-line diagnosis by calculating the
probability vector from the matrices in the stochastic diagnoser. Suppose the observed
behavior of the system is so = e1 e2 . . . en , and the sequence of observed logical elements
is (q1 , q2 , . . . , qn ). Then the unnormalized probability vector is given by φun (so ) =
φo Φ(q1 , e1 )Φ(q2 , e2 ) . . . Φ(qn , en ). To ﬁnd the normalized probability, we need to divide
this vector by Pr(eo | so ), which is simply the sum of the terms of φun (so ).
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To perform on-line diagnosis of failures using the stochastic diagnoser, select a
threshold β such that 0 < β < 1. Suppose we observe on-line the string of events so ,
and let s ∈ Proj −1
L (so ). We say that a failure has been diagnosed on-line if Dβ (s) = 1,
or equivalently if Pr(F | so ) > β.
Example 2.1. Consider the diagnoser in Figure 2.5, and suppose the observed behavior
of the system is so = aabcaa. Then the probability vector is given by:
⎡
⎤⎡
⎤⎡
⎤
 .7 .05
.2 .05 1 0
⎦⎣
⎦⎣
⎦
φun (so ) = [1] .7 .05 ⎣
0 .5
0 .5
0 1
⎡
⎤
⎡
⎤ .7 0 .05
⎥
.7 0 .05 ⎢
⎥
⎣
⎦⎢
⎢ 0 .7 .05⎥
⎦
0 .7 .05 ⎣
0 0 .5


= 0.04802 0.026705 0.00915


φ(so ) = 0.5725 0.3184 0.1091


(2.42)

The logical element reached after observing so is {(0, N ), (0, F ), (1, F )}. Therefore
the information state of the stochastic diagnoser is


(q, φ) = ({(0, N ), (0, F ), (1, F )}, 0.5725 0.3184 0.1091 )
From this information state, we can conclude that
Pr((0, N ) | so ) = 0.5725
Pr((0, F ) | so ) = 0.3184
Pr((1, F ) | so ) = 0.1091
Therefore,
Pr(F | so ) = Pr((0, F ) | so ) + Pr((1, F ) | so ) = 0.4275
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If we had set a failure threshold of, say, β = 0.4, we would now declare that a failure
has occurred and take appropriate steps to repair the system. If we had set a higher
threshold (β > .43), we would continue to observe the system until such time as a
string so is observed where Pr(F | so ) > β.

2.4.2

The Embedded Markov Chain of the Stochastic
Diagnoser

Despite the fact that the stochastic diagnoser has matrices associated with each
transition instead of simple probabilities, embedded within a diagnoser is a Markov
chain whose states are the components of each state estimate in the diagnoser. The
existence of this embedded chain will allow us to use techniques of Markov chain
analysis to derive conditions for A- and AA-diagnosability in Section 2.5.
To construct the embedded Markov chain, ﬁrst deﬁne Ω : Qd × Qd → M[0,1] as

Ω(qi , qj ) =



Φ(qi , eo )

(2.43)

eo ∈Σo :δ(qi ,eo )=qj

Ω(qi , qj ) is simply the sum of all the matrices associated with the transitions from qi
to qj . If there are no transitions from qi to qj , Ω(qi , qj ) is a matrix of zeros of size
qi × q j .
We can construct the embedded Markov transition matrix from Ω(qi , qj ) as follows.
Theorem 2.2. Let Gd be a stochastic diagnoser. Then the matrix Π(Gd ) is a Markov
transition matrix, where Π(Gd ) is deﬁned as
⎤

⎡

Ω(q1 , q1 ) . . . Ω(q1 , qn )
⎥
⎢
⎥
⎢
..
..
...
Π(Gd ) = ⎢
⎥
.
.
⎦
⎣
Ω(qn , q1 ) . . . Ω(qn , qn )
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(2.44)

Proof: Let qa ∈ Qd , and let cqa ,i ∈ qa be the ith component of qa . By construction
Φij (qa , eo ) = Pr(cqb ,j , eo | cqa ,i )

Pr(cqb ,j , eo | cqa ,i )
Ωij (qa , qb ) =

(2.45)
(2.46)

eo ∈Σo

The sum of the ith row of Ω(qa , qb ) is therefore given by:
qb 


Ωij (qa , qb ) =

qb 



Pr(cqb ,j , eo | cqa ,i )

(2.47)

j=1 eo ∈Σo

j=1

When the matrix Π(Gd ) is constructed, the kth row of Π(Gd ) is constructed from the
ith rows of Ωqa ,q , where q is an arbitrary logical element in the stochastic diagnoser.
So the sum of the kth row of Π(Gd ) is given by:
q


Ωij (qa , q) =

q



Pr(cq,j , eo | cqa ,i )

(2.48)

q∈Qd j=1 eo ∈Σo

q∈Qd j=1

=



Pr(eo | cqa ,i )

(2.49)

eo ∈Σo

=1

(2.50)

Therefore the sum of each row of Π(Gd ) is 1. The number of rows in Π(Gd ) is equal

to the sum of the number of rows in Ω(qi , q) for any q ∈ Qd , i.e., ni=1 qi . Similarly,
the number of columns in Π(Gd ) is equal to the sum of the number of columns in
n
Ω(q, qi ) for any q ∈ Qd , i.e.
i=1 qi . Because it has an equal number of rows and
columns, Π(Gd ) is a square matrix. Therefore, Π(Gd ) is a Markov transition matrix.

Example 2.2. To illustrate the results of Theorem 2.2, consider again the stochastic
diagnoser shown in Figure 2.5. Denote this diagnoser by Gd . The Markov chain
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embedded in Gd has a matrix of transition probabilities Π(Gd ) that is given below.
⎡
(q1 , 0, N )

⎢
⎢
(q2 , 0, N ) ⎢
⎢
⎢
(q2 , 1, F ) ⎢
⎢
⎢
(q3 , 2, N ) ⎢
⎢
⎢
⎢
(q3 , 2, F ) ⎢
⎢
⎢
(q4 , 0, N ) ⎢
⎢
⎢
(q4 , 0, F ) ⎢
⎢
⎢
(q4 , 1, F ) ⎢
⎢
⎢
⎢
(q5 , 0, N ) ⎢
⎣
(q5 , 0, F )

⎤
0 .7

.05 .2

.05

0

0

0

0

0

0 .7

.05 .2

.05

0

0

0

0

0

0

0

.5

0

.5

0

0

0

0

0

0

0

0

0

0

0

0

0

1

0

0

0

0

0

0

0

0

0

0

1

0

0

0

.2

.05 .7

0

.05 0

0

0

0

0

0

.25

0

.7

.05 0

0

0

0

0

0

.5

0

0

.5

0

0

0

0

0

.2

.05 .7

0

.05 0

0

0

0

0

0

.25

.7

.05 0

0

0

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

The components to the left of the matrix indicate which component is associated
with each row of the matrix. The horizontal and vertical lines in the matrix delineate
the boundaries between the diﬀerent matrices Ω(qi , qj ). By inspecting Π(Gd ), the
matrices associated with each transition of Gd can easily be identiﬁed.

2.4.3

Relevant Results from Markov Chain Theory

Because the components of the diagnoser can be thought of as states of a ﬁnite
Markov chain, we will be able to use the theory of ﬁnite-state Markov chains to derive
conditions for A- and AA-diagnosability. The following subsection is a review of the
results in ﬁnite-state Markov chain theory that will be essential for this paper; readers
seeking a more thorough review of the subject should consult [2] or [51].
Suppose that x and y are two states of a Markov chain. The notation ρxy indicates
the probability that if the Markov chain is in state x, it will, at some point in the
future, visit state y.
If, for a state x, ρxx = 1, that state is called recurrent. Otherwise, if ρxx < 1,
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then x is a transient state. If a state is transient, then at some point in the evolution
of the Markov chain the system will leave that state and never return; on the other
hand, if a state is recurrent, if the Markov chain visits the state once, the chain will
return to that state inﬁnitely often. If the Markov chain is ﬁnite-state, there must be
at least one recurrent state in the chain.
If ρxy > 0, it is said hat y is reachable from x; this is denoted by x → y. If
x is a recurrent state and x → y, then y is also a recurrent state and y → x. If
there is a set of recurrent states {x1 , x2 , . . . , xn } such that xi → xj and xj → xi for
∀i, j ∈ {1, . . . , n}, then that set is called a recurrence class. Paz [30] indicates that
determining whether or not a state is recurrent is a decidable problem.
Suppose a chain starts in state x. The probability that after n transitions, the
state of the Markov chain will have transitioned from x to y is denoted by P n (x, y).
We can rewrite this probability in discrete event notation as:
P n (x, y) = Pr(t : δ(x, t) = y | t ∈ L(G, x) ∧ t = n)

(2.51)

As the number of transitions in a Markov chain grows large, the probability of
being in a transient state approaches zero. As this idea is central to the development of
conditions for A- and AA-diagnosability, it will be expressed formally in the following
lemma.
Lemma 2.1. Let X be the ﬁnite state space of a Markov chain, and let T ⊂ X be
the set of transient states of the chain.
Let x ∈ X be an arbitrary state of the Markov chain, and let t be an arbitrary
sequence of state transitions beginning at x. Then ∀ > 0, ∃n ∈ N such that
Pr(t : δ(x, t) ∈ T | t ∈ L(G, x) ∧ t = n) < 

(2.52)

Proof: Let y ∈ T . Then the number of times that the evolution of the chain takes
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it to state y will be Denote by Nx (y)(t) the number of times the state y ∈ T is visited
along a string t ∈ L(G, x). Then
Pr(Nx (y) = m) = ρxy ρm−1
yy (1 − ρyy )
E(Nx (y)) =
=

∞

m=1
∞


(2.53)

m Pr(Nx (y) = m)

(2.54)

m ρxy ρm−1
yy (1 − ρyy )

(2.55)

m=1

=

ρxy
<∞
1 − ρyy

(2.56)

as the fact that y is a transient state implies that 1 − ρyy > 0.
Furthermore,
∞


P n (x, y) = E(Nx (y)) < ∞

(2.57)

n=0

In order for the sum of an inﬁnite series to be ﬁnite, the terms of that inﬁnite
series must approach zero. Therefore ∀ > 0, ∃n ∈ N such that
t = n ⇒ P t (x, y) <


l

(2.58)

This relationship can be rewritten in discrete event notation as:
Pr(t : t ∈ L(G, x) ∧ t = n ∧ δ(x, t) = y) <


l

(2.59)

where l is the number of transient states of the Markov chain. Since y is an arbitrary
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element of T , we can conclude
Pr(t : δ(x, t) ∈ T | t ∈ L(G, x) ∧ t = n)

Pr(t : δ(x, t) = y | t ∈ L(G, x) ∧ t = n))
=

(2.60)

y∈T

<


y∈T

l

<

2.5

(2.61)

Conditions for Diagnosability

In this section we present necessary and suﬃcient conditions for a stochastic automaton to be A-diagnosable, and suﬃcient conditions for a stochastic automaton to
be AA-diagnosable. These conditions are expressed in terms of the stochastic diagnoser introduced in the previous section and take advantage of the Markov properties
of the diagnoser shown by Theorem 2.2. Before determining conditions for A- and
AA-diagnosability, we present some additional properties of the stochastic diagnoser.

2.5.1

Properties of the Stochastic Diagnoser

The following properties of the stochastic diagnoser can be deduced from the properties of the label propagation function and the Markovian structure of the problem.
Property 2.1. All components that are reachable from a component with the label
Fi also bear the label Fi .
Proof: If Fi ∈ l1 , then Fi ∈ LP (x, l1 , s) for ∀x ∈ X , s ∈ Lo (G, x). Essentially, once
a failure label is appended, it cannot be removed.
Property 2.2. A logical element q of the diagnoser is said to be Fi -certain if for all
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(x, l) ∈ q, either Fi ∈ l or Fi ∈ l. If a logical element is Fi -certain, then either every
string reaching that element contain some event σ such that σ ∈ Σfi or there does
not exist any string reaching that element that contains any such σ.
This property is shown in Lemma 1-i of [31].
Property 2.3. All components in the same recurrence class have the same failure
label.
Proof: Suppose c1 and c2 are components in the same recurrence class. Then c2 is
reachable from c1 and vice versa. From Property 2.1, if a label were appended to c2
by a string reaching from c1 to c2 , it cannot be removed again by any string reaching
from c2 to c1 . Therefore, c1 and c2 must carry the same label.
Property 2.4. All components reachable from a recurrent component bearing the
label Fi in an Fi -uncertain logical element are contained in Fi -uncertain elements.
Proof: Let cr denote a recurrent component bearing the label Fi in an Fi -uncertain
logical element.
Consider a logical element qf ∈ Qd where all components have labels that include
Fi . By Property 2.1, all components reachable from any component in this element
also bear the label Fi . The diagnoser transition function δd shows that any logical
element reachable from qf contains only those components that are reachable from
the components of qf . From Property 2.1, the only components reachable from the
components of qf carry the label Fi ; therefore, all logical elements reachable from qf
must be Fi -certain.
Since cr is in an Fi -uncertain element, it cannot be reached from qf . Therefore,
no component of qf can be in the same recurrence class as cr , which implies that no
component of qf is reachable from cr .
Furthermore, from Property 2.1, no component that is reachable from cr cannot
carry a label Fi , so no element that is certain that Fi did not occur can be reachable
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from cr . Therefore the only logical elements that can be reached from cr are Fi uncertain.

2.5.2

A Necessary and Suﬃcient Condition for
A-diagnosability

Using the above properties of the stochastic diagnoser, we can state conditions for
a language L to be A-diagnosable in terms of the structure of the diagnoser.
Theorem 2.3. A language L generated by a stochastic automaton G is
Fi -A-diagnosable if, and only if, every logical element of its diagnoser Gd containing
a recurrent component bearing the label Fi is Fi -certain.
Necessity: Necessity will be shown by contradiction. Suppose there exists q ∈ Qd
that such that q is not Fi -certain and q contains a recurrent component cf = (q, x, lf )
such that Fi ∈ lf . We will then show that

(∃ > 0)(∃s ∈ Ψ(Σfi ))(∃N ∈ N)(∀n ≥ N )
{Pr(t : D(st) = 0 | t ∈ L/s ∧ t = n) > } (2.62)

By construction, every component of every logical element of the diagnoser is
accessible from the initial element. Therefore, there exists a string st, where s ∈
Ψ(Σfi ) and t ∈ L/s such that δcomp (co , st) = cf and Pr(t) > 0. Because cf is in an
Fi -uncertain logical element, D(st) = 0.
Let n ∈ N. Let u ∈ L/st be such that tu ≥ N . By Property 2.4, for ∀u ∈ L/st,
the string u transitions the diagnoser to an Fi -uncertain element. Therefore for all
n ≥ N,
Pr(u : D(stu) = 0 | tu ∈ L/s ∧ tu = n) = 1

(2.63)

Choose  > 0 such that
0 <  < Pr(t | tu ∈ L/s)
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(2.64)

Equations (2.63) and (2.64), along with the fact that Pr(tu | tu ∈ L/s) = Pr(t | tu ∈
L/s) Pr(u | tu ∈ L/s), imply that for ∀n ∈ N
Pr(tu : D(stu) = 0 | tu ∈ L/s ∧ tu = n)
= Pr(t | tu ∈ L/s ∧ tu = n)
Pr(u : D(stu) = 0 | tu ∈ L/s ∧ tu = n)
>

(2.65)

Therefore, if there is a recurrent component carrying the label Fi in an Fi -uncertain
logical element, the stochastic automaton is not A-diagnosable.
Suﬃciency: Let C be the set of components of a stochastic diagnoser, and let
Tc ∈ C be the set of transient components. Suppose that every q ∈ Qd that contains
a recurrent component (q, x, lf ) such that Σfi ∈ lf is Fi -certain.
Let s ∈ Ψ(Σfi ). By Lemma 2.1, there exists n ∈ N such that ∀c = (q, x, l) ∈ C
Pr(t : δcomp (c, t) ∈ Tc | t = n ∧ t ∈ L(G, x)) < 

(2.66)

Since δ(x0 , s) is a component of the diagnoser of the system reached by s, this implies
that:
Pr(t : δcomp (c, t) ∈ Tc | t = n ∧ t ∈ L/s) < 

(2.67)

Therefore, if at least n events have occurred since the failure event, with probability
greater than 1 − , we will reach an element that contains at least one recurrent
component.
However, because s ∈ Ψ(Σfi ), Fi ∈ LP (xo , N, s). From Property 2.1, any label
reachable after the string s must contain Fi .
If the true behavior of the system reaches a recurrent component with label Fi ,
then, by assumption, that component is part of an Fi -certain logical element. There-
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fore D(st) = 1.
Since the probability of reaching an Fi -certain element is at least 1 − ,
Pr(t : D(st) = 1 | t ∈ L/s ∧ t = n) > 1 − 

(2.68)

Pr(t : D(st) = 0 | t ∈ L/s ∧ t = n) < 

(2.69)

Therefore if every logical element containing a recurrent component bearing the label
Fi is Fi -certain, the system is A-diagnosable.
Example 2.3. Figure 2.6 shows the stochastic diagnoser of the stochastic automaton in
Figure 2.3, which was shown in Section 2.3 to be A-diagnosable, but not diagnosable
according to Deﬁnition 2.1.
The conditions for logical diagnosability indicate that this stochastic automaton
is not logically diagnosable because there is a string an that takes the diagnoser
into a cycle of F -uncertain logical elements, and this cycle of F -uncertain elements
corresponds to two separate cycles in the original system model.
However, the Markov matrix associated with this stochastic diagnoser is:
⎡
(q1 , 0, N ) ⎢0
⎢
(q2 , 1, N ) ⎢
⎢0
⎢
(q2 , 2, F ) ⎢
⎢0
⎣
(q3 , 3, F ) 0

⎤
.5 .45 .05⎥
⎥
1 0
0⎥
⎥
⎥
0 .9 .1 ⎥
⎥
⎦
0 0
1

From this matrix we can determine that the recurrent components are (q2 , 1, N ) and
(q3 , 3, F ). To test for A-diagnosability, we need only consider the recurrent component
carrying the label F . This component is the only component in the logical element
q3 ; therefore it is part of an F -certain element. Therefore the stochastic automaton
in Figure 2.3 is A-diagnosable.
Theorem 2.3 indicates that in order to test for A-diagnosability, we only need
to be able to determine the recurrent components of the stochastic diagnoser. This
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is equivalent to determining the recurrent states of a Markov chain. Therefore in
order to test for A-diagnosability, we need only know which events in our model of
the system have a non-zero probability of occurring and we do not need to know the
speciﬁc values of p(x , e | x). This allows us to conﬁrm if our system is A-diagnosable
even if we have not modelled the transition probabilities exactly.
In the logical diagnosability conditions considered in [31], the diagnoser itself was
insuﬃcient to conﬁrm whether or not a system was diagnosable; in general, it was
also necessary to consult a non-deterministic generator automaton based on the logical automaton. However, the stochastic diagnoser contains suﬃcient information to
test the necessary and suﬃcient conditions for A-diagnosability without reference to
a generator or to the original stochastic automaton. The reason for this is that the
set of matrices Φ contains information that is lost in the construction of the logical
diagnoser; speciﬁcally, whether certain components in one diagnoser state are reachable for certain components in other diagnoser states. This additional feature of the
stochastic diagnoser captures the information contained in the generator automaton
and allows the calculation of recurrent components to be made by consulting only
the stochastic diagnoser.

2.5.3

A suﬃcient condition for AA-diagnosability

Again using the properties of the stochastic diagnoser developed in section 5.1,
we can determine a condition suﬃcient to guarantee AA-diagnosability.
Theorem 2.4. A language L generated by a stochastic automaton G is Fi -AA- diagnosable if for every logical element in the diagnoser Gd constructed from G, the set
of recurrent components is Fi -certain.
Proof: Suppose that in each logical element of the diagnoser, the set of recurrent
components is Fi -certain. Let C be the set consisting of every component in every
element in the stochastic diagnoser, and let Tc ⊂ C and Rc ⊆ C be the sets of transient
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Figure 2.6: Diagnoser of the system in Figure 2.3. The recurrent components of the
system are (q2 , 1, N ) and (q3 , 3, F ).
and recurrent components of the diagnoser, respectively.
From Theorem 2.2, the components of the stochastic diagnoser can be treated as
states of a Markov chain. Therefore we can apply Lemma 2.1 to say that ∀ > 0,
α < 1,∃N ∈ N such that ∀n > N
Pr(st : δcomp (q, x, l, t) ∈ Tc | t ∈ L/s ∧ t = n) < (1 − α)

(2.70)

for any s ∈ L. For simplicity of notation, we will denote Pr(. | t ∈ L/s ∧ t = n) by
P̂ (.).
Suppose we observe the a string so to ∈ Σ∗o . We can then condition the probability
in Equation (2.70) on so to , yielding:


P̂ (st : δcomp (q, x, l, t) ∈ Tc | so to )P̂ (so to ) < (1 − α)

(2.71)

so to

Because every term in this summation is nonnegative, we can consider only the
subset of possible strings where P̂ (st : δcomp (q, x, l, t) ∈ Tc | so to ) > 1 − α. For
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convenience of notation, that conditional probability will be denoted by U , and the
conditional probability P̂ (st : δcomp (q, x, l, t) ∈ Rc | so to ) > α will be denoted by Ū .
This results in the following derivation:


P̂ (st : δcomp (q, x, l, t) ∈ Tc | so to )P̂ (so to ) < (1 − α)

(2.72)

so to :U

 P̂ (st : δcomp (q, x, l, t) ∈ Tc | so to )
P̂ (so to ) < 
1−α
so to :U

P̂ (so to ) < 

(2.73)
(2.74)

so to :U



P̂ (so to ) < 

(2.75)

P̂ (so to ) ≥ 1 − 

(2.76)

so to :U



so to :Ū

Now consider a ﬁxed s ∈ Ψ(Σfi ). Since Fi ∈ LP (x0 , N, s), any recurrent component reachable by st bears the label Fi . Therefore, if the probability that the system
is in a recurrent component is greater than α, the probability that Fi has occurred
is also greater than α, under the assumption that the set of recurrent components
in each logical element is Fi -certain. That is to say, if the failure has occurred, the
condition P̂ (st : δcomp (q, x, l, t) ∈ Rc | so to ) > α implies that Dα (st) = 1 by Equation
(25).
Therefore if s ∈ Ψ(Σfi ), t ∈ L/s and t ≥ N , we can rewrite Equation (2.76) as


P̂ (so to ) ≥ 1 − 

(2.77)

P̂ (so to ) < 

(2.78)

so to :Dα (st)=1



so to :Dα (st)=0

Therefore, for ∀s ∈ Ψ(Σfi ), if the true continuation is n events long (n ≥ N ), the
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Figure 2.7: The stochastic diagnoser of the system shown in Figure 2.4. This system
is AA-diagnosable but not A-diagnosable.
probability of the set of strings of observable events that take the stochastic diagnoser
to an information state where diagnosis can not be made has a probability of less than
. Therefore,
Pr(t : Dα (st) = 0 | t ∈ L/s ∧ t = n) < 

(2.79)

That is to say, if the set of recurrent components in each logical element of the
stochastic diagnoser is Fi -certain, the system i Fi -diagnosable.
Example 2.4. The stochastic diagnoser of the system in Figure 2.4 is shown in Figure
2.7. In Section 3.2, it was shown that this stochastic automaton is AA-diagnosable
but not A-diagnosable. The Markov matrix associated with its stochastic diagnoser
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⎡
(q1 , 0, N ) 0
⎢
⎢
(q2 , 1, N ) ⎢
⎢0
⎢
(q3 , 0, N ) ⎢
⎢0
⎢
(q3 , 0, F ) ⎢
⎢0
⎢
⎢
(q4 , 1, N ) ⎢0
⎣
(q4 , 1, F ) 0

is:

1 0
0 .9
0 0
0 0
0 .9
0 0

⎤
0 0 0
⎥
⎥
.1 0 0⎥
⎥
⎥
0 1 0⎥
⎥
⎥
0 0 1⎥
⎥
⎥
⎥
.1 0 0⎥
⎦
1 0 0

Inspection of the matrix reveals that the recurrent components of the stochastic
diagnoser are (q3 , 0, F ) and (q4 , 1, F ). Because these components appear in logical
elements that are not F -certain, this system is not A-diagnosable.
However, the component (q3 , 0, F ) is the only recurrent component in the logical
element q3 , and (q4 , 1, F ) is the only recurrent component in q4 . Thus the set of
recurrent components in each logical element is F -certain and therefore the system
is AA-diagnosable. For this particular system, there is no string of ﬁnite length such
that the probability of failure given that string is 1, but the probability of failure
approaches 1 as the length of the observed string increases.
As is the case with A-diagnosability, it is not necessary to refer to the original
stochastic automaton to determine if a system meets this suﬃcient condition for
AA-diagnosability. The set of matrices Φ provides enough information to determine
which components are recurrent, thereby making it unnecessary to refer to the original
system model.
Although this condition developed in Theorem 2.4 is suﬃcient for AA- diagnosability, it is not necessary. The next example will show a system that is AA-diagnosable
but does not meet the condition of Theorem 2.4.
Example 2.5. Consider the system in Figure 2.8. We can use the observations after
the occurrence of the failure to determine if the system is in state 1 or state 2.
The AA-diagnosability of the system in Figure 2.8 can be determined using hypothesis testing techniques [52]. Because states 1 and 2 are separate recurrence
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Figure 2.8: A system that is AA-diagnosable, but does not satisfy the suﬃcient
condition of Theorem 2.4. States 1 and 2 can be distinguished by observing the
relative frequency of the events a and b.
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classes, we can treat each state as a hypothesis for the true state of the system.
Let Hi denote the hypothesis that the system is in state i, i = 1, 2. If we observe
n events, a certain fraction will be a and the rest will be b. Let ân denote the fraction
of the n observed events that are a.
To determine which hypothesis is correct, we consider the likelihood function
L(H1 | ân ):
Pr(H1 | ân )
Pr(H2 | ân )
Pr(ân | H1 ) Pr(H1 )
=
Pr(ân | H2 ) Pr(H2 )
 n 
(.7)ân n (.3)(n−ân n)
= ânnn
(.5)ân n (.5)(n−ân n)
ân n

L(H1 | ân ) =

(2.80)

= (1.4)ân n (0.6)(n−ân n)

Taking the logarithm of the likelihood function gives:
log L(H1 | ân ) = ân n log(1.4) + (n − ân n) log(0.6)

(2.81)

= n(log(0.6) + ân (log(1.4) − log(0.6)))
As n grows large, the log-likelihood of H1 grows large as well, provided the term
log(0.6) + ân (log(1.4) − log(0.6)) is greater than zero, which is the case when ân > .61.
If the failure has occurred and the state of the system is state 2, we can determine
from the law of large numbers that
(∀ > 0)(∃n1 ∈ N) s.t. n ≥ n1 ⇒ Pr(|ân − 0.7| > .09) < 
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Therefore Pr(ân < .61) < . Let 0 < α < 1. Now choose n2 ∈ N such that
(n ≥ n2 ) ∧ (ân > .61) ⇒ log L(H1 | ân ) > log

α
1−α

⇒ Pr(H1 | ân ) > α
Let n = max(n1 , n2 ). If a string st occurs such that st = n and ân (st) > .61, then
Dα (st) = 1. Also, the probability that ân > .61 is, by the law of large numbers,
greater than 1 − . Therefore, by Deﬁnition 3, this system is AA-diagnosable, despite
the fact that its stochastic diagnoser contains a state whose recurrent labels are Fi uncertain.

2.6

Examples

We illustrate the results on A- and AA-diagnosability to stochastic versions of
models of HVAC systems found in [53]. These examples also illustrate the relationships between logical diagnosability, A-diagnosability, and AA-diagnosability.

2.6.1

An HVAC system

The system model is a stochastic automaton constructed from the composition
of four components: a pump, a valve, a controller, and a ﬂow sensor. Probabilities
are assigned to each transition in the composed model, producing the stochastic
automaton G shown in Figure 2.9. This is the system that will be diagnosed.
There are two failures under consideration in this system: the valve in the HVAC
system may become stuck open, or it may become stuck closed. Formally, we deﬁne
Σf1 = {STUCK CLOSED} and Σf2 = {STUCK OPEN}. Using this fault partition,
we construct the stochastic diagnoser Gd shown in Figure 2.10.
By inspecting the diagnoser and the composed system model, we can see that
are no F1 -indeterminate cycles (see [31]) in the diagnoser, but there exists an F2 53
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Figure 2.9: The HVAC system to be diagnosed. The failure events that the valve
may become stuck open or closed.
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Figure 2.10: The stochastic diagnoser of the HVAC system. The recurrent components are highlighted.
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indeterminate cycle. Therefore the failure F1 (STUCK CLOSED) is logically diagnosable, but the failure F2 (STUCK OPEN) in logically non-diagnosable.
To test for A- and AA-diagnosability, we need to determine which components of
Gd are transient and which are recurrent. We do this be constructing the Markov
chain associated with this diagnoser. For this example, this Markov chain has 29
states, since there are 29 components in the diagnoser.
From the associated Markov chain, we can determine that there is a recurrence
class of components bearing the label F1 and another recurrence class bearing the
label F2 . These components are highlighted in Figure 2.10.
Each recurrent component bearing the label F1 is in a state by itself; therefore,
each component is part of an F1 -certain state. We thereby conclude that the fault F1
is A-diagnosable. Similarly, each of these components is a state whose set of recurrent
components if F1 -certain, so F1 is also AA-diagnosable.
The recurrent components bearing the label F2 are not in F2 -certain states, therefore F2 is not A-diagnosable. However, since each of these components is the only
recurrent component in its state, F2 is AA-diagnosable.
In this system, the STUCK CLOSED failure is logically diagnosable, and thus the
STUCK CLOSED failure is also A- and AA- diagnosable. However, the
STUCK OPEN failure is neither logically diagnosable nor A-diagnosable; it is merely
AA-diagnosable.
This example illustrates that logical diagnosability implies A-diagnosability, which
in turn implies AA-diagnosability; however, a system that is AA-diagnosable may be
neither logically diagnosable nor A-diagnosable.
Consider the behavior of the stochastic diagnoser along the trace so = LOAD,
OPEN VALVE, START PUMP,F, NO LOAD,F, STOP PUMP,F,
CLOSE VALVE,NF. The logical element reached by so is {(13, N ), (22, F 2)}. Calculating the probability vector along so indicates that the probability that the valve is
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stuck open so is 0.078, as shown by the following calculation:

⎡

⎤⎡
⎤⎡
⎤3
⎢.98 .02⎥ ⎢.98 .02⎥ ⎢.98 .02⎥
φun (so ) = [1] .49 .01 ⎣
⎦⎣
⎦⎣
⎦
0
1
0
0
0
1
= 0.443 0.037
φ(so ) = 0.922 0.078

2.6.2

HVAC System with an Improved Controller

We now modify the stochastic automaton under consideration by replacing the
controller from the previous example with another controller, which randomly decides the order in which: a) the STOP PUMP and CLOSE VALVE commands are
executed; and b) the order in which the START PUMP and OPEN VALVE commands are executed. The stochastic automaton composed from this controller, the
pump, and the valve is shown in Figure 2.11.
As in the previous example, we consider that the valve may became either stuck
open or stuck closed and formally deﬁne Σf1 = {STUCK CLOSED} and
Σf2 = {STUCK OPEN}. The stochastic diagnoser associated with this composed
system is shown in Figure 2.12.
Once again, inspection of this diagnoser and the original system indicate the
absence of any F1 -indeterminate cycles, but the presence of an F2 -indeterminate cycle.
Thus F1 is again logically diagnosable but F2 is again logically non-diagnosable.
The Markov chain associated with this stochastic diagnoser contains 43 states;
the recurrent components are highlighted in Figure 2.12. As before, all recurrent
components bearing the label F1 are in F1 -certain states, and thus F1 is both A- and
AA-diagnosable.
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Figure 2.11: The HVAC system with the new controller. The failure events are Σf1 =
{STUCK CLOSED} and Σf2 = {STUCK OPEN}.
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Figure 2.12: The stochastic diagnoser of the HVAC system in Figure 11. The recurrent
components are highlighted.
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All the recurrent components bearing the label F2 are in F2 -certain states. Therefore F2 is A- and AA-diagnosable.
This example again illustrates that logical diagnosability implies A- and AAdiagnosability. It also shows that a fault may be A-diagnosable without being logically
diagnosable, and the an A-diagnosable fault must also be AA-diagnosable.
The above examples illustrate how the concepts of A- and AA-diagnosability can
be applied to practical systems. In the second HVAC example, the controller is
an improvement over the ﬁrst example is the sense that the STUCK OPEN fault
F2 becomes A-diagnosable when the second controller is used, as opposed to being
merely AA-diagnosable under the ﬁrst controller. Thus, under the second controller,
whenever F2 is diagnosed we can be certain that valve is indeed stuck open; in the ﬁrst
example, we cannot diagnose F2 online without ﬁrst setting a probability threshold
strictly less than one and thus creating the possibility of a false positive diagnosis.
However, sense this probability threshold can be set arbitrarily close to one, the
probability of a false positive can be made arbitrarily small.

2.7

Summary and Conclusion

We presented an approach to diagnosability of stochastic automata. We deﬁned Aand AA-diagnosability, two notions of diagnosability that are appropriate for stochastic automata and showed that they are weaker than the corresponding notion of diagnosability for logical automata introduced in [31]. Roughly speaking, a system is
A-diagnosable if, in the long run, it is almost sure that we will become certain as
to whether or not a failure has occurred. The notion of AA-diagnosability is weaker
than A-diagnosability as, in AA-diagnosable systems, it is not necessary that failures
be diagnosed with absolute certainty, but merely with almost sure certainty.
We determined oﬀ-line conditions that ensure diagnosability and showed how a
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“stochastic diagnoser” can be used for on-line diagnosis of failure events. An important open problem is the determination of a condition necessary and suﬃcient to
ensure AA-diagnosability.
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CHAPTER 3
Active Acquisition of Information for Diagnosis
and Supervisory Control of Discrete Event
Systems

3.1
3.1.1

Introduction
Problem Description

Many types of systems, including communication networks ([12], [54]), manufacturing processes ([48]), and queueing systems, can be modelled using discrete event
systems (DES). An important problem in complex systems modelled by DES is the
problem of detecting and isolating failure events.
One approach to the problem of failure detection in DES involves veriﬁcation of
the property of diagnosability (for an overview of this approach, see [11]). Roughly
speaking, a DES is diagnosable if any failure that occurs can be diagnosed after a
ﬁnite delay. In recent years, there has been interest in studying diagnosability of
stochastic DES as well ([50], as well as Chapter 2 of this dissertation).
A problem related to the veriﬁcation of the diagnosability property is the sensor
selection problem for DES ([55] – [57]). In the sensor selection problem, the objective
is to ﬁnd the minimal sets of sensors under which diagnosability is preserved when
these sensors are activated for the duration of the discrete-event process.
In some situations, ﬁnding an answer to a sensor selection problem may not result
in a solution that is optimal in a practical sense. For example, in communication
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networks, the act of sensing an event at a remote location involves using system
bandwidth to send the data to a network co-ordinator. If the sensor is wireless, the
act of transmitting data involves using some of the small amount of energy available
to the sensor. In these situations, we do not purchase a sensor at the start of the
process and let it run for the duration; instead we incur a small cost each time the
sensor is used.
If our objective is to minimize the total cost incurred by the active use of sensors,
then, roughly speaking, our objective is to use the sensors as infrequently as possible,
that is, to determine when it is necessary to actively acquire information along each
possible system behavior. This is a diﬀerent objective than that of the standard
sensor selection problem, where the goal is to use as few sensors as possible, but to
activate them for the duration of the process.
This paper investigates the use of active acquisition of information in the context
of DES. Our objective is to minimize the cost of observing a ﬁnite-state machine
when a cost is paid each time a sensor is activated, while preserving a diagnosability
property similar to that of [31].
The distinguishing characteristic between the veriﬁcation problem, the sensor selection problems, and the active acquisition problem proposed in this paper is the
information structure. In veriﬁcation problems such as [31], the information available
to the observer/diagnoser is speciﬁed by a ﬁxed projection or observation mask. In
sensor selection problems ([55] – [57]), the objective is to select the ﬁxed observation mask that minimizes the cost associated with purchasing sensors that are then
activated for the duration of the discrete-event process. In the active acquisition of
information problem, the observer actively decides which sensors are to be used based
on the information that it has already available. A cost is incurred each time a sensor
is activated in an attempt to sense the event associated with that sensor. If a sensor
is never activated, the system does not incur a cost from that sensor, even if it is
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Figure 3.1: Block diagram of the active acquisition system for diagnosis of DES.
available for the observer to use.
Variations on the active acquisition of information approach have been applied to
many classes of systems other than DES. For example, problems involving sensors
that can be activated or deactivated based on the system behavior have been considered for many diﬀerent classes of systems, including centralized and decentralized
linear stochastic systems (e.g., [58] – [60]), communication networks, ([61], [62]) and
operations research [63]. In this paper we consider a version of the problem where
the decision as to what sensors are activated is made by a centralized diagnoser; a
schematic of this diagnoser is shown in Figure 3.1. In the architecture this paper
considers, the diagnoser contains an observer that reads in data from a DES. It then
sends the information it has obtained to a policy maker that instantaneously feeds
back to the observer the set of events it should next attempt to observe.
Although the primary focus of this paper is on the use of active acquisition of
information for fault diagnosis, the active acquisition method can also be applied to
the case of the supervisory control problem. In this problem, not only does the policy
maker choose a set of sensors for the observer to activate; it also enables or disables
certain events in the DES itself based on the information it has received from the
observer in order to ensure that the controlled system achieves a given speciﬁcation.
Despite the diﬀerences between the supervisory control and diagnosis problem, we
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show how they can approached in a similar manner using the active acquisition of
information method.
This paper considers the active acquisition problem for three classes of automata.
The evolution of information is simplest for the ﬁrst class, where the automaton
is acyclic and events are synchronized to ticks of a clock. In the second class we
consider, the automata are acyclic, but events are no longer synchronized; we place
a mild assumption required that the time between successive events in the system’s
evolution is not only ﬁnite, but also bounded. The ﬁnal class we consider is general,
cyclic, automata.
We divide this paper into three sections. In each section we describe the DES
model under consideration and deﬁne the active acquisition of information problem
in its particular context. We then deﬁne appropriate information spaces for the
particular class of automata. For the two acyclic cases, we describe a method for
ﬁnding an optimal observation policy; in the cyclic case, we determine conditions for
the existence of an optimal policy. In the acyclic, synchronous case, we describe a
limited lookahead algorithm for computational savings. In the acyclic, asynchronous,
case, we describe how to ﬁnd optimal policies for both diagnosis and supervisory
control problems. Throughout the paper, we discuss both stochastic and logical DES
models and illustrate the results with examples.

3.1.2

Introduction to Relevant Theory

The study of discrete-event systems has followed a path common to the research
of a wide class of systems: the ﬁrst problems in DES were developed for the case
of perfectly observed centralized systems [22], and, as the subject matured, the set
of problems was expanded to include the cases of centralized partial observation [24]
and decentralized information [25]. Currently in DES, all problems can be placed
into one of these three rough categories; the problem considered in this paper falls
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into the category of centralized partial information.
In investigating the problem of active acquisition of information for discrete-event
systems, we consider the similarities between DES and stochastic discrete-time systems. Consider a stochastic discrete-time system deﬁned as:

xk+1 = fk (xk , uk , wk )

(3.1)

yk = hk (xk , vk )

(3.2)

where
• xk denotes the state of the system at time k
• uk denotes the input to the system at time k
• wk is an unknown input (input disturbance or noise)
• yk is the observation or output at time k
• vk is measurement error or noise
• fk and hk are the state transition and measurement functions, respectively, at
time k
In the system deﬁned by equations (3.1)-(3.2), the state xk is not observed directly;
the output yk at time k is obtained from a possibly noisy function of the state at time
k.
To analyze the problem of active acquisition of information we borrow a concept
from the study of partially observed systems of this type, that of information state.
The information state is a generalization of the concept of system state that preserves
two necessary properties of a meaningful concept of state: causality and recursion.
Deﬁnition 3.1. (From [16]) πk is an information state for a (stochastic/deterministic)
system
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1. (Causality) πk is a function of y k , uk−1
2. (Recursion) πk+1 can be calculated from πk , yk+1 , and uk
where the notation and uk and y k denote the sequence of outputs from the initial
stage to stage k.
Information states are not deﬁned uniquely, as the conditions of an information
state are trivially satisﬁed by πk = constant for all k. However, such an information
state would not preserve any relevant information from our observation to solve any
problem of interest. The information state must be a summary of past data known
to a decision maker (e.g. controller or observer) and suﬃcient for a given purpose
(e.g. performance evaluation)
For a system such as (3.1)-(3.2), an information state suﬃcient for performance
evaluation is the conditional probability density function of the state xk with respect
to the observation and control sequences.
πk = Pr(. | y k , uk−1 )

(3.3)

In this case, the information state is the whole conditional probability density function of the state xk with respect to the known input and output sequences. Such
an information state takes its values on the set of conditional probability density
functions, a space which in general is inﬁnite-dimensional.
As mentioned before, the importance of choosing this information state is its
utility in solving optimization problems. Consider the problem of ﬁnding a policy g
that minimizes

N
−1


J(g) = E{

ck (xk , uk ) + cN (xN )}

(3.4)

k=0

where the control action uk = gk (y k , uk−1 ). By deﬁning the information state at the
conditional probability density function, the policy g can be found using a dynamic
program [16].
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To illustrate how diﬀerent problems require diﬀerent concepts of information state,
we consider two examples from discrete-event systems.
Information States in Discrete Event Systems
Consider a DES modelled by an automaton G = (X, Σ, δ, x0 ), where
• Σ is a ﬁnite set of events
• X is a ﬁnite state space
• δ : X × Σ → X is the partial transition function
• x0 ∈ X is the initial state
The DES G is observed through the detection of sequences of events. Of the
events in the set Σ, some are controllable and others are uncontrollable. The set of
controllable events is denoted by Σc and the set of uncontrollable events by Σuc . Also,
some events in Σ are observable and others are unobservable. The set of observable
events is denoted by Σo and the set of unobservable events by Σuo . Thus if we wish
to know the state of G, we may not be able to do so because our observation of the
system is incomplete. Thus it may be advantageous to deﬁne an information state in
the context of DES.
In this subsection we will apply the notation from stochastic systems to DES. The
partial transition function δ corresponds to the state transition function fk . A string
of observable events of length k will be denoted by y k , and the event that occurs in
the nth position of such a string will be denoted by yn . A control action uk will be the
member of Σuc × 2Σc that corresponds to the set of events permitted by a supervisor.
Example 3.1. Now consider a partially observed DES where certain unobservable
events are classiﬁed as failure events, i.e., we deﬁne a set Σf ⊆ Σo . We partition the
set of failure events into m distinct failure types Σf1 , Σf2 , . . . , Σfm . Our objective is
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to determine if such a DES is diagnosable in the sense of [31], that is, if it is possible
to detect occurrences of failures of any one of the m types after at most a ﬁnite delay.
The solution proposed in [31] entails the construction of a diagnoser automaton
whose structure is used to determine necessary and suﬃcient conditions for diagnosability. The exact conditions for diagnosability are not germane to the discussion of
information states; however, the structure of the diagnoser demonstrates the use of
information states.
To construct a diagnoser, we ﬁrst deﬁne the set of failure labels
Δf = {F1 , F2 , . . . , Fm } and the complete set of possible labels is given by:
Δ = {N } ∪ 2Δf

(3.5)

where the label N is to be interpreted as meaning that the system is in a normal
state, and the label Fi indicates that a failure of type i has occurred.
Using these failure labels we deﬁne a set of possible diagnoser states as:
Qo = 2Xo ×Δ

(3.6)

where Xo denotes those states in X that are reachable via an observable event. A
state of the diagnoser is thus a set of labelled states of the original system, where
each label is either “normal” or indicates which set of failure types may have occurred
along the system trajectory that leads to the corresponding system state.
A diagnoser for G is the ﬁnite state machine Gd = (Qd , Σo , δd , qo ), where
• Qd ⊆ Qo is the set of reachable diagnoser states
• Σo is the set of observable events in G
• δd is the partial transition function of the diagnoser
• q0 = {x0 , N } is the initial state of the diagnoser
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Figure 3.2: An automaton and its associated diagnoser.
An example of an automaton with its associated diagnoser is shown in Figure 3.2.
The diagnoser transition function δd is determined from the transition function of
the diagnoser and from the label propagation function LP : Xo × Δ × Σ∗ → Δ
⎧
⎪
⎪
⎨
LP (x, l, s) =

{N }

if l = {N } ∧ ∀i[Σfi ∈ s]

⎪
⎪
⎩{Fi : Fi ∈ l ∨ Σfi ∈ s} otherwise

(3.7)

The label propagation function keeps track of those failure events that have occurred
along a particular string. From δ and LP , the diagnoser transition function can be
written as:
δd (q, σ) =





{(δ(x, s), LP (x, l, s)}

(3.8)

(x,l)∈q s∈Lσ (G,x)

The diagnoser states deﬁned using the above construction satisfy the deﬁnition of
an information state, as 1) the diagnoser state at stage k can be calculated using the
initial diagnoser state π0 = q0 and the sequence of observations y k using δd ; and 2)
the diagnoser state at stage k + 1 can be calculated from πk and yk using δd according
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to the following equations:
πk = δd (π0 , y k )

(3.9)

πk+1 = δd (πk , yk )

(3.10)

Furthermore, according to the results of [31], the diagnoser structure together with
the system structure can be used to determine if the system is diagnosable; hence the
diagnoser is appropriate for performance evaluation.
Thus the set of all possible information states (or information space) is Qo . Since
the observation policy in this example is ﬁxed, only those information states in the
subset Qd are reachable.
The concept of information state deﬁned by the diagnoser state is suﬃcient to
solve the problem when failures are modelled as permanent changes to a system
modelled by an automaton that should eventually be detected. Diﬀerent variations
on the diagnosis problem require diﬀerent conceptions of information state to capture
the unique features of the problems. For examples, problems such as diagnosis of
intermittent faults [64], safe diagnosability [65], and diagnosis of Petri Nets [66] each
require information states that extend beyond the diagnoser state described above.
Example 3.2. The diagnosis problem discussed in the previous example is an example
of an open-loop problem, where the observer does not inﬂuence the behavior of the
system. The open-loop nature of the problem is captured by the fact that the evolution of the information state depends only on the structure of the diagnoser and the
sequence of observed events. In the terminology of [67], the plant under consideration
in the diagnosis problem is inputless.
In the case where the DES in connected to a supervisor that is capable of inﬂuencing the behavior of the system, the joint system is said to be a supervisory control
system [22]. In such a system, our knowledge of the system’s behavior depends on
both the observations that are made and the control actions that are speciﬁed.
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Suppose that a supervisory control system is operating with a given set of observable events Σo ⊆ Σ and a control policy deﬁned as SP : 2L(G) → 2Σ , where P
is the projection of Σ onto Σo . That is, for whatever information is available to the
supervisor, the control policy SP indicates which events the supervisor should enable
if that particular string is observed.
We can construct an information state for this problem by considering those traces
that are consistent with our observations and control actions. Deﬁne πk as:
πk = {s ∈ PL−1 [P (y k )] : σ ∈ sn ⇒ σ ∈ un−1 for n = 0 . . . (k − 1)}

(3.11)

where sn denotes the string consisting of all unobservable events that occur between
yn−1 and yn and ending with yn , and a control action un−1 consists of the set of events
enabled by the supervisor after observing the string y n−1 . The above equation shows
that the information state at time k can be calculated from the observation sequence
y k and the control action sequence uk−1 . πk consists of all those strings that have the
same projection as y k but have never been disabled by the choice of a control action
in uk−1 . Furthermore, πk can be updated recursively using the following equation:
πk+1 = {sve : s ∈ πk ∧ v ∈ (Σ∗uo ∩ uk ) ∧ e = y k+1 }

(3.12)

Deﬁning an information state in such a manner has the diﬃculty that there may
be an inﬁnite number of such information states; however, such inﬁnite-state problems are often studied in stochastics; see, for example, the conditional probability
distributions above.
If we deﬁne a speciﬁcation K ⊆ L(G) for the supervisor to achieve, we implicitly
deﬁne a control law for the supervisor to follow and thus a set of reachable information
states. Once the control law is set, we have deﬁned a set of reachable information
states; for this example, there will be a unique reachable information state for each
string in P [L(G)] that consists of those strings in the inverse projection of P [L(G)]
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that have not been disabled by prior control actions. Thus, when implementing a
supervisor to achieve a given speciﬁcation, we only need deﬁne the supervisor SP
from the domain P [L(G)] to Σ, as is done in the proof of the controllability and
observability theorem ([22], [17]).
The spaces of information states generated in these examples are insuﬃcient for
the active acquisition of information problem we study in this paper. In the case
of diagnosis, we cannot compute the reachable state space Qd of the diagnoser until
we have determined the observation policy; as our objective will be to determine
an optimal observation policy, it follows that we cannot use a diagnoser approach
directly to solve this problem. In the case of supervisory control, the information
states deﬁned in Equation (3.11) assume that all the sensors used to detect events in
Σo are active at all times. However, if we choose to not activate a particular sensor
and deliberately not distinguish between set of strings with distinct projections, we
require a larger information space to describe our knowledge of the system.
For any sort of problem that we wish to investigate in this DES framework, we
can take advantage of the fact that sublanguages are information states, and that the
set 2L(G) of all sublanguages of the language generated by G is the largest possible
information space. However, using 2L(G) as an information space is ineﬃcient even for
the active acquisition problem; in this paper we will present methods of constructing
information spaces that are appropriate for diﬀerent formulations of the problem.

3.2
3.2.1

Acyclic, Timed Automata
Modelling Formalism

In the section we consider the simplest case of the active acquisition of information
problem for diagnosis of DES for a restricted class of automata. To simplify the
development of the problem, we make the following assumptions about the automaton
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G:
(A1) The automaton G is acyclic. Therefore, there exists a constant T that bounds
all the traces in the language generated by G. Traces that terminate before reaching
the bound T can be extended by adding the appropriate number of  transitions.
(A2) There is a constant amount of time between the occurrence of two successive
events.
Assumption (A1) ensures that the worst case observation cost of the system remains ﬁnite and forces the existence of a ﬁnite horizon T . Assumption (A2) simpliﬁes
the development of the concepts of information state and σ-ﬁeld that will be used to
solve the active acquisition problem.
As there is a constant amount of time between events, we deﬁne for all t ≤ T ,
Lt = {s : s ∈ L(G) ∧ s = t}

(3.13)

Lt is simply the language that can be realized by the automaton at time t. In
particular, LT denotes the set of all strings realizable by the automaton when our
observation of its behavior is completed.
In the active acquisition problem, an event is called observable if there is an
available sensor that can detect its occurrence (although at any moment we may
choose not to use that particular sensor) and it is called unobservable if there is no
˙ uo , where
such available sensor. Formally, the event set is partitioned as Σ = Σo ∪Σ
Σo is the set of observable events and Σuo is the set of unobservable events.
There is a cost ν : Σo → [0, ∞) associated with activating each sensor in order to
identify an occurrence of an observable event. If ν(σ) = 0, then σ is said to be freely
observable; the set of all freely observable events is denoted by Σf o . Otherwise, σ is
said to be costly; the set of all costly observable events is denoted by Σco . The cost of
an observation action u ∈ 2Σco is simply the sum of the costs of each event observable
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under that action:
c(u) =



ν(σ)

(3.14)

σ∈u

The set of failure events to be diagnosed is Σf ⊆ Σ. We can assume that Σf o ∩Σf =
∅, as it is a trivial problem to diagnose a failure that can be freely observed.
The set of failure events is partitioned into a set of failure types Σf = Σf1 ∪ · · · ∪
Σfm . If a failure event f ∈ Σfi occurs, this is equivalent to the phrase “a failure of
type Fi occurs.”
For this case, under assumptions (A1) and (A2), we deﬁne an information state
as follows:
Deﬁnition 3.2. An information state π is the set of all possible system behaviors in
LT consistent with the observations that the observer has chosen to make.
At time t, the information state consists of the traces of length t that agree
with the observations made up to that point extended to time T by appending their
postlanguages to the end. The information state at time t can be thought of as some
sublanguage of LT .
Our objective is to ﬁnd an optimal observation policy that diagnoses L(G) in the
sense deﬁned in the next subsection.

3.2.2

Problem Formulation

The active acquisition problem is a problem of optimization; we wish to ﬁnd a
policy that minimizes the observation cost while allowing for the detection of any
failures by the time the process terminates.
Since the automaton is G is acyclic, we simply desire that there exists an observation policy so that when the process terminates at time T , we can be certain as
to whether or not a failure has occurred. To formalize this notion, we require the
following deﬁnitions.
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Deﬁnition 3.3. An information state π ∈ 2LT is called certain if, for all failure types
Fi , either every s ∈ π contains an event in Σfi or no s ∈ π contains any event in Σfi .
Deﬁnition 3.4. A language L(G) is diagnosed by an observation policy g if, for all
s ∈ LT , the information state reached by implementing g is certain with respect to
all types of failures after s has occurred.
Deﬁnition 3.5. Let H denote the set of all policies that diagnose L(G). The language
L(G) is diagnosable if H is non-empty, i.e., if there exists a policy that diagnoses L(G).
The problem under consideration is to ﬁnd an observation policy that diagnoses
L(G) at minimal worst-case cost. Deﬁne the performance criterion:
J(g) = {max
s∈LT

T


cgt (s)}

(3.15)

t=1

where cgt (s) denotes the cost of implementing policy g at time t along the trajectory
s. The performance criterion is thus the maximum total cost of policy g for t = 0...T .
The active acquisition of information problem for diagnosis of acyclic timed systems is deﬁned as follows.
Problem A. Find a policy g ∗ ∈ H such that
J(g ∗ ) = inf(J(g)|g ∈ H)

(3.16)

To solve Problem A, we need to develop a systematic method of handling the
information available to the diagnoser as it implements any policy. The technique for
systematically treating this information is discussed in the next subsection.

3.2.3

Information States for Active Acquisition

In an observation or diagnosis problem with a ﬁxed set of activated sensors, the
information available to the observer is deﬁned using the projection operation [17].
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Under assumption (A2), we deﬁne the projection for a timed system as P : Σ∗ →
(Σo ∪ o )∗

P () = 
⎧
⎪
⎪
⎨σ
P (σ) =
⎪
⎪
⎩o

(3.17)
if σ ∈ Σo

(3.18)

otherwise

P (sσ) = P (s)P (σ)

(3.19)

The symbol o is considered to be observable; it indicates that no event in the alphabet
Σ was observed at a particular time.
Similarly, the inverse projection is deﬁned as
PL−1 (so ) = {s ∈ L : P (s) = so }

(3.20)

In general, the inverse projection operation does not yield a single trace, but instead
a set of traces in L(G).
The projection operator is in itself insuﬃcient to describe the evolution of information in the active acquisition problem. At each stage of the problem, we choose
an observation action that indicates the set of costly observable events whose sensors
will be activated, and thus we do not have a projection that is ﬁxed for all time.
The diﬃculty therefore in the active acquisition problem is the derivation of a
systematic method of approaching how information regarding the system behavior
evolves as diﬀerent events are observed at diﬀerent stages of the system’s evolution.
To develop this method, we use a maximal σ-ﬁeld approach. This approach was
initially proposed in [68], [20] in the context of general informationally decentralized
systems and was further used in [69] – [72].
The maximal σ-ﬁelds at t = 0, 1, . . . , T contain all possible information states,

77

regardless of what observation policy is selected. For 0 ≤ t ≤ T , deﬁne the functions
χt : Lt → 2LT as:
χt (st ) = {s ∈ LT : P (st ) is a preﬁx of P (s)}

(3.21)

Let Rt denote the range of χt ; Rt is a subset of 2LT that is also a partition of LT .
The maximal σ-ﬁeld at time t is then deﬁned as:
Ft = σ{π : π ∈ Rt }

(3.22)

At time t, the information state π(t) is necessarily an element of Ft .
Each element of the partition of LT generating Ft is the “ﬁnest” information
available along a particular trace at time t. Traces that have identical projections
onto Σo up to time t are part of the same atom of Ft , since the decision maker
responsible for diagnosing the occurrence of failure events is unable to distinguish
among such traces under any policy.
From Equations (3.21) and (3.22), we conclude that F0 ⊆ F1 ⊆ · · · ⊆ FT . The
sequence of maximal σ-ﬁelds is a ﬁltration [73]. As the system evolves, at each time
step the observer ﬁlters out certain system behaviors that are not consistent with the
observations it made (or did not make) under the observation policy. Such successive
operations lead to successive reﬁnements of the observer’s information.
Having developed a method to describe the information state, we can now address
the question of how to determine the existence of an optimal observation policy and
develop a method to ﬁnd such a policy if it exists.

3.2.4

Finding an Optimal Observation Policy

In this subsection we ﬁrst present a criterion for diagnosability that can be used
to determine if an optimal observation policy exists. We then present a method of
78

determining a policy which minimizes a worst case observation cost, subject to the
constraint that all failures in the system are diagnosed.
Existence of an Optimal Policy
In order for a solution to Problem A to exist, the set of admissible observation
policies H must be non-empty, i.e., the language L(G) must be diagnosable. Therefore
the condition for existence of a solution to problem A is simply the condition for
diagnosability.
Theorem 3.1. L(G) is diagnosable if and only if all elements of the partition of LT
that generates FT are certain.
Proof. (Suﬃciency) Suppose each element of the partition of L(G) that generates
FT is certain. Let gmax denote the policy where gt (πt ) = Σco for all πt and all
t = 0, 1, . . . , T − 1, i.e., the policy where all costly sensors are always activated.
Along any string in LT , the only strings consistent with the observations made under
gmax have identical projections onto Σo ; therefore, the information state reached along
any string s ∈ LT is an element of the partition of LT that generates FT Since that
information state is F -certain, gmax diagnoses L(G).
(Necessity) We prove necessity by proving the contrapositive statement, i.e., if
there exists an element of the partition of LT that generates FT that is uncertain,
then L(G) is undiagnosable. Suppose that there exists such an element of the partition
of L(G) that generates FT that is uncertain. Then there exist two traces s1 , s2 ∈ LT
such that P (s1 ) = P (s2 ), where P is the projection of Σ onto Σo and s1 + s2 is
uncertain.
Select any observation policy g and consider the information state reached by
implementing g along s1 . That information state contains both s1 and s2 ; therefore
it is uncertain. Since g was arbitrarily chosen, it follows that there is no policy that
diagnoses L(G).
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Having demonstrated a criterion for testing the diagnosability of a language, we
now present a dynamic programming technique to ﬁnd an optimal observation policy
when this criterion is satisﬁed.
Active Acquisition Dynamic Program
To initialize the active acquisition program, we ﬁrst assign a cost to all elements
of the ﬁnal σ-ﬁeld FT . For all information states π ∈ FT , deﬁne
⎧
⎪
⎪
⎨0
VT (π) =

if π is certain
(3.23)

⎪
⎪
⎩∞ otherwise

We therefore declare illegal, by assigning an inﬁnite cost, any ﬁnal information state
in which we are uncertain as to whether or not any failure type Σfi has occurred.
Problem A is thus analogous to a supervisory control problem (with perfect observation) where the objective is to prevent the system from reaching certain illegal states;
here we wish to prevent the system from reaching certain illegal information states.
The information state transition functions are a set of partial functions, indexed
on time, that deﬁne how the information state evolves as events are either observed
or not observed. Under an observation policy g := (g0 , g1 , . . . , gT −1 ), the information
state transition function is deﬁned for each t as δ̂gt : Ft × Σ → Ft+1 by

δ̂gt (π, σ) =

⎧
⎪
⎪
⎨{s ∈ π : st+1 = σ}

if σ ∈ Σgt (π),obs

⎪
⎪
⎩{s ∈ π : st+1 ∈ Σgt (π),unobs } otherwise

(3.24)

where st+1 denotes the (t + 1)st event in the string s, Σgt (π),obs denotes the set of
events that are observable under the action gt (π), and Σgt (π),unobs denotes the set that
is not observable under that action.
To determine an optimal policy, we set up a dynamic program and perform back-
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Figure 3.3: An automaton used to illustrate the active acquisition method. Σuo =
{f, u}, Σco = {a, b, c}, Σf = {f }, and T = 3.
wards induction starting at time T − 1 using the following equation:

Vt−1 (π) =

min {cg(π) + max Vt (δ̂g(π),t (π, σ))} for π ∈ Ft−1

g(π)∈2Σco

σ∈Σ

(3.25)

An optimal action for an information state π at time t − 1 is an observation action
u that minimizes Vt−1 (π). The solution of the dynamic program, deﬁned by Equations
(3.23)-(3.25), determines an optimal observation policy g ∗ := (g1∗ , g2∗ , . . . , gT∗1 ) and the
corresponding optimal cost J(g ∗ ) = V0 (LT ). The optimal cost is the minimum worst
case observation cost that diagnoses L(G). Proof of the optimality of the given policy
follows from the results of Chapter 6 of [16].

3.2.5

Example

We illustrate the results of the previous subsection by applying the active acquisition algorithm to the ﬁnite-state machine in Figure 3.3. In this example, Σuo = {f, u},
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π
V3 (π) V2 (π) V1 (π) = V0 (π)
uaa
0
—
—
ubb
0
0
—
f ab
0
—
—
f ca
0
0
—
uaa + ubb
0
—
—
f ab + f ca
0
—
—
uaa + f ab
∞
1
—
uaa + f ca
∞
—
—
ubb + f ab
∞
—
—
ubb + f ca
∞
1
—
∞
—
—
L3 /uaa
∞
∞
—
L3 /ubb
∞
—
—
L3 /f ab
∞
∞
—
L3 /f ca
L3
∞
∞
4
Table 3.1: Information states and their associated costs for the automaton in Figure
3.3.
Σco = {a, b, c}, and Σf = {f }. The costs associated with each event are νa = 4, νb = 1,
and νc = 2.
The longest trace in the language of this automaton contains three events. The
ﬁnal σ-ﬁeld is thus F3 , deﬁned as:
F3 = σ(ubb, f ca, uaa, f ab)

(3.26)

The elements of F3 are listed in the ﬁrst column of Table 3.1. For each π ∈ F3 ,
we assign a cost based on whether or not the information state is certain; these costs
are shown in the second column of Table 3.1.
The σ-ﬁeld F2 is a proper subset of F3 , given by the following:
F2 = σ(ubb, f ca, uaa + f ab)

(3.27)

The strings uaa and f ab have an identical projection up to time t = 2 and thus are
part of the same element of the partition of L2 that generates F2 .
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g(π)
∅
{a}
{b}
{a, b}

c(g(π)) δ̂u,2 (π, a)
δ̂u,2 (π, b) max V3 (δ̂u,2 (π, σ))
0
uaa + f ab uaa + f ab
∞
4
uaa
f ab
0
1
uaa
f ab
0
5
uaa
f ab
0

Table 3.2: Calculation of an optimal observation action for the information state
uaa + f ab at time t = 2.
For each π ∈ F2 , the cost V2 (π) is calculated using the dynamic programming
equation:

V2 (π) =

min {c(g(π)) + max V3 (δ̂g(π) (π, σ))}

g(π)∈2Σco

σ∈Σ

(3.28)

The determination of an optimal observation action for the information state
uaa + f ab at time t = 2 is shown in Table 3.2. Since c cannot be the next event from
this information state, four observation actions must be evaluated at uaa + f ab: ∅,
{a}, {b}, and {a, b}.
Table 3.2 indicates that an optimal observation action for this information state
is {b}; therefore the cost of the state V2 is νb = 1. The values of V2 for all π ∈ F2 are
shown in Table 3.1.
All strings in L3 have the same projection up to t = 1 and thus F1 = σ(L3 ) =
{L3 , ∅}. The cost of L3 at t = 1 is given by:

V1 (L3 ) =

min {c(g(π)) + max V1 (δ̂g(π) (L3 , σ))}

g(π)∈2Σco

σ∈Σ

(3.29)

The value of V1 (L3 ) computed by this equation is 4, corresponding to the observation
action {b, c}.
At t = 0, since both events are unobservable, the dynamic programming equation
indicates that V0 (L3 ) = V1 (L3 ). Therefore the minimum worst case observation cost
is V0 (L3 ) = 4.
Table 3.3 shows an optimal policy g ∗ = (g0∗ , g1∗ , g2∗ ) for all information states that
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π
g0∗
ubb
—
f ca
—
uaa + f ab —
∅
L3

g1∗
—
—
—
{b, c}

g2∗
∅
∅
{b}
—

Table 3.3: An optimal observation policy for diagnosing the automaton in Figure 3.3.
Only reachable information states are shown.
are reachable under g ∗ . Note that, in order to determine which information states
were reachable, it was necessary to determine an optimal observation policy for all
information states.

3.2.6

Limited Lookahead Algorithm

Determining an optimal observation policy using the method described in the
previous subsection can become computationally formidable for large T . In this
subsection, we propose a limited lookahead algorithm that approximates an optimal
observation policy.
Roughly speaking, in the limited lookahead algorithm a sequence of active acquisition programs are run for a time horizon T  < T . Information states at T  are
assigned inﬁnite cost only if it is not possible to diagnose L(G) from future observations. This notion of information state diagnosability is formalized in the following
deﬁnition.
Deﬁnition 3.6. An information state π ∈ Ft is diagnosable at time t if the cost
Vt (π) determined by the active acquisition dynamic program stated in Equations
(3.23) –(3.25) is ﬁnite.
Deﬁnition 3.6 indicates that from a diagnosable information state, the cost-to-go
required to diagnose L(G) is ﬁnite. The following statement is equivalent to Deﬁnition
3.6:
Theorem 3.2. Express an information state as π = s1 t1 + s2 t2 + · · · + sn tn , where
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si = t for i = 1 . . . n. The information state π is diagnosable at time t if and only
if the language Lπ := P̂ (s1 )t1 + P̂ (s2 )t2 + · · · + P̂ (sn )tn is diagnosable, where P̂ is the
projection of Σ onto Σuo .
Proof. (Suﬃciency) Suppose that Vt (π) < ∞. Then there exists a policy g =
(gt , gt+1 , . . . , gT −1 ) such that the information state πT reached by implementing g
along any ti is certain. The ﬁnal information state πT consists of those sj tj ∈ π that
are consistent with the observations made along ti under policy g.
To diagnose Lπ , implement the policy g  = (∅, ∅, . . . , ∅, gt , gt+1 , . . . , gT −1 ). Since
the ﬁrst t events along any string in Lπ are unobservable, along any string P̂ (si )ti ,
the ﬁnal information state πT consists of those P̂ (sj )tj that are consistent with the
observations made along ti . Since the policy g  is identical to g for times greater than
t, P̂ (sj )tj ∈ πT if sj tj ∈ πT . Since P̂ (sj )tj and sj tj contain the same failure events,
πT is certain if and only if πT is certain. Therefore, the policy g  diagnoses Lπ .
(Necessity) We prove necessity by proving the contrapositive statement. Suppose
that Vt (π) = ∞. Then for any g = (gt , gt+1 , . . . , gT −1 ), there exists a ti such that the
information state πT reached by implementing g along ti is uncertain.
Select any policy g  = (g0 , g1 , . . . , gt−1 , gt , . . . , gT −1 ) and consider the ﬁnal information state reached by implementing g  along P̂ (si )ti . Again, since the ﬁrst t events
along any string in Lπ are unobservable, the ﬁnal information state πT consists of
those P̂ (sj )tj that are consistent with the observations made along ti . Since P̂ (sj )tj
and sj tj contain the same failures, πT is uncertain if πT is uncertain. Since for any g
we can choose a ti such that πT is uncertain, for any g  we can choose a P̂ (si )ti such
that πT is uncertain. Therefore Lπ is not diagnosable.
Deﬁnition 3.6 states that an information state is diagnosable only if the solution
to a dynamic program has a speciﬁc property. However, in order to determine if an
information state is diagnosable, we do not need to solve a dynamic program. From
Theorem 3.2 we need only test the diagnosability of a particular language Lπ , and
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from the proof of Theorem 3.1, we know that in order to test for diagnosability of a
language, we need only test to see if the policy gmax , where all sensors are activated
at all times, is suﬃcient to diagnose the system.
Thus, to test if gmax is suﬃcient to diagnose Lπ , Theorem 3.1 indicates that we
need only to generate the partition of Lπ,T that generates the ﬁnal σ-ﬁeld Fπ,T and
check if each element of this partition is certain.
To start the limited lookahead algorithm, we choose a horizon T  < T and consider
the σ-ﬁeld FT  . For each information state π ∈ FT  , a cost is assigned as follows:
⎧
⎪
⎪
⎨0
V (π) =
T

if π is diagnosable at T 

⎪
⎪
⎩∞ otherwise

(3.30)

The cost VT  (π) is assigned to each element in FT  by constructing the language
Lπ described in Theorem 2, and then using the result of Theorem 1 to determine
whether or not Lπ is diagnosable.
The dynamic programming equation solved is identical to that in the previous
subsection:

Vt−1 (π) =

min {cg(π) + max Vt (δ̂g(π),t (π, σ))}for π ∈ Ft−1 , t = 1, 2, . . . , T  − 1

g(π)∈2Σco

σ∈Σ

(3.31)
Once the dynamic program is solved, V0 (LT  ) and an observation action g0∗ (LT  )
for t = 0 are determined. The observer then implements g0∗ (LT  ) and calculates the
information state at t = 1 based on g0∗ (LT  ) and its observation.
For 0 < t ≤ T − T  , the observer generates a sub-σ-ﬁeld GT  +t ⊆ FT  +t by considering only those elements in FT  +t that are reachable from πt , the information state
∗
at time t resulting from the implementation of policy g0∗ , g1∗ , . . . , gt−1
along the system
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trajectory up to time t − 1. This sub-σ-ﬁeld GT  +t is deﬁned as:
GT  +t = {A ∈ FT  +t : A ∩ πt = A}

(3.32)

Costs are assigned to each element of GT  +t as:
⎧
⎪
⎪
⎨0
VT  +t (π) =

if π is diagnosable at T  + t

⎪
⎪
⎩∞ otherwise

(3.33)

and then the dynamic program in Equation (3.31) is used to calculated an observation action for πt . The observer then implements that action, calculates a new
information state πt+1 , and iterates the algorithm to ﬁnd an observation action for
that information state.
The algorithm ﬁnishes when t = T − T  and the observer looks ahead to the ﬁnal
time horizon of the system. The observer implements the policy speciﬁed by the
solution of the dynamic program (3.23)-(3.25) where the horizon is T  and the initial
information state is πT −T  . We illustrate the limited lookahead algorithm with the
following example.
Example 3.3. Consider the automaton in Figure 3.4, and suppose Σco = {a, b, c, d, e},
νa < νb < νc < νd < νe and T  = 2.
At t = 0, the observer considers the σ-ﬁeld F2 = σ(f c, ub, f a+ua). Since every element of F2 is diagnosable at t = 2, solving Equation (3.31) results in the observation
action ∅ at t = 0.
At t = 1, the information state generated by the observation action at t = 0 is
necessarily π1 = LT . Consider G3 = {A ∈ F3 : A ∩ πt = A} = F3 . Every element of
G3 is diagnosable at t = 3, and, as a result of Equation (3.31), the observation action
is ∅.
At t = 2, the information state is π2 = LT , and the observer considers G4 = {A ∈

87

0
u
6
a

1
b

9

a

7
a

d

2
b

8

a

5
e

3
e

13
e

c

4
b

10

14

f

d
11

12
d

e

d

15

Figure 3.4: An automaton used to illustrate the limited lookahead method.
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F4 : A ∩ πt = A} = F4 . The information states f cadd + ubbed and f abee + uaade are
not diagnosable at t = 4 and thus have inﬁnite cost. Using Equation (3.31), we ﬁnd
that an optimal observation action at t = 2 is to observe {a}.
Thus there are two possible information states at t = 3: if a is observed when
t = 2, π3 = f cadd + uaade; otherwise, π3 = f abee + ubbed.
In the case where a is observed, the observer generates the σ-ﬁeld G5,a using
Equation (3.32):
G5,a = {∅, f cadd, uaade, f cadd + uaade}

(3.34)

and assigns a cost to each element of G5,a according to Equation (3.33); since no further
observations can be made after t = 5, an information state in G5,a is diagnosable only
if it is certain. By Equation (3.31), we ﬁnd that the observation actions are to observe
no events when t = 3 and then to observe {d} when t = 4. A similar calculation
for the case where o is observed at t = 3 ﬁnds that the same sequence of actions is
used there as well. Thus, the worst case observation cost determined by the limited
lookahead policy is νa + νd .
At each stage of the limited lookahead algorithm, we optimize the worst case T  step observation cost. The result of this policy is a “procrastinating” diagnoser that
makes just enough observations within the lookahead window to ensure that there is
some policy that will allow the failure to be diagnosed after the window has passed.
Had the observer used the algorithm of Subsection 3.2.4, it would have determined
that the worst-case observation cost is 2νa , which is less than νa + νd .

3.2.7

Active Acquisition of Information for
Stochastic Automata

The active acquisition of information problem can be solved for stochastic automata in an analogous manner. The model is identical to that of Subsection 3.2.1,
except that the partial transition function δ is extended to a state transition proba-
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bility function p.
Consider a stochastic automation Gs , formally deﬁned as:

Gs = (Σ, X, p, x0 ),

(3.35)

where
• Σ is a ﬁnite set of events
• X is a ﬁnite state space
• p : X × Σ × X → [0, 1] deﬁnes the state transition probability function
• x0 ∈ X is the initial state
As in the logical case, the event set is partitioned into the sets Σuo , Σf o , and Σco ,
and again we assume the automaton satisﬁes (A1) and (A2) from Subsection 3.2.1.
The state transition probability function p(x1 , e, x2 ), deﬁned for all events and pairs
of states, denotes the probability that, in state x1 , the event e will occur and cause
a transition to state x2 . For ease of notation, we also assume that p(x1 , e, x2 ) > 0
for at most one x2 ∈ X, and thus deﬁne the transition function δ as δ(x1 , e) = x2 if
p(x1 , e, x2 ) > 0.
The probability that an event e follows a trace s is therefore given by:
Pr(e | s) = p(δ(xo , s), e)

(3.36)

In the stochastic case, an information state at time t is a conditional probability
mass function (PMF) on LT , given a sequence of observations y t and a sequence of
decisions ut−1 . The initial information state is the a priori PMF of LT :
Pr(e1 e2 . . . eT | y t = ∅, ut = ∅) =

T

i=1

90

p(δ(xo , e1 . . . ei−1 ), ei )

(3.37)

To proceed with the speciﬁcation of the active acquisition of information problem
for stochastic automata we need to make the following modiﬁcation to Deﬁnition 3.3:
Deﬁnition 3.7. An information state π is called certain if, for all failure types Fi ,
either every string that has a positive probability in π contains an event in Σfi or no
string that has a positive probability in π contains any event in Σfi .
From the above deﬁnition, Deﬁnitions 3.4 and 3.5 follow with the obvious modiﬁcations.
The problem under consideration is to ﬁnd a policy that preserves diagnosability
of the system while minimizing the expected observation cost (as opposed to the worstcase cost in the logical case). For any observation policy g, deﬁne its cost function as
the expected total observation cost:
T

J(g) = E[
cgt (s)]

(3.38)

t=1

where cgt (s) denotes the cost of implementing policy g at time t along trajectory s.
The active acquisition of information problem for diagnosis of acyclic, timed
stochastic automata can thus be expressed as:
Problem SA. Find a policy g ∗ ∈ H such that
J(g ∗ ) = inf(J(g)|g ∈ H)

(3.39)

As in the logical case, we call the system diagnosable if there exists a policy
that ensures that the ﬁnal information state reached by implementing that policy is
always certain (cf. Deﬁnition 6). We solve Problem SA by deﬁning an equivalent
ﬁnal condition to Problem A for all π in FT :

VT (π) =

⎧
⎪
⎪
⎨∞ if π is certain
⎪
⎪
⎩0

otherwise
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(3.40)

The information state transition function updates the probability of each string in
LT based on the observation action at time t and the state transition probabilities of
the automaton. The probability of each string is updated according to the following
equations:
Pr(e | s1 ) Pr(s1 | π) Pr(s2 | s1 e)
if yt+1 = e



s ∈Lt Pr(e | s ) Pr(s | π) Pr(s2 | s e)

Pr(s1 es2 | π, yt+1 , ut ) = 

Pr(s1 es2 | π, yt+1 , ut ) = 

s ∈Lt

(3.41)

Pr(e | s1 ) Pr(s1 | π) Pr(s2 | s1 e)



 
e ∈Σu ,unobs Pr(e | s ) Pr(s | π) Pr(s2 | s e )



t

if e ∈ Σut ,unobs and yt+1 = o (3.42)
Pr(s1 es2 | π, yt+1 , ut ) = 0 otherwise

(3.43)

If the event e is observed at time t, the probability of all traces in LT that do not
contain e at time t must be zero; the probabilities of the remaining traces are computed by normalization. If o is observed, the probability of all traces where an event
observable under our observation action at time t occurs is zero, and the probabilities
of the remaining traces are again computed by normalization.
There is a strong relationship between the stochastic and logical information state
transition functions. As events are observed, traces that are not consistent with the
observations are eliminated from the logical information state; in the stochastic case,
the probability of these traces is set to zero. Thus, at time t, the conditional PMF is
always supported on some element of the σ-ﬁeld Ft .
Furthermore, given the observations up to t and the observation actions up to t−1,
the conditional PMF on the traces of LT is uniquely deﬁned and is independent of
the observation policy g. (This result is, as expected, consistent with that of Lemma
6.5.10 of [16].)
Problem SA can be solved using a dynamic program consisting of Equations
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(3.40), (3.42) and:

Vt−1 (π) =

min {cg(π) +

g(π)∈2Σco



Vt (δ̂g(π),t (π, σ)) Pr(σ | π(t − 1))}

σ∈Σ

for π ∈ Ft−1 ,t=0,1,. . . ,T (3.44)

3.3
3.3.1

Acyclic, Untimed Automata
Introduction

In this section we relax the assumption (A2) from the previous section and consider
an acyclic automaton that evolves in the standard manner, i.e., where events can
occur spontaneously at any instant in time. For the diagnosis problem we can follow
a procedure similar to that of the previous section, diﬀering only in the construction
of the ﬁltration of σ-ﬁelds.
We choose to take a more general approach in this section and show how the maximal σ-ﬁeld approach can be applied to both the diagnosis problem and supervisory
control problem. The proper general construction of maximal σ-ﬁelds in the presence
of control is presented, and the diagnosis and supervisory control problems are both
presented in this framework. Solutions to both problems are given in both stochastic
and logical cases.

3.3.2

Problem Formulation

As in the previous section, we consider an automaton G = (X, Σ, δ, x0 ). We no
longer require assumption (A2) synchronizing events to ticks of a clock; in its place
we consider the following:
(A3) The amount of time elapsed between two successive events is bounded by
some positive constant.
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This assumption allows us to conclude that the system behavior has reached a ﬁnal
state because if no event is observed for a suﬃciently long time, then the controlled
system must have reached a state where no further events are both feasible and
enabled.
The event set Σ is partitioned into controllable events Σc and uncontrollable events
Σuc . For each controllable event we assign a disabling cost κ : Σc → [0, ∞). Since
we may not wish to disable an event even though we can do so freely, we make no
distinction between freely controllable and costly controllable events.
At each information state, the action we wish to take consists of two parts: deciding which set of costly observable events to observe and deciding which set of
controllable events to disable. The cost of such an action u is deﬁned as:

c(u) =



ν(σ) +

σ∈uo



κ(σ)

(3.45)

σ∈uc

To set up the supervisory control problem, we deﬁne a speciﬁcation K ⊆ L(G)
that represents the desired controlled behavior of the system. Our objective is to
ﬁnd an optimal control-observation policy that achieves the speciﬁcation K, that is,
it does not allow strings that extend beyond the speciﬁcation K, nor does it disable
strings in K from being executed by the system. The control-observation policy
should be optimal in the sense that it minimizes the worst-case cost. The set of all
possible control actions is therefore Σc × Σco . At times, we will use the notation uctrl
and uobs to indicate the set of events disabled and observed by a particular action,
respectively.
In this section we assume that the speciﬁcation K is acyclic. However, The automaton G may contain cycles that are not part of the speciﬁcation as the σ-ﬁelds
will be constructed from the language of the speciﬁcation and not from the entire
language generated by the automaton.
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Deﬁnition 3.8. A speciﬁcation K is realized by a policy g if the following holds: for
all s ∈ L(G) that are reachable under g, if there are no feasible continuations of s
enabled under g, then s ∈ K.
Deﬁnition 3.9. Let H denote the set of all policies that realize K. K is realizable if
H is non-empty.
Deﬁne the performance criterion:

J(g) = { max

s∈L(G)

T


cgt (s)}

(3.46)

t=1

where cgt (s) denotes the cost of implementing policy g at stage t along the trajectory
s. The performance criterion is thus the maximum total cost of policy g.
The active acquisition of information for supervisory control with acyclic speciﬁcations is deﬁned as follows.
Problem C. Find a policy g ∗ ∈ H such that
J(g ∗ ) = inf(J(g)|g ∈ H)

3.3.3

(3.47)

Construction of maximal σ-ﬁelds

The presence of control allows for a further reﬁnement of information than in the
case of the diagnosis problem, where the behavior of the system is merely observed
and not aﬀected by the supervisor. For example, consider two strings s1 = aσ1 b
and s2 = aσ2 b, where σ1 and σ2 are both unobservable and controllable. Since
P (s1 ) = P (s2 ) = ab, these two strings are indistinguishable to a diagnoser that
passively observes the system. However, a controller may choose to disable σ1 and
thus, when ab is observed, the controller can conclude that s2 has occurred and s1
has not. Thus to construct a sequence of maximal σ-ﬁelds for the control problem,
it is not suﬃcient to consider traces that are merely equivalent under projection; we
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must consider traces that are equivalent under control actions as well.
Control Projection
Suppose that two strings contain an identical sequence of observable events. In
order to have an admissible supervisor, we must choose the same control action after
both of these strings occur. This control action may enable or disable any number
of unobservable or observable controllable events, but we cannot update our control
action until a new observation is made.
Furthermore, suppose that between successive observable events, these two strings
contain identical sets of unobservable controllable events. If we choose to disable one
of these strings by disabling an unobservable event, we must also disable the second
string as that string also contains any event that we can feasibly disable. Therefore,
we must disable both these traces or we must disable neither.
We formalize this notion of traces that must be enabled or disabled jointly using
the idea of the control projection. We extend the standard projection operation by
introducing symbols to indicate which set of unobservable controllable events occurs
between each pair of observable events in the projection.
We denote the set of symbols describing the sets of unobservable events as CA .
Each symbol in this alphabet will be of the form 1A , where A is a set of unobservable
controllable events. For example, if our system has three unobservable controllable
events {α, β, γ}, the associated control alphabet is
CA = {1∅ , 1{α} , 1{β} , 1{γ} , 1{α,β} , 1{α,γ} , 1{β,γ} , 1{α,β,γ} }.
The control projection is a string whose events alternate between the symbols
indicating controllable unobservable events and observable events. Formally it is
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deﬁned for events as:
⎧
⎪
⎪
⎪
σ
⎪
⎪
⎪
⎨
CP (σ) = 1{σ}
⎪
⎪
⎪
⎪
⎪
⎪
⎩

if σ ∈ Σo
if σ ∈ Σc ∩ Σuo

(3.48)

otherwise

When the control projection is extended to traces, we must ensure the alternation
of symbols from CA and symbols from Σo . In the case where two observable events
may end up adjacent, we simply insert the symbol 1∅ between them, as there as
no unobservable events, either controllable or uncontrollable, between those events.
When two symbols in CA are adjacent, we must merge the two symbols using the
function ∨ : CA × CA → CA :
1A ∨ 1B = 1A∪B

(3.49)

The merge function is extended to strings in (CA Σo ) ∗ CA by maintaining all symbols
in the string except for the last, which is merged with the symbol to be concatenated
to the string.
(t1A ) ∨ 1B = t1A∪B

(3.50)

Formally, the function CP is extended to traces as CP : Σ∗ → (CA Σo )∗ such that:
⎧
⎪
⎪
⎪
CP (s)1∅ CP (σ) if sf ∈ Σo and σ ∈ Σo
⎪
⎪
⎪
⎨
CP (sσ) = CP (s) ∨ 1{σ}
if sf ∈ CA and σ ∈ Σc ∩ Σuo
⎪
⎪
⎪
⎪
⎪
⎪
⎩CP (s)CP (σ)
otherwise

(3.51)

where sf denotes the ﬁnal event in the string CP (s). Each symbol in CA indicates
the unobservable events that can be disabled before the next observation is made.
For each string of unobservable events, the control projection records the set of
controllable events that occur along that string. If two strings contain the same se97

quence of observable events and the same sets of unobservable controllable events
between pairs of observable events, it is not possible to choose a policy that distinguishes between these two traces.
Formulation of maximal σ-ﬁelds
The maximal σ-ﬁelds are deﬁned with respect to the speciﬁcation K and not the
language generated by the automaton. For n = 0...T , we deﬁne
Xn = {s ∈ CPL−1 [CP (K)] :

max

t∈P (K))/P (s)

t = n}

(3.52)

and we deﬁne the sequence of σ-ﬁelds as follows [74]:
Ft = σ(∪tn=0 Xn )

(3.53)

As t increases, each σ-ﬁeld Ft is generated by a larger set of traces in L(G).
Therefore F0 ⊆ F1 ⊆ · · · ⊆ FT .
The untimed case diﬀers from the timed case in that strings in the information
state are not extended to time T . In the timed case, we can perform this extension
because we can determine the stage in the system’s evolution by consulting the clock.
In the untimed case, we do not perform this extension but determine the stage in
the system’s evolution by considering the length of the strings in the the current
information state.
An example of the construction of maximal σ-ﬁelds for the control problem will be
discussed after the theoretical development of the dynamic programming approach.

3.3.4

Assigning Costs to Information States

In order to ﬁnd an optimal control-observation policy, we ﬁrst must determine
which information states we wish to avoid at any (ﬁnite) cost. Since our objective
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is to achieve a given speciﬁcation, we wish to avoid allowing the possibility that the
system executes a trace that lies outside the speciﬁcation. Therefore we initialize our
assignment of costs by assigning an inﬁnite costs to these illegal information states
as follows:
V (π) = ∞ if π ⊆ K

(3.54)

In general, our speciﬁcation K may not be preﬁx-closed; therefore we not only
need to ensure that we do not allow the system behavior to exceed K, we also need
to ensure that we do not select a control action that allows the system to reach a
deadlock state before the speciﬁcation is achieved. To disallow policies that could
potentially deadlock, we introduce the stopping cost function Vs , deﬁned as follows:
⎧
⎪
⎪
⎨0
Vs (π) =

if π ⊆ K

⎪
⎪
⎩∞ otherwise

(3.55)

Note that ∅ ⊆ K and thus Vs (∅) = 0. If an information state is in K but not K,
its stopping cost will be inﬁnite since we do not want the system to terminate in such
a state; however, its cost function V (π) could be ﬁnite as there may exist a policy
that reaches π on its way to achieving K. Thus we cannot determine V (π) for these
information states in advance. Vs is deﬁned for all possible sublanguages of K, even
those that do not appear in the sequence of maximal σ-ﬁelds.
If certain events can be disabled, the information state transition depends on
which events have been disabled as well as which events have been observed. It is
ˆ
deﬁned as δ̂g(π),t : Ft × Σg(π),obs ∪  → Ft by:

δ̂g(π),t (π, σ) = {stσ : s ∈ π ∧ t ∈ (Σg(π),unobs ∩ Σg(π),enabled )∗ }
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(3.56)

δ̂g(π),t (π, ) = {st : (s ∈ π) ∧ (t ∈ (Σg(π),unobs ∩ Σg(π),enabled )∗ )
∧ (Γ(δ(x0 , st)) ⊆ Σg(π),disabled )} (3.57)

where Γ(x) denotes the active event set of x, that is, the set of events that are feasible
from state x.
The structure of the information state transition function allows us to quickly
conclude that many of the information states in F1 , . . . , FT are unreachable as it is
not possible for a reachable information state to contain two strings where one is a
proper preﬁx of another. We will call an information state π where no string in π is
a proper preﬁx of another string in π an antichain [75].
Theorem 3.3. All reachable information states are antichains.
Proof: Suppose that an information state π = s1 +s2 +· · ·+sn is an antichain. Then
the next observation will either be  or an observable event σ. If  is observed, the
new information state must be an antichain because if there existed ti , tj in δ̂g(π) (π, )
such that ti were a preﬁx of tj , then there would be an event enabled after ti , which
cannot be the case as a result of Equation (3.57).
If an observable event σ is observed, the new information state will be of the form
δ̂g(π) (π, σ) = s1 u1,1 σ + s1 u1,2 σ + · · · + s1 u1,k1 σ + · · · + sn un,1 σ + · · · + sn un,kn σ, where
each ui,j ∈ Σ∗uo and where ui,j = ui,k if j = k.
Since the continuations ui,j σ each contain the event σ exactly once, no continuation can be a proper preﬁx of an another because if that were the case σ would have
to appear twice in a continuation. Furthermore, since by assumption there do not
exist si , sj such that si is a proper preﬁx of sj , no continuations ui,k1 σ, uj,k2 σ can exist
such that si ui,k1 σ is a preﬁx of sj uj,k2 σ, as that would require either si to be a preﬁx
of sj or vice versa.
Since the initial information state π0 = {} contains no preﬁxes, by induction, all
reachable information states are antichains.
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As a result of this theorem, we can eliminate most information states in Table 3.4
and solve the dynamic programming equations only for those information states that
are also antichains, provided that a solution indeed exists for the particular system
under consideration. In the set F2 − F0 , the only information states that are not
determined to be unreachable by the above theorem are , a, and a + c.
Size of the information space
Since each information state corresponds to an antichain, we can determine the
size of the information space by counting the number of antichains in the automaton.
If k = Σo ∪  = Σo + 1, the number of information states can be no more than
the number of antichains in a k-ary tree of depth T . That bound can be computed
using the recursion
N (t) = (1 + N (t − 1))k

(3.58)
T

with the initial condition N (1) = 1. The solution to this recursion is O(2k ), doubly
exponential with respect to T [76]. In the timed case, the number of information states
T

at the time horizon T is O(2k ) also; therefore, the size of the reachable information
space is of the same order even when the σ-ﬁelds are expanded in the untimed case.

3.3.5

Solution existence

As in the case of acyclic, timed automata, we require conditions under which
there exists an optimal solution to Problem C. The required conditions relate to the
controllability and observability of the desired speciﬁcation K.
Theorem 3.4. An optimal control policy exists if and only if the speciﬁcation K is
controllable and observable with respect to Σo , Σc , and L(G).
Proof: (Suﬃciency) Suppose K is controllable and observable with respect to Σo ,
Σc , and L(G). Then K is achieved by the policy where gobs = Σo for all π ∈ FT and
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the controllable events for each information state are deﬁned by:
gctrl (π) = Σc /{σ ∈ Σc : ∃sσ ∈ K(s ∈ π)}

(3.59)

(Necessity) Necessity will be proven using the contrapositive statement, i.e, if K is
either uncontrollable or unobservable, that no optimal control policy exists. Suppose
K is uncontrollable. Then there exists s ∈ K and σ ∈ Σuc such that sσ ∈ L(G) and
sσ ∈ K. Consider any policy g. If g is to realize K, g must enable the string s; let
πg,s denote the information state reached by implementing policy g along s. Since
σ is feasible from this information state and takes the system outside K, it must be
disabled; but since σ ∈ Σuc , it cannot be. Therefore there is no feasible action at the
reachable information state πg,s , and thus no policy g can realize K.
Now suppose K is unobservable. Then there exist s1 , s2 ∈ K and σ ∈ Σc such
that P (s1 ) = P (s2 ), s1 σ ∈ K and s2 σ ∈ K. Consider any policy g. If g is to
realize K, g must enable both s1 and s2 ; since P (s1 ) = P (s2 ), the information state
reach by implementing g along s1 must also contain s2 . Since s1 σ ∈ K, enabling σ
is not admissible since it would allow an information state not in K; however, since
s2 σ ∈ K, disabling σ would not allow a string in K to be realized. Therefore there is
no admissible action at this information state and thus no policy that realizes K.

3.3.6

Dynamic Programming Equations

For each information state in F0 , we need to disable all feasible events and thus
no observations will be possible and no sensors need to be activated. The cost of each
information state in F0 is given by:

V (π) =


σ∈Γ(π)
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κ(σ)

(3.60)

where Γ(π) denotes the active event set of π, that is, the set of events that are feasible
following any string in π.
An optimal policy can then be calculated for information states not in F0 by
solving the following dynamic programming equation.

V (π) =

min

g(π)∈2Σc ×Σco

{cg(π) + max[V (δ̂g(π) (π, σ)), Vs (δ̂g(π) (π, ))]}
σ∈Σ

(3.61)

The reverse ﬁltration of σ-ﬁelds indicates the order in which we must determine
the costs for various information states. The costs of information states in F0 depend
only on the costs of information states that are pre-assigned. The costs of information
states in F1 −F0 depend on the pre-assigned costs and the costs calculated for elements
of F0 . We therefore solve the dynamic programming equation ﬁrst for elements in
F0 , then for elements in F1 − F0 , and so on until it is solved for the elements of
FT − FT −1 .

3.3.7

Example Computation on an Optimal Control Policy

Figure 3.5 shows an automaton marking the speciﬁcation K = {ac1 b, ac2 b, c}
where Σo = {a, b, c} and all events are controllable. We construct σ-ﬁelds using
the speciﬁcation only; since information states outside the speciﬁcation are certainly
undesirable, we will need not to calculate costs for such states.
To construct the σ-ﬁeld, we partition K into three generating sets:
X0 = {ac1 b, ac2 b, c}

(3.62)

X1 = {a}

(3.63)

X2 = {}

(3.64)

Since c1 and c2 are both controllable, the ﬁrst two elements of the set X0 can be
distinguished even though they have the same projection onto Σo ; since we could
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Figure 3.5: An automaton marking the speciﬁcation K = {ac1 b, ac2 b, c}.
choose to disable c1 but not c2 or vice versa, if the string ab is observed we may be
able to know which one of the two strings in X0 actually occurred. Because we can
distinguish between these two strings as a result of our control actions, they have
distinct control projections.
The σ-ﬁelds are generated from these sets as follows:
F0 = σ(X0 )

(3.65)

F1 = σ(X0 , X1 )

(3.66)

F2 = σ(X0 , X1 , X2 )

(3.67)

Since the generating sets of the σ-ﬁelds increase, the σ-ﬁelds are nested as F0 ⊆ F1 ⊆
F2 . The elements of these σ-ﬁelds are enumerated in Table 3.4.
Using the dynamic program from the previous subsection, we can calculate an
optimal control policy for the automaton in Figure 3.5. The form of the resulting
calculations is very similar to that used for timed automata in the previous section.
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F0
F1 − F0
∅
a
a + ac1 b
ac1 b
a + ac2 b
ac2 b
c
a+c
ac1 b + c
a + ac1 b + c
a + ac2 b + c
ac2 b + c
a + ac1 b + ac2 b
ac1 b + ac2 b
ac1 b + ac2 b + c a + ac1 b + ac2 b + c

F2 − F1

 + ac1 b
 + ac2 b
+c
 + ac1 b + c
 + ac2 b + c
 + ac1 b + ac2 b
 + ac1 b + ac2 b + c
+a
 + a + ac1 b
 + a + ac2 b
+a+c
 + a + ac1 b + c
 + a + ac2 b + c
 + a + ac1 b + ac2 b
 + a + ac1 b + ac2 b + c

Table 3.4: Atoms of the generated σ-ﬁelds Fn .
Table 3.5 shows an optimal control policy for the automaton in Figure 3.5. For
each information state in F0 , we need not observe any events as our choice of control
action will disable all events and prevent any further observations. The cost incurred
for each information state is the cost of disabling all feasible events.
Once these costs have been calculated, we determine the costs for those reachable
information states in F1 − F0 . The information state a + c is illegal for the following
reason. If the event b is enabled, then if the string executed by the system is c, the
trace cb outside the speciﬁcation is enabled and we occur an inﬁnite penalty; however,
if we disable b and the true string is a, then the system will deadlock and we will
incur an inﬁnite stopping penalty.
For the information states a, the choice of control and observation action is not
unique as we may choose to observe b and thus not need to disable c and d, or we
could not observe b and then be required to disable c and d. We calculate the cost of
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F2 − F1


Dis.
{b, d}

Obs. F1 − F0
a
a
a+c

Dis.
{c3 }
—

Obs.
b
—

F0
c
ac1 b
ac2 b
ac1 b + ac2 b
ac1 b + c
ac2 b + c
ac1 b + ac2 b + c

Disable
{b, d}
{c}
{d}
{c, d}
{b, c, d}
{b, d}
{b, c, d}

Table 3.5: An optimal control and observation policy for the automaton in Figure
3.5.
the information state a using the following equation:

V (a) =

3.3.8

min

g(a)∈2Σc ×Σco

{cg(a) + max[V (δ̂g(a) (a, σ)), Vs (δ̂g(a) (a, ))]
σ∈Σ

(3.68)

Active Acquisition for Diagnosis

The development of the diagnosis problem is simpler than that of the control
problem as the inputless nature of a system under diagnosis simpliﬁes the information
structure.
In the absence of controllable events, the control projection of a string contains no
more information than the standard projection, as the control alphabet reduces to the
singleton symbol 1∅ . Therefore we can deﬁne σ-ﬁelds using the standard projection.
For n = 0...T , we deﬁne
Xn = {s ∈ PL−1 [P (K)] :

max

t∈P (K))/P (s)

t = n}

(3.69)

and we deﬁne the sequence of σ-ﬁelds as follows:
Ft = σ(∪tn=0 Xn )

(3.70)

Equation (3.69) is merely a special case of Equation (3.52) when no events are con106

trollable.
Since no events can be disabled, the information state transition function can be
ˆ
reduced to δ̂u,t : Ft × Σu,obs ∪  → Ft by:

δ̂g(π),t (π, σ) = {stσ : s ∈ π ∧ t ∈ (Σg(π),unobs )∗ }

(3.71)

δ̂g(π),t (π, ) = {st : s ∈ π ∧ t ∈ (Σ∗g(π),unobs ∧ Γ(δ(x0 , st))) = ∅}

(3.72)

The main diﬀerence in the active acquisition technique between the control and
diagnosis problems is in how illegal information states are assigned. In the diagnosis
problem, an information state is illegal it indicates that we are uncertain as to whether
or not a failure has occurred when the process has terminated. We thus deﬁne a cost
for all π ∈ F0 as follows.
⎧
⎪
⎪
⎨0
V (π) =

if π is F-certain

⎪
⎪
⎩∞ otherwise

(3.73)

The dynamic programming equation is as before is a simpliﬁed version of Equation
(3.61):

V (π) =

min {cg(π) + max V (δ̂g(π),t (π, σ))}

g(π)∈2Σco

σ∈Σ∪

(3.74)

Since no events are controllable in the diagnosis problem, the system cannot stop as
the result of any action we choose to implement. Because we can only stop when the
system terminates, we do not need to consider an additional penalty for stopping too
soon as we do in the case of supervisory control.
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Figure 3.6: An automaton used to illustrate the active acquisition method for diagnosis of untimed systems. Σuo = {f, u}, Σco = {a, b, c}, Σf = {f }, and T = 3.
X2


X1
X0
f a + ua f ab
ub
uaa
fc
ubb
f ca

Table 3.6: Construction of the ﬁeld generating sets Xn .

3.3.9

Diagnosis Example

Consider the automaton in Figure 3.6. This automaton has the same structure
as that of Figure 3.3, except we no longer assume that events occur at “ticks of the
clock.”
To deﬁne the generating sets {Xn }, we start with those traces where no continuation is possible; for this example those traces are ac and bd, so
X0 = {uaa, f ab, ubb, f ca}

(3.75)

Similarly, X1 consists of those traces where one more observation is possible, and X2
is the set of traces where exactly two more observations are possible. The sets X0
through X2 are enumerated in Table 3.6. Note that these partitions are equal to the
sets used to generate the σ-ﬁelds in the untimed case.
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These sets are used to generate the reverse ﬁltration of σ-ﬁelds used for the dynamic program. Using Equation (3.70), the ﬁltration σ-ﬁelds F0 . . . F2 are created.
The reachable elements of these σ-ﬁelds are enumerated in Table 3.7.
Note that while our σ-ﬁeld F0 is identical to the σ-ﬁeld F3 from the timed example,
the set of reachable elements in F2 − F1 is much larger than any of the the timed
σ-ﬁelds.
To determine an optimal policy, we simply solve Equation (3.74) for the untimed
case just as we solved Equation (3.25) in the timed case.

3.4

Cyclic Automata

In this section we remove the assumption that our automata must be acyclic
and consider the more general class of automata. The methodology of the previous
sections cannot be directly applied in this case because constructing σ-ﬁelds in the
same manner for cyclic automata would results in an inﬁnite sequence of σ-ﬁelds, and
there would be no set of “ﬁnal” information states from which to initialize a dynamic
programming solution. We present two methods of working around this problem: we
describe how the set of string-based information states can be reduced to a ﬁnite set of
“diagnoser states;” we also demonstrate how limited lookahead methods as described
in Section 3.2.6 can be applied in the cyclic case.

3.4.1

Problem Formulation

We formulate the active acquisition of information problem for diagnosis of cyclic
systems in a similar manner to previous sections. We need some preliminary deﬁnitions that are stated below. For ease of notation, we will restrict attention to the
case where there is only one failure type, although these results can be extended to
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F1 − F0
g ∗ (π) V (π)
F0
ua + f a
{b}
1
f ab
ub
∅
0
uaa
fc
∅
0
ubb
ua + f a + ub
—
∞
f ca
ua + f a + ubb
{b}
1
f ab + uaa
ua + f a + f c
—
∞
f ab + ubb
ua + f a + f ca
{a}
4
f ab + f ca
ub + f ab
{b}
1
uaa + ubb
ub + uaa
∅
0
uaa + f ca
ub + f c
{b}
1
ubb + f ca
1
f ab + uaa + ubb
ub + f ca
{b}
f c + f ab
∅
0
f ab + uaa + f ca
f c + uaa
{a}
4
f ab + ubb + f ca
f c + ubb
{a}
4
uaa + ubb + f ca
ua + f a + ub + f c
—
∞
f ab + uaa + ubb + f ca
ua + f a + ub + f ca
—
∞
ua + f a + ubb + f c
—
∞
ua + f a + ubb + f ca
—
∞
ub + f ab + uaa
—
∞
{b}
1
ub + f ab + f c
ub + uaa + f c
{a}
4
ub + f ab + f ca
{b}
1
ub + uaa + f ca
—
∞
f c + f ab + uaa
—
∞
f c + f ab + ubb
—
∞
f c + uaa + ubb
{a}
4
ub + f c + uaa + f ab
—
∞
ub + f ca + uaa + f ab
—
∞
f c + uaa + f ab + ubb
—
∞

V (π)
0
0
0
0
∞
∞
0
0
∞
∞
∞
∞
∞
∞
∞

Table 3.7: Reachable elements of the generated σ-ﬁelds Fn .

110

the case of multiple failure types.

1

Deﬁnition 3.10. An information state π is F -certain if f ∈ s for all s ∈ π.
Deﬁnition 3.11. An information state π is N -safe if f ∈ s and f ∈ L/s for all s ∈ π.
Deﬁnition 3.12. An information state π is safe if π is F -certain or N -safe.
If the system is in a safe information state, we need not make any more observations since we are certain as to the failure mode in the current information state and
in all future states. If the information state is unsafe, we must choose an action that
ensures that another event will eventually be observed or else we may never diagnose
the failure.
Deﬁnition 3.13. An information state π is non-diagnosable if ∃M ∈ N such that
for all n ≥ M , ∃t ∈ L/π such that t = n and the information state obtained by
implementing any policy g along t is uncertain.
Deﬁnition 3.14. A language L(G) is diagnosed by an observation policy g if, for
all s ∈ L(G), the information state reached by implementing g along s is never
non-diagnosable.
Deﬁnition 3.15. Let H denote the set of all policies that diagnose L(G). The
language L(G) is diagnosable if H is non-empty, i.e., if there exists a policy that
diagnoses L(G).
Deﬁne the performance criterion:
J(g) = { sup cg (s)}

(3.76)

s∈L(G)

where cg (s) denotes the cost of implementing policy g along the trajectory s. The
performance criterion is thus the maximum total cost of policy g along any string of
arbitrary length.
1

In the case of multiple failure types, Definition 3.10 can be written as: An information state π
is l-safe if f ∈ l ⇒ f ∈ s for all s ∈ π and f ∈ l ⇒ f ∈ s ∧ f ∈ L/s for all s ∈ π.
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The active acquisition of information problem for diagnosis of cyclic systems, is
deﬁned as follows.
Problem CD. Find a policy g ∗ ∈ H such that
J(g ∗ ) = inf(J(g)|g ∈ H) and J(g ∗ ) < ∞

(3.77)

Solution Existence
If we assume all observable events have a non-zero cost, solution existence for
Problem CD can be determined using the following deﬁnition and theorem.
Deﬁnition 3.16. A language L(G) is strictly logically diagnosable with respect to
Σo and Σf if:
(∃N ∈ N)(n > N ⇒ D̂N (s) = 1 ∨ DF (s) = 1)

(3.78)

where the functions D̂N and DF are deﬁned as:

D̂N (s) =

F

D (s) =

⎧
⎪
⎪
⎨

1 if PL [P −1 (s)] is N -safe

⎪
⎪
⎩0 otherwise

⎧
⎪
⎪
⎨

1 if PL [P −1 (s)] is F -certain

⎪
⎪
⎩0 otherwise

(3.79)

(3.80)

Theorem 3.5. A ﬁnite-cost observation policy exists if and only if L(G) is strictly
logically diagnosable with respect to Σo and Σf .
Proof: (Suﬃciency) Suppose L(G) is strictly logically diagnosable with respect
to Σo and Σf . Then consider the policy g(π) = Σo if ∃s ∈ π such that s ≤ N ;
otherwise let g(π) = ∅. The cost of this policy is no greater than N c(Σco ), and thus
a ﬁnite-cost observation policy exists.
(Necessity) Suppose that L(G) is not strictly logically diagnosable with respect
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to Σo and Σf . Then for all m ∈ N, ∃s ∈ L(G) such that s = m and neither
D̂N (s) = 1 nor DF (s) = 1. Suppose the system executes such a string s of arbitrary
length. If the initial observation action contains no events that occur along s, then
neither D̂N (s) = 1 nor DF (s) = 1 (since no diagnosis can be made if no observation
is made) and thus L(G) is not strictly logically diagnosable.
Suppose then that the initial observation action contains at least one event along
s; suppose that σ1 is the ﬁrst such event. The information state reached after σ1 is
observed must be unsafe since neither D̂N (s) = 1 nor DF (s) = 1. Therefore we must
choose an observation action that contain at least one more event along s. However,
after the observation of the second event σ2 , we must remain in an unsafe state. Since
this process can be repeated indeﬁnitely without making a diagnosis, we must incur
an inﬁnite cost along s, and thus there is no ﬁnite-cost observation policy.
The condition of strict logical diagnosability is too severe for most problems as
it disallows the possibility of the system running in a normal, “unsafe,” state for an
indeﬁnitely long time. Were a system to run in such a state indeﬁnitely, a diagnosis
at inﬁnite observation cost would be incurred; however, the number of events required
to occur for this cost to be incurred would also be inﬁnite. Therefore, it would be
more realistic to ﬁnd a criterion for solution existence coinciding with the concept of
diagnosability introduced in [31]. The deﬁnition of diagnosability is given below.
Deﬁnition 3.17. A language L(G) is logically diagnosable with respect to Σo , Σf if
(∃n ∈ N)[∀s ∈ Ψ(Σfi )](∀t ∈ L/s)[ t ≥ n ⇒ DF (st) = 1]

(3.81)

To formulate the problem so that ﬁnite-cost solution existence corresponds to the
notion of logical existence, consider a performance criterion where future costs are
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discounted at a rate β < 1:

Jβ (g) = { max

s∈L(G)

s


β t cgt (s)}

(3.82)

t=0

The discounted active acquisition of information problem for diagnosis of cyclic
systems is deﬁned as follows.
Problem DCD. Find a policy g ∗ ∈ H such that
Jβ (g ∗ ) = inf(Jβ (g)|g ∈ H)

(3.83)

The conditions for the existence of a solution to Problem DCD coincide with
Deﬁnition 3.17
Theorem 3.6. A language L(G) is diagnosable at ﬁnite discounted cost if and only
if it is logically diagnosable with respect to Σo and Σf .
Proof: (Suﬃciency) Suﬃciency will be shown by contradiction. Suppose L(G)
is logically diagnosable. Consider the policy g(π) = Σo for all π; the cost of this

. The information state reached by implementing
policy is no greater than σ∈Σo ν(σ)
1−β
g along any s is π(s) = PL−1 [P (s)]. Suppose π(s) were non-diagnosable. Then by
Deﬁnition 3.13, there exists N ∈ N such that there exists t ∈ L/s such that t = N
and PL−1 [P (st)] is uncertain; therefore, at least one string in PL−1 [P (st)] contains a
failure event.
Furthermore, for all n ∈ N there exists u ∈ L/st such that

u

= n and

PL−1 [P (stu)] is uncertain. Therefore, a continuation u of arbitrary length can be
appended to the failure event, thus contradicting the assumption of logical diagnosability. Therefore, no such π(s) can be reached, and thus L(G) is diagnosable at ﬁnite
cost.
(Necessity) We will prove the contrapositive statement, i.e., if L(G) is not logically
diagnosable, then it is not diagnosable at ﬁnite expected cost. If L(G) is not logically
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diagnosable, ∃s ∈ L(G) such that for all n ∈ N, there exists t ∈ L/s such that
t > n and PL−1 [P (st)] is uncertain. The information state reached by implementing
any policy along st must contain at least all members of the set PL−1 [P (st)] and
therefore must be uncertain. Therefore, the original information state π0 =  is nondiagnosable by Deﬁnition 3.13; since this initial information state is reachable under
every policy, L(G) must not be diagnosable at ﬁnite expected discounted cost

3.4.2

Solution Methods

A cyclic automaton generates an inﬁnite number of string-based information states
−1

in the σ-ﬁeld 2PL

[P (L(G))]

. In order to derive an optimal policy as we had done in the

case of acyclic automata, we reduce the string-based information states to diagnoser
states, as the set of diagnoser states is guaranteed to be ﬁnite [31].
Recall from the introduction that a diagnoser state is an element of the set Qo =
2Xo ×Δ , where Xo is the set of states of the system reachable via an observable event
and Δ is the set of failure labels indicating which failure events may have occurred
in the system.
−1

For each information state π ∈ 2PL

[P (L(G))]
−1

π can be computed by the function q : 2PL

q(π) =



, the diagnoser state associated with

[P (L(G))]

→ Qo

(δ(xo , s), LP (x0 , s))

(3.84)

s∈π

This mapping allows the inﬁnite set of string-based information states in
−1

2PL

[P (L(G))]

to be reduced to a ﬁnite set of diagnoser states, or state-based information

states. We can calculate optimal policies using diagnoser states instead of string-based
information states as a result of the following theorem.
Theorem 3.7. If multiple information states map to the same diagnoser state, the
same sequence of observation actions is optimal for any string after that diagnoser
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state.
Proof: Let π1 be a string-based information state such that q(π1 ) = q1 . Suppose
we implement the action q(π1 ) and the event σ is observed. The new string-based
information state will be:
δ̂g(π1 ) (π1 , σ) = {stσ : s ∈ π ∧ t ∈ Σg(π1 ),unobs }

(3.85)

The diagnoser state corresponding to this information state is given by:


q(δ̂g(π1 ) (π1 , σ)) =

(δ(x0 , stσ), LP (x0 , stσ))

(3.86)

stσ∈δ̂g(π1 ) (π1 ,σ)



=

(δ(x0 , stσ), LP (x0 , stσ))

(3.87)

stσ:s∈π1 ∧t∈Σg(π1 ),unobs

=
=





s∈π

tσ:t∈L/s∩Σg(π1 ),unobs



[δ(δ(x0 , s), tσ), LP (LP (x0 , s), tσ]



(δ(x, tσ), LP (x, tσ))

(3.88)
(3.89)

(x,l)∈q1 tσ:Lx (G)∩Σg(π1 ),unobs

where Lx (G) denotes the language generated by G starting from the state x.
This expression indicates that if the current diagnoser state q1 is known, the
succeeding diagnoser state depends only on the action g(π1 ), not on the string-based
information state π1 .
Suppose π2 is a string-based information state distinct from π1 , but q(π2 ) = q1 .
If we implement the action g(π1 ) at the information state π2 , the resulting diagnoser
state will be the same as it would be if we had implemented that action at π1 .
Consider a sequence of optimal actions (u) = u1 , u2 , . . . starting at π1 along a
string t. This sequence of actions will create a sequence of diagnoser states that will
reach a safe state when the system is diagnosed. If (u) were not also optimal for
π2 along t, there would be a less expensive set of actions (u ) = u1 , u2 , . . . along t
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that would generate a sequence of diagnoser states. However, since t must be feasible
after both π1 and π2 (since they map to the same diagnoser state and hence to the
same set of states in the system), (u ) would also be feasible after π1 , contradicting
our statement that (u) was optimal. Therefore if two string-based information states
map to the same diagnoser state, the same set of actions will be optimal for both
information states. Furthermore, when determining an optimal policy, we need only
consider an optimal action for each diagnoser state, as opposed to each string-based
information state.
The reduction of information states to diagnoser states ensures that an optimal
policy need only be calculated for a ﬁnite number of information states. However,
the reduction of set of strings to diagnoser states sacriﬁces the sequentiality inherent
in the strings; there is no inherent “ﬁltration” of diagnoser states that we can use as
we have in the case of acyclic systems.
However, there are certain diagnoser states for which we can assign a cost a priori
just as we assign costs to information states in the ﬁnal maximal σ-ﬁeld. If a state is
safe, we are sure that no more observations are needed after reaching such a state and
can assign zero cost to such a state. Furthermore, we can test all remaining diagnoser
states to see if the they are non-diagnosable [77], [78] and assign inﬁnite cost in that
case.
For all q ∈ Qo , deﬁne
⎧
⎪
⎪
⎨0
V (q) =

if q is safe

⎪
⎪
⎩∞ if q is non-diagnosable

(3.90)

We state what it means for a state-based information state to be diagnosable in the
following deﬁnition.
Deﬁnition 3.18. A state-based information state q is diagnosable if the language
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generated by the automaton G = (X ∪ x , Σ ∪ {f, n}, δ  , x ) is diagnosable, where:
δ  (x , f ) = x if (x, F )) ∈ q

(3.91)

δ  (x , n) = x if (x, N )) ∈ q

(3.92)

δ  (x, σ) = δ(x, σ) if x = x

(3.93)

The events f and n appended to the event set Σ are unobservable events, and f
is a failure event.
In short, a state-based information state is diagnosable if the automaton is diagnosable when the initial information state is not x0 , but instead the diagnoser state
speciﬁed by the information state. To apply standard diagnosability results, we append an new initial state to the automaton G and add unobservable transitions from
this state that bear the failure labels associated with each component of the diagnoser
state.
In order to determine whether a particular diagnoser state has a zero or inﬁnite
cost, we need only test the diagnosability conditions for diagnoser states qd consisting
of at most two components because if qd is non-diagnosable, any diagnoser state that
is a superset of qd will also be non-diagnosable.
The costs of the remaining diagnoser states can be determined using the following
equation to solve Problem CD for all qd ∈ Qo :

V (qd ) =

min

g(qd )∈2Σco



cg(qd ) + max V (δ̂g(qd ) (qd , σ))
σ∈Σo

(3.94)

For Problem DCD, the equation that needs to be solved is given by

V (qd ) =

min

g(qd )∈2Σco


cg(qd ) + max β V (δ̂g(qd ) (qd , σ))
t

σ∈Σo
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(3.95)
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Figure 3.7: An automaton used to illustrate the active acquisition method for cyclic
systems.
where the exponent t is deﬁned as:

t=

min

u∈Σg(qd ),unobs

{ uσ : uσ ∈ L/π}

(3.96)

Future costs in Equation (3.95) are thus discounted according to the minimum number of events that may have occurred between the current observation and the next
observation.
The dynamic programming equations that solve Problems CD and DCD are sets
of algebraic equations that in general must be solved simultaneously for all diagnoser states. Similar systems of equations appear in the literature for inﬁnite horizon
problems in stochastics [79].
Example
Figure 3.7 shows an example of a cyclic automaton, where the costs of each observable event are given by ν(a) = 1, ν(b) = 2, ν(c) = 3, and ν(d) = 4. The results
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7F
0N
2N
3N
4N
5N
8N
9N

4F
0
?
?
∞
∞
?
∞
∞

7F
—
?
?
?
?
∞
?
?

0N
—
—
?
?
?
∞
?
?

2N
—
—
—
0
0
?
0
0

3N
—
—
—
—
0
?
0
0

4N
—
—
—
—
—
?
0
0

5N
—
—
—
—
—
—
?
?

8N
—
—
—
—
—
—
—
0

Table 3.8: Results of diagnosability tests for reachable two-component diagnoser
states.
of the two-component diagnosability tests are shown in Table 3.8.
For example, since the diagnoser state {(3, N ), (4, F )} has inﬁnite cost, any diagnoser state containing both (3, N ) and (4, F ) will also have inﬁnite cost. Also, if two
diagnoser states have zero cost and the same label, their union will have the same
label, e.g. since {(3, N ), (4, N )} and {(8, N ), (9, N )} both have zero cost and bear
only the label N , the diagnoser state {(3, N ), (4, N ), (8, N ), (9, N )} also has zero cost.
In Figure 3.7, a ﬁnite-cost solution exists for Problem DCD but not for problem
CD. To see this, consider the cost of the information state q = {(8, N } under problem
DCD.
In the information state q = {(8, N }, only the two actions {c, d} and {a, b, d}
and actions that are supersets of those actions are admissible in that they prevent
the system from entering a non-diagnosable state. The equation to ﬁnd an optimal
action for q is therefore:
V (8N ) = min{c + d + βV (5N ), a + b + d + β 2 V (8N )}

(3.97)

We now need to consider the cost of the information state {5, N }. Using the same
arguments as above, the only two actions we need to consider are {a, b} and {a, c, d}.
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g(5N )
{a, b}
{a, b}
{a, c, d}
{a, c, d}

g(8N )
{c, d}
{a, b, d}
{c, d}
{a, b, d}

V (5N )
a

a+b+β(c+d)
1−β 2
+ b + β(a+b+d)
1−β 2
a+c+d
1−β 2
a+c+d
1−β 2

V (8N )

c

c+d+β(a+b)
1−β 2
a+b+d
1−β 2
+ d + β(a+c+d)
1−β 2
a+b+d
1−β 2

Table 3.9: Calculation of optimal observation actions for the diagnoser states {(5,N)}
and {(8,N)}.
The equation to ﬁnd an optimal action at {5, N } is:
V (5N ) = min{a + b + βV (8N ), a + c + d + β 2 V (5N )}

(3.98)

If we solve these equations simultaneously, we ﬁnd that the optimal action at
{8, N } is {a, b, d} and the optimal action at {5, N } is {a, b}. The cost of the information state {8, N } is then:
V (8N ) =

7
1 − β2

(3.99)

If β < 1, the cost of {8, N } is ﬁnite. However, if we consider problem CD, β is
equal to exactly one and the cost of diagnosing the failure from this information
state becomes inﬁnite. The loop between states 5 and 8 means that it is possible
for an arbitrarily large number of observations to be necessary, thus the worst-case
undiscounted observation cost must be inﬁnite.

3.4.3

Limited Lookahead Algorithms for Cyclic Systems

Another technique to overcome the diﬃculties inherent in cyclic systems is to
consider a limited lookahead method similar to the one proposed in Section 3.2.6 for
acyclic timed automata. By restricting attention to a ﬁnite lookahead horizon, we no
longer need to make the switch from string-based to state-based information states,
as using limited lookahead ensures that only a ﬁnite set of strings are considered at
each stage.
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Figure 3.8: An automaton where applying the acyclic limited lookahead approach
directly results in the failure never being diagnosed.
However, in applying the limited lookahead method to cyclic systems, we must
take note of a ﬁne distinction that does not appear in acyclic automata; namely, the
distinction between preserving the property of diagnosability and the actual act of
diagnosing the failure. To see this diﬀerence, consider the example in Figure 3.8 and
suppose that Σf o = {c}, Σf = {f }, Σco = {a, b}, and that the limited lookahead
horizon is T  = 2. Suppose we apply the limited lookahead algorithm for acyclic
automata deﬁned in Equations (3.30) – (3.33) without modiﬁcation. At each stage,
the locally optimal action is always to observe only c, as it will always be possible to
pay to observe a and b beyond the lookahead horizon. Such a policy ensures that the
failure event is always diagnosable, but the actual diagnosis can be put of indeﬁnitely.
The “procrastination” characteristic described for the acyclic timed model is no longer
held in check by the existence of a ﬁnal, ﬁnite, deadline for diagnosis.
In order to ensure that diagnoses are made in a timely fashion, we consider a
surrogate problem wherein we introduce a penalty for the delay in diagnosis occurring
in uncertain information states. The delay in diagnosis for an information state is
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deﬁned as:
delay(π) = max( t : s = uf t)

(3.100)

s∈π

We require the delay penalty function R : N → R+ to have the following properties: 1) R is non-decreasing in N, and 2) ∃n ∈ N such that R(n) ≥ c(Σco ). The
ﬁrst condition ensures that the penalty for delaying a diagnosis increases as the delay
increases, while the second ensures that if the diagnosis has been delayed a suﬃcient
length of time, it becomes optimal to make whatever observations are necessary to
complete the diagnosis.
When assigning costs at the lookahead horizon, we consider two possibilities. In
the ﬁrst case we assign a cost based solely on the diagnosis delay before the horizon
if the information state is diagnosable when all observations are made beyond the
horizon.
In the second case, while determining whether or not the information state is
diagnosable, we also determine the worst-case diagnosis delay after the horizon when
all observations are made using the method of [80]. By considering the delay after the
lookahead horizon, in general we reduce the delay in diagnosis as the penalty function
R increases more rapidly.
To construct the σ-ﬁelds used in the limited lookahead algorithm, we ﬁrst create
the automaton GT  which generates all strings in L(G) of length T  of less. For
n = 0...T , we deﬁne a sequence of partitions using the method for acyclic untimed
automata:
Xn = {s ∈ PL−1 [P (GT  )] :

max

t∈P (GT  ))/P (s)

t = n}

(3.101)

and we deﬁne the sequence of σ-ﬁelds as follows:
Ft = σ(∪tn=0 Xn )
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(3.102)

We then assign a cost to all information states in F0 :
⎧
⎪
⎪
⎪
0
if π is F-certain
⎪
⎪
⎪
⎨
V  (π) = R(delay(π) + diagdelay(π)) if π is diagnosable
⎪
⎪
⎪
⎪
⎪
⎪
⎩∞
if π is non-diagnosable

(3.103)

We then determine the actions for information states in FT using the following
equation:
V  (π) = R(delay(π)) +

min {cg (π) + max V  (δ̂g(π),t (π, σ))}

g(π)∈2Σco

σ∈Σ∪

(3.104)

Upon solving this equation for V  (), we implement the observation action and
when an event is observed, we generate a new information state and then construct
a new sequence of σ-ﬁelds starting from that information state.
We construct the automaton GT  ,π , which generates those strings that are continuations of strings of π of length T  or less. We then construct the sequence of
partitions in a similar manner:

= {st ∈ PL−1 [P (GT  )] : s ∈ π ∧
Xπ,n

max

t∈P (GT  ))/P (s)

t = n}

(3.105)

and we deﬁne the sequence of σ-ﬁelds as follows:

)
Ft = σ(∪tn=0 Xπ,n

(3.106)

Returning to the example in Figure 3.8, suppose ν(a) = 1.25, ν(b) = 2, and that
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the delay penalty function is given by:
⎧
⎪
⎪
⎨n
R(n) =

3

⎪
⎪
⎩4

n ≤ 12

(3.107)

otherwise

If we do not consider delay beyond the lookahead horizon, the penalty for an information state of the form uc(ac)k + f c(bc)k is

R(delay(uc(ac)k +f c(bc)k )) = R( c(bc)k ) = R(2k+1) =

⎧
⎪
⎪
⎨ 2k+1
3

⎪
⎪
⎩4

k≤5

(3.108)

otherwise

The action at π =  is still to observe only c, as the penalty for the information
state uc + f c is 13 . At π = uc + f c, the action is still to observe only c, as the penalty
for the information state π  = ucac + f bcb is 1, less than the cost of observing either
a or b. However, at that information state, the action chosen by the algorithm is to
observe a, as the cost of observing a and diagnosing the failure is 1.25, less than the
delay cost occurred at the information state π  = ucacac + f bcbcb, which is 53 .
If we consider the delay beyond the lookahead horizon, instead of waiting until
π  = ucac + f bcb to observe a and make the diagnosis, the decision to observe a is
made at π = uc + f b. At this point, the cost of delaying the observation is given by

R(delay(ucac + f bcb) + diagdelay(ucac + f bcb)) = R(3 + 1) =

4
3

(3.109)

as we would need to wait for one event beyond the horizon to make the diagnosis.
Thus by considering the delay after the horizon, the diagnosis is made more promptly.
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3.4.4

Problem Formulation for Stochastic, Cyclic Automata

In an analogous analogous to the section on timed, acyclic automata, we now
consider the active acquisition of information problem for stochastic, cyclic automata.
We start be restating the deﬁnitions for logical, cyclic automata for the stochastic
framework.
Deﬁnition 3.19. An information state π is F -certain if Pr(s : f ∈ s | s ∈ π) = 1.
Deﬁnition 3.20. An information state π is N -safe if Pr(s : f ∈ s ∧ f ∈ L/s | s ∈
π) = 1.
Deﬁnition 3.21. An information state π is safe if π is F -certain or N -safe.
Deﬁnition 3.22. An information state π is non-diagnosable if ∃N ∈ N such that
for all n ≥ N , ∃t ∈ L/π such that t = n and the information state obtained by
implementing any policy g along t is uncertain, i.e, the information state π obtained
is such that 0 < Pr(s : f ∈ s | s ∈ π) < 1.
Deﬁnition 3.23. A language L(G) is surely diagnosed by an observation policy g if,
for all s ∈ L(G), the information state reached by implementing g along s is never
non-diagnosable.
Deﬁnition 3.24. Let H denote the set of all policies that diagnose L(G). The
language L(G) is surely diagnosable if H is non-empty, i.e., if there exists a policy
that surely diagnoses L(G).
For stochastic automata we consider the expected cost instead of the worst-case
cost. Deﬁne the performance criterion:
J(g) = {E g (cg (s))}

(3.110)

where cg (s) denotes the cost of implementing policy g along the trajectory s. The
performance criterion is thus the expected total cost of policy g.
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The active acquisition of information problem, or stochastic cyclic sure diagnosis
problem, is deﬁned as follows.
Problem SCSD. Find a policy g ∗ ∈ H such that
J(g ∗ ) = inf(J(g)|g ∈ H) < ∞

3.4.5

(3.111)

Solution Existence in the Cyclic, Stochastic Case

As in the section on logical cyclic automata, we assume that all observable events
have a non-zero cost of observation; this cost may be arbitrarily close to zero.
Just as in the case of acyclic systems, we ﬁrst consider conditions necessary and
suﬃcient to ensure that a language can be diagnosed at ﬁnite cost. To ﬁnd such
conditions, we consider the work on diagnosability of stochastic discrete-event systems
discussed in Chapter 2.
Review of Stochastic Diagnosability
The notions of stochastic diagnosability replace the logically sure statements of
the deﬁnition of diagnosability for logical automata in [31] with probabilistic almost
sure statements. In developing these deﬁnitions, we assume that the automaton G
under consideration has no cycle of unobservable events (cf. Assumption 2.2). Of the
two deﬁnitions presented, the stricter is A-diagnosability.
Deﬁnition 3.25. (A-diagnosability) A live, preﬁx-closed language L is A-diagnosable
with respect to a projection P and a set of transition probabilities p if

(∀ > 0)(∃N ∈ N)(∀s ∈ Ψ(Σfi ) ∧ n ≥ N )
{Pr(t : DF (st) = 0 | t ∈ L/s ∧ t = n) < } (3.112)
where Ψ(Σfi ) denotes the set of strings whose ﬁnal event is a faulty event in Σfi and
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the diagnosability condition function DF is as in Equation (3.80):

DF (s) =

⎧
⎪
⎪
⎨1 if PL [P −1 (s)] is F -certain
⎪
⎪
⎩0 otherwise

(3.113)

If a system is A-diagnosable, when a failure occurs, the probability of a continuation that does not allow the failure to be diagnosed approaches zero as the length of
the continuation approaches inﬁnity. However, according to Deﬁntion 3.25, we still
need to be logically certain that a failure has occurred in order to call it diagnosed.
In the second deﬁnition, AA-diagnosability, we weaken the requirement necessary to
diagnose a failure.
Deﬁnition 3.26. (AA-Diagnosability) A live, preﬁx-closed language L is
AA-diagnosable with respect to a projection P and a transition probability function
p if

(∀ > 0 ∧ ∀α < 1)(∃N ∈ N)(∀s ∈ Ψ(Σfi ) ∧ n ≥ N )
{Pr(t : DαF (st) = 0 | t ∈ L/s ∧ t = n) < } (3.114)
where the diagnosability condition function Dα is:

DαF (st) =

⎧
⎪
⎪
⎨1 if Pr(ω : Σfi ∈ ω | ω ∈ PL−1 [P (st)]) > α
⎪
⎪
⎩0 otherwise

(3.115)

Thus a system is AA-diagnosable if almost every continuation of a certain length
after a failure event leads to a state where we are almost certain that the failure has
occurred with probability greater than α, for any α arbitrarily close to, but not equal
to, one. Conditions necessary and suﬃcient to conﬁrm A-diagnosability and suﬃcient
to conﬁrm AA-diagnosability are given in Chapter 2. The conditions derived for A128

and AA-diagnosability require the construction of a “stochastic diagnoser”; we will
highlight the features of the stochastic diagnoser relevant to the active acquisition of
information problem below, simplifying the discussion by only considering the case
of one failure type. A full analysis of the stochastic diagnoser (including the case of
multiple failure types) is found in Chapter 2.
The stochastic diagnoser for a stochastic ﬁnite-state machine G is the machine:

Gd = (Qd , Σo , δd , q0 , Φ, φ0 )

(3.116)

where
• Qd is the set of logical elements
• Σo is the set of observable events
• δd is the transition function of the diagnoser
• q0 ∈ Qd is the initial logical element, deﬁned as {(x0 , {N })}
• Φ is the set of probability transition matrices
• φ0 is the initial probability mass function on q0
A logical element of a stochastic diagnoser corresponds to a state of a logical diagnoser.
A logical element q ∈ Qd consists of a set of components of the form (q, x, l), where
each x ∈ Xo is an observable state of the original stochastic automaton and each
l ∈ Δ is a label indicating which failures in the system may have occurred. The
set Δ here contains two elements: N , indicating that no fault has occurred, and F ,
indicating that a fault has occurred. Labels evolve according to the label propagation
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function, which is deﬁned as LP : Xo × Δ × Σ∗o → Δ

LP (x, l, s) =

⎧
⎪
⎪
⎨{N }if l = {N } ∧ Σf ∈ s]
⎪
⎪
⎩{F }otherwise

(3.117)

Using the label propagation function and the transition functions of the stochastic
diagnoser and the original system, we can deﬁne a component transition function
δcomp : Qd × X × Δ × Σ∗ → Qd × X × Δ to show how the stochastic diagnoser evolves
as particular strings are executed in the original stochastic automaton G.

δcomp (q, x, l, s) = (δd (q, Proj (s)), δ(x, s), LP (x, l, s))

(3.118)

Considering how components of diﬀerent logical elements connect with each other is
important because the probabilistic elements of the stochastic diagnoser, Φ and φ0 ,
deﬁne a Markovian structure on the components of each logical element. We can
thereby classify components as either transient or recurrent in the sense of transient
or recurrent states of Markov chains [51]; doing so allows us to apply theorems about
recurrence in Markov Chains to ﬁnd conditions for stochastic diagnosability and for
solution existence for Problem SCSD.
Strict-A-Diagnosability; Solution Existence for Problem SCSD
We now state necessary and suﬃcient conditions for Problem SCSD. In order to
state the conditions under which a stochastic automaton is diagnosable under an observation policy with ﬁnite observation cost, we require need the following preliminary
deﬁnitions.
Deﬁnition 3.27. A logical element of a stochastic diagnoser is N -safe if every information state π such that q(π) = q is N -safe.
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Deﬁnition 3.28. A language L is strictly-A-diagnosable if
(∀ > 0)(∃N ∈ N)(∀n > N )[Pr(s : DF (s) = 0 ∧ D̂N (s) = 0 | s = n) < ] (3.119)
where the diagnosis condition functions D̂N and DF are deﬁned in Equations (3.79)
and (3.80).
Necessary and suﬃcient conditions for strict-A-diagnosability can be stated using
the stochastic diagnoser.
Theorem 3.8. A system is strictly-A-diagnosable if and only if every recurrent component of its associated stochastic diagnoser lies in a certain and safe state.
Proof: (Suﬃciency) Let C be the set of components of a stochastic diagnoser, and
let Tc ∈ C and Rc ∈ C be the sets of transient and recurrent components, respectively.
Suppose that every q ∈ Qd that contains a recurrent component (q, x, lf ) ∈ Rc such
that Σfi ∈ lf is Fi -certain.
By Lemma 2.1, there exists n ∈ N such that ∀c = (q, x, l) ∈ C
Pr(s : δcomp (c0 , s) ∈ Tc | s = n) < 

(3.120)

Since δcomp (x0 , s) is a component of the diagnoser of the system reached by s, this
implies that:
Pr(s : δcomp (c0 , s) ∈ Rc | s = n) ≥ 1 − 

(3.121)

Therefore, if at least n events have occurred, with probability greater than 1 − , we
will reach an element that contains at least one recurrent component.
If the true behavior of the system reaches a recurrent component, then, by assumption, that component is part of a certain and safe logical element. Therefore
either DF (s) = 1 or D̂N (s) = 1.
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Since the probability of reaching an certain and safe element is at least 1 − ,
Pr(s : DF (s) = 1 ∨ D̂N (s) = 1 | s = n) ≥ 1 − 

(3.122)

Pr(s : DF (s) = 0 ∧ D̂N (s) = 0 | s = n) < 

(3.123)

Therefore if every logical element containing a recurrent component lies in a safe,
certain state, the system is strictly-A-diagnosable.
(Necessity) Necessity will be shown by contradiction. Suppose there exists a string
s such that s transitions the system from the initial state to a recurrent component
cR in a state that is neither certain nor safe. Let the probability of s be denoted by
ps .
Since cR is not in a certain, safe state, both DF (s) and D̂N (s) are equal to zero.
Furthermore, since cR is recurrent, the system will be able to return to cR following
any continuation t of s. Therefore, along any continuation t of length n − s , both
DF (s) and D̂N (s) remain equal to zero because if either diagnosability condition
function were equal to one, it would not be possible for the system to return to cR .
Consequently,
Pr(t : DF (st) = 0 ∧ D̂N (st) = 0 | t ∈ L/s ∧ t = n − s ) = 1
Pr(st : DF (st) = 0 ∧ D̂N (st) = 0 | st = n) = ps

(3.124)

(3.125)

Since ps > 0, there exists 0 <  < ps such that
Pr(st : DF (st) = 0 ∧ D̂N (st) = 0 | st = n) > 

(3.126)

Thus the language is not strictly-A-diagnosable.
From the theorem, it is clear that strict-A-diagnosability implies A-diagnosability,
as the necessary and suﬃcient condition for A-diagnosability is satisﬁed whenever the
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necessary and suﬃcient condition for strict-A-diagnosability is satisﬁed. We now show
that strict-A-diagnosability is the necessary and suﬃcient condition for a stochastic
automaton to be diagnosable at ﬁnite expected cost.
Theorem 3.9. A stochastic automaton is diagnosable at ﬁnite expected cost if and
only if the automaton is strictly-A-diagnosable when all events in Σo are observed.
Proof: (Suﬃciency) Suppose that L is diagnosable at ﬁnite expected cost, and
suppose that the smallest observation cost for an observable event is γ > 0. Let the
cost of diagnosing L be denoted by M , and let g ∗ be an optimal policy that diagnoses
L at cost M . Then for all N ∈ N,
∗

∗

M = E(cg (s) | #gobs (s) ≤ N )P (s : #obs (s) ≤ N )
∗

∗

+ E(cg (s) | #gobs (s) > N )P (s : #obs (s) > N ) (3.127)
∗

where #gobs (s) denotes the number of events observed by the policy g ∗ along the string
s.
Consider N >> M . The expected cost if more than N total observations are
needed to observed is at least N γ, so
∗

M ≥ N γ Pr(s : #gobs (s) > N )

(3.128)

If N is chosen to be very large, the probability that more than N observations are
needed to make a diagnosis become smaller, i.e., for all  > 0, there exists N1 ∈ N
such that
Pr(s : #g∗ ,obs (s) ≥ N1 + 1) <


2

(3.129)

Thus the probability that the system is not diagnosed after N1 is given by:
Pr(s : DF (st) = 0 ∧ D̂N (st) = 0 ∧ #g∗ ,obs (s) ≥ N1 + 1) <
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2

(3.130)

Consider the possible number of unobservable events that may occur between two
observed events, and suppose that a diagnosis has yet to be made. Since the system
is diagnosable at ﬁnite cost, another observation must occur with probability one.
Therefore, since diagnosis occurs in ﬁnite time almost surely, the number of events
between each pair of observations is ﬁnite almost surely, and thus for all  > 0, N1 ∈ N,
there exists N2 ∈ N such that
Pr(DF (st) = 0 ∧ D̂N (st) = 0 ∧ u ≥ N2 ) <


2(N1 + 1)

(3.131)

where u denotes a sequence of unobservable events between two consecutive observable
events. Therefore, the probability that at least one of N1 + 1 consecutive sequences
of unobservable events is of length no less than N2 is less than 2 .
Set N = (N1 + 1)(N2 + 1). Because the probability of a sequence of greater
than N2 unobservable events occurring is small (as a result of Inequality (3.131), the
probability that fewer than N1 events are observed in a string of length N is less than

.
2

If at least N1 events are observed, Inequality (3.130) indicates that the probability
that a diagnosis will not be made is also less than 2 .
The union of the two cases (where either less than N1 events are observed or at
least N1 events are observed and no diagnosis is made) contains all strings of length
N where a diagnosis will not be made. Thus, by taking the union bound, we have
Pr(s : DF (s) = 0 ∧ D̂N (s) = 0 | s = N ) < 

(3.132)

Pr(s : DF (s) = 1 ∨ D̂N (s) = 1 | s = N ) ≥ 1 − 

(3.133)

Therefore, the system is strictly-A-diagnosable.
(Necessity) Necessity will be shown by contradiction using the necessary and sufﬁcient condition for strict-A-diagnosability. Suppose there exists a string s such that
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s transitions the system from the initial state to a recurrent component cR in a state
that is either uncertain or unsafe. Let the probability of s be denoted by ps .
Since cR is not in a certain, safe state, we must choose an observation policy that
observes at least one event and thus by assumption has a positive cost. Furthermore,
since cR is recurrent, the probability that the system returns to the logical element
containing cR inﬁnitely often is 1.
Since each time the system reaches this logical element the language is not diagnosed, we must pay a positive cost inﬁnitely often. Since we must pay an inﬁnite cost
with probability ps > 0, the expected cost of diagnosing the language is inﬁnite.
Therefore, if the language can be diagnosed at ﬁnite expected cost, each recurrent
component in its stochastic diagnoser must lie in a certain, safe state, and thus a
language is diagnoable at ﬁnite expected cost only if it is strictly-A-diagnosable.

3.4.6

Solution Existence for Almost Sure Diagnosability

We can formulate the active acquisition of information problem for the case when
diagnosis is made when the probability of failure is greater than a pre-deﬁned α < 1
in a similar manner as above by again modifying the deﬁnitions necessary to state
what it means for an observation policy to diagnose a failure.
Deﬁnition 3.29. An information state π is almost-F -certain if Pr(s : f ∈ s | s ∈
π) > α.
Deﬁnition 3.30. An information state π is almost-N -safe if Pr(s : f ∈ s ∧ f ∈ L/s |
s ∈ π) > α.
Deﬁnition 3.31. An information state π is almost safe if π is almost-F -certain or
almost-N -safe.
Deﬁnition 3.32. An information state π is uncertain if α > Pr(s : f ∈ s | s ∈ π) >
1 − α.
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Deﬁnition 3.33. An information state π is non-diagnosable if ∃N ∈ N such that
for all n ≥ N , ∃t ∈ L/π such that t = n and the information state obtained by
implementing any policy g along t is uncertain in the sense of Deﬁnition 3.32.
Deﬁnition 3.34. A language L(G) is almost surely diagnosed by an observation
policy g if, for all s ∈ L(G), the information state reached by implementing g is never
non-diagnosable in the sense of Deﬁnition 3.33.
Deﬁnition 3.35. Let Ĥ denote the set of all policies that almost surely diagnose
L(G). The language L(G) is almost surely diagnosable if Ĥ is non-empty, i.e., if there
exists a policy that surely diagnoses L(G).
Deﬁne the performance criterion:
J(g) = {E(cg (s))}

(3.134)

where cg (s) denotes the cost of implementing policy g along the trajectory s. As is
problem SCSD, the performance criterion is thus the expected total cost of policy g.
The active acquisition of information problem, or stochastic cyclic almost sure
diagnosis problem, is deﬁned as follows.
Problem SCASD. Find a policy g ∗ ∈ Ĥ such that
J(g ∗ ) = inf(J(g)|g ∈ Ĥ) < ∞

(3.135)

Strict-AA-diagnosability; Solution Existence for Problem SCASD
For an optimal ﬁnite-cost solution to Problem SCASD to exist, we wish to ensure
that, as in the case of Problem SCSD, a diagnosis is almost surely made in a ﬁnite
amount of time. We therefore deﬁne strict-AA-diagnosability in a similar manner to
strict-A-diagnosability.
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Deﬁnition 3.36. A language is strictly-AA-diagnosable if
(∀ > 0 ∧ ∀α < 1)(∃N ∈ N)(∀n > N ) Pr(s : DαF (s) = 0 ∧ D̂αN (s) = 0 | s = n) < 
(3.136)
where:

DαF (st) =

⎧
⎪
⎪
⎨1 if Pr(ω : Σfi ∈ ω | ω ∈ PL−1 [P (st)]) > α
⎪
⎪
⎩0 otherwise

(3.137)

and the function D̂αN is deﬁned analogously to DαF .
Even though strict-A-diagnosability is a more stringent condition than
A-diagnosability, this is not the case with their almost sure equivalents. In fact, strictAA-diagnosability and AA-diagnosability are identical conditions. While it is fairly
clear that strict-AA-diagnosability should imply AA-diagnosability, the opposite implication is not intuitively obvious; the idea behind the result of Theorem 3.10 below
is as follows. If a system is AA-diagnosable and no failure occurs, the probability that
the system does not reach a safe normal state becomes arbitrarily small in the long
run, as the set of unsafe normal states is transient. Thus if no failure occurs, we will
almost surely eventually diagnose that the system is in normal operation, and since
the system is AA-diagnosable, we will almost surely eventually diagnose any failure
events. We show this equivalence formally in the following theorem.
Theorem 3.10. A language L is strictly-AA-diagnosable if and only if it is AAdiagnosable.
Proof: (Necessity) We prove by contradiction that if L is strictly-AA-diagnosable,
L must also be AA-diagnosable.
Suppose L is strictly-AA-diagnosable, but not AA-diagnosable. Since L is not
AA-diagnosable, there exists s ∈ Ψ(Σfi ) such that, for some 1 > 0 and α < 1 such
137

that 1 > 1 − α, there exists an arbitrarily large n1 such that
Pr(t : DαF (st) = 0 | t ∈ L/s ∧ t = n1 − s ) ≥

1
ps

(3.138)

where ps is the probability of the string s. Therefore
Pr(st : DαF (st) = 0 | st = n1 ) ≥ 1

(3.139)

Choose 2 such that 1 > 2 > 1 − α. Since L is strictly-AA-diagnosable, there
exists N ∈ N such that for n2 > N ,
Pr(s : DαF (s) = 0 ∧ D̂αN (s) = 0 | s = n2 ) < 2 − (1 − α)

(3.140)

Pr(s : DαF (s) = 1 ∨ D̂αN (s) = 1 | s = n2 ) ≥ 1 − 2 + (1 − α)

(3.141)
(3.142)

Hence,
Pr(s : DαF (s) = 1 | s = n2 )+Pr(s : D̂αN (s) = 1 | s = n2 ) ≥ 1−2 +(1−α) (3.143)

Furthermore,

Pr(s : DαF (s) = 1 ∧ f ∈ s | s = n2 ) + Pr(s : D̂αN (s) = 1 ∧ f ∈ s | s = n2 )
+ Pr(s : DαF (s) = 1 ∧ f ∈ s | s = n2 ) + Pr(s : D̂αN (s) = 1 ∧ f ∈ s | s = n2 )
≥ 1 − 2 + (1 − α) (3.144)
Consider the probability that a string is misdiagnosed as faulty, i.e. Pr(s : DαF (s) =
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1 ∧ f ∈ s | s = n2 ) This probability is equal to

Pr(s : DαF (s) = 1 ∧ f ∈ s | s = n2 ) = Pr(s : f ∈ s | DαF (s) = 1 ∧ s = n2 )
Pr(s : DαF (s) = 1 | s = n2 ) (3.145)
≤ (1 − α) Pr(s : DαF (s) = 1 | s = n2 )

(3.146)

Inequality (3.146) follows from the fact that if a diagnosis of “faulty” has been made,
the probability that a fault has not occurred can be no greater that 1 − α. Similarly,
it can be shown that
Pr(s : D̂αN (s) = 1 ∧ f ∈ s | s = n2 ) ≤ (1 − α) Pr(s : D̂αN (s) = 1 | s = n2 ) (3.147)

By combining the inequalities (3.144), (3.146), and (3.147), we obtain
Pr(s : DαF (s) = 1 ∧ f ∈ s | s = n2 ) + Pr(s : D̂αN (s) = 1 ∧ f ∈ s | s = n2 ) ≥ 1 − 2
(3.148)
Choose n = max(n1 , n2 ). Inequalities (3.139) and (3.148) both still hold for n and
they hold for arbitrarily large n1 and n2 , respectively. These inequalities can therefore
be added, so

Pr(s : DαF (s) = 1 ∧ f ∈ s | s = n) + Pr(s : D̂αN (s) = 1 ∧ f ∈ s | s = n)
+ Pr(s : DαF (s) = 0 ∧ f ∈ s | s = n) ≥ 1 + 1 − 2 (3.149)

Since the three probabilities on the left hand side of the above equation are of disjoint
events, they can be combined into one term. Consequently, we have that
Pr(s : f ∈ s ∨ D̂αN (s) = 1 ∧ f ∈ s | s = n) ≥ 1 + 1 − 2
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(3.150)

However, since 1 > 2 , the probability of this event is greater than 1. Therefore we
have reached a contradiction, and L cannot be both strictly-AA-diagnosable and not
AA-diagnosable. Therefore if L is strictly-AA-diagnosable, L is AA-diagnosable.
(Suﬃciency) We wish to prove that it that if L is AA-diagnosable, then L is also
strictly-AA-diagnosable; we do this by proving the contrapositive statement. Suppose
L is not strictly-AA-diagnosable. Then there exist 1 > 0, α < 1 such that for all
N ∈ N, there exists n1 > N such that
Pr(s : DαF (s) = 0 ∧ D̂αN (s) = 0 | s = n1 ) ≥

1
1−α

(3.151)

Let S = {s : DαF (s) = 0 ∧ D̂αN (s) = 0 ∧ s = n1 }. Partition the set S into
˙ 2 ∪˙ . . . ∪S
˙ k , where every string in each Si has a unique projection P (Si )
S = S1 ∪S
which consists of a single string in L. D̂αN (s) = 0 for all s in each Si . Therefore, for
each Si , the probability of a faulty event is at least 1 − α, and thus:
Pr(s : s ∈ Si ∧ f ∈ s) ≥ (1 − α) Pr(s : s ∈ Si )

(3.152)

Since each Si has a distinct projection, we can apply the above results to the union
of all Si , which is S. This results in:

Pr(s : DαF (s) = 0 ∧ D̂αN (s) = 0 ∧ f ∈ s | s = n1 )
≥ (1 − α) Pr(s : DαF (s) = 0 ∧ D̂αN (s) = 0 | s = n1 ) (3.153)

≥ 1

(3.154)

Pr(s : DαF (s) = 0 ∧ f ∈ s | s = n1 ) ≥ 1

(3.155)

Choose 2 < 1 . Again, by Lemma 2.1, there exists N2 ∈ N such that n2 > N2
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implies
Pr(f ∈ s ∧ f ∈ the ﬁrst N2 events of s | s = n2 ) < 2

(3.156)

Let pF denote the probability that a failure occurs in the ﬁrst N2 events of a
string. Choose  such that 1 = pF + 2 . Rewrite Inequality 3.155 as

Pr(st : DαF (st) = 0 ∧ f ∈ st ∧ f ∈ s | s = N2 ∧ t = n2 − N2 )
+ Pr(st : DαF (st) = 0 ∧ f ∈ s | s = N2 ∧ t = n2 − N2 ) ≥ pF + 2
(3.157)

From Inequality (3.156), the ﬁrst term of the above is less than 2 , and thus
Pr(st : DαF (st) = 0 ∧ f ∈ s | s = N2 ∧ t = n2 − N2 ) ≥ pF

(3.158)

The probability of st in the above inequality can be separated into two terms, one
for the probability of s and one for the probability of t:
Pr(s : f ∈ s | s = N2 ) Pr(t : DαF (st) = 0 | t ∈ L/s ∧ t = n2 − N2 ) ≥ pF (3.159)
Pr(t : DαF (st) = 0 | t ∈ L/s ∧ t = n2 − N2 ) ≥ 

(3.160)

where the above inequality follows from the fact that Pr(s : f ∈ s | s = Ns ) = pF .
Therefore, the language L is not AA-diagnosable.
Having demonstrated that strict-AA-diagnosability and AA-diagnosability are
equivalent, we can now state the conditions under which Problem SCASD has a
solution.
Theorem 3.11. A stochastic automation is diagnosable under condition Dα for all
α < 1 at ﬁnite expected cost if and only if the automaton is AA-diagnosable when all
event in Σo are observed.
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Proof: (Necessity) Choose any α < 1 and  > 0. If the system is AA-diagnosable,
then after n(α, ) events, an almost sure diagnosis with respect to the diagnosability
condition functions D̂αN and DαF will be made with probability 1 − . Since for any
 > 0, this bound n(α, ) is ﬁnite, the number of events we need to observe to make a
diagnosis to α is ﬁnite and bounded with probability 1. Therefore the expected cost
of the system is ﬁnite.
(Suﬃciency) The prove for suﬃciency is the same as in the case of exact diagnosis.

Using Theorem 2.4, we can now state a suﬃcient condition for a stochastic automaton to be diagnosable with ﬁnite expected cost.
Corollary 3.1. A stochastic automaton is diagnosable under condition Dα for all
α < 1 at ﬁnite expected cost if the set of recurrent components in each logical element
of its stochastic diagnoser is certain.

3.4.7

Comments on Solution Methods

In general, the state estimate of a stochastic automaton is an element of an inﬁnite
space, as there may be an inﬁnite number of probability mass functions associated
with a given logical diagnoser state [50]. Thus we cannot perform a reduction from
an inﬁnite set of string-based information states to the ﬁnite set of state-based information states as in the logical case.
For Problem SCSD, we can assign costs to certain information states as follows:
⎧
⎪
⎪
⎨0
V (π) =

if π is safe

⎪
⎪
⎩∞ if π is not strictly-A-diagnosable

(3.161)

where an information state π = s1 +s2 +· · ·+sn is deﬁned to be strictly-A-diagnosable
if the language Lπ := P̂ (s1 )t1 + P̂ (s2 )t2 +· · ·+ P̂ (sn )tn is strictly-A-diagnosable, where
142

P̂ is the projection of Σ onto Σuo .
An optimal policy can be computed by solving the dynamic programming equation:
V (π) =

min {cg(π) +

g(π)∈2Σco



V (δ̂g(π) (π, σ))Pg(π) (σ | π)}

(3.162)

σ∈Σg(π),obs

where Pg(π) (σ | π) indicates the probability that the next observed event is σ, given
the current information state of the system is state π and the chosen control action
is g(π).
For Problem SCASD, we initialize the dynamic program by assigning costs as
⎧
⎪
⎪
⎨0

follows:
V (π) =

if π is safe

⎪
⎪
⎩∞ if π is not AA-diagnosable

(3.163)

where an information state π is deﬁned to be AA-diagnosable if the language Lπ is
AA-diagnosable.
While ﬁnding an optimal policy requires considering optimal action for an inﬁnite
set of information states, we can ﬁnd a suboptimal policy by modifying the limited
lookahead algorithm of Section VI to minimize the expected observation cost before
the lookahead horizon instead of the maximal observation cost.

3.5

Discussion

This chapter provides a framework for formulating and solving various active
acquisition problems in discrete-event systems relating to fault diagnosis and supervisory control. For acyclic systems, the problem of ﬁnding an optimal observation
policy can be solved by ﬁrst identifying an appropriate ﬁltration of σ-ﬁelds of information states comprised of sets of strings, and then solving a dynamic program for
both logical and stochastic models. For cyclic systems, in order to ensure that the
information space is ﬁnite, the set of string-based information states is reduced to the
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set of diagnoser states. In that case, the dynamic programming technique results in
a set of algebraic equations.
Further research is necessary in the area of computational eﬃciency. In acyclic
systems, the size of the information space is in the worst case doubly exponential with
respect to the size of the ﬁnite horizon. In cyclic systems, the set of diagnoser states
is exponential with respect to the state space of the automaton under consideration.
In this paper, we presented limited lookahead algorithms for both classes of systems
that provide a ﬁrst attempt at ﬁnding eﬃcient algorithms for optimal and suboptimal
solutions. Heuristic methods may be more successful in ﬁnding eﬃcient algorithms
for particular classes of systems.
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CHAPTER 4
Intrusion Detection in Controlled Discrete Event
Systems

4.1

Introduction

Discrete event systems (DES) are dynamic systems that evolve in response to
abrupt changes in the system called events. DES have natural applications in systems such as telecommunications networks [12], [54] and computer systems that are
fundamentally discrete in nature, but through abstration DES models have also been
applied to systems such as heating, ventilation, and air conditioning systems [14] and
traﬃc systems [13].
Supervisory control theory [22] has been developed to address many questions
related as to how to ensure that a DES will operate in a desired manner. A schematic
diagram of a basic supervisory control system in DES is shown in Figure 4.1. A
DES G is partially observed by a supervisor SP . Based on its knowledge of its
past observations and the speciﬁcation that it is trying to implement, the supervisor
chooses a set of events to enable in the DES G. This set of events is enabled by the
supervisor and all other events are disabled.
Where our model diﬀers from that of the basic centralized supervisory control
problem is in the presence of interference aﬀecting the output that the supervisor
feeds back into the DES. There can be multiple interpretations of the cause of this
interference: the communication channel between the supervisor and the system may
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Figure 4.1: A supervisory control system with an intruder aﬀecting control actions.
be noisy; some of the controllers may be faulty and unable to execute the supervisor’s
commands to disable particular events; or a malicious agent may have inﬁltrated the
channel in order to sabotage the system’s performance. The approach of this chapter
is to consider the worst-case damage that can be caused by this interference; for that
reason we prefer the interpretation of the interference as being caused by an intruder
attempting to damage the system as much as possible. Such an interpretation is
particularly useful with respect to communication networks and computer systems,
where an unknown number of potentially malicious users have some access to the
system.
The intrusion detection problem we consider relates somewhat to the problem
of diagnosis of DES (for an overview, see [11]), particularly with the idea of safe
diagnosability [65]. In safe diagnosability, the objective is to detect the occurrence of
failure events before a “catastrophic” event can occur that can damage the system.
In one of the problems we consider in this chapter, we have a similar goal: to know
if the system can detect the presence of interference and prevent an intruder from
reaching an undesirable state where damage can be done to the system.
If the system under consideration is part of a larger communication or computer
network (e.g., the Internet), designing the system with the knowledge that intruders
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may interfere with its performance is essential. Allowing the system to execute tasks
of little reward may result in large penalties; for example, on the Internet, allowing
attachments to e-mails to run automatically saves a small amount of time at best,
but allows viruses to cause a lot of damage. Determining what set of tasks should
be allowed by the supervisor is a problem of optimization that we approach using a
similar method to that of Chapter 3. Like [81] and [82], we use dynamic programming
as a tool in our optimization of DES.
In this chapter we consider three main problems. The ﬁrst problem is to determine
conditions necessary and suﬃcient to guarantee that a supervisor block the execution
of any bad strings while achieving a given speciﬁcation; it is discussed in Section 4.3.
The second problem, discussed in Section 4.4, is to develop a method to assess the
damage that an intruder can achieve in the case where the supervisor cannot block
all bad strings. The third problem is to determine an optimal speciﬁcation for a
supervisor to achieve in the case of an intrusion; it is discussed in Section 4.5. The
results of these sections are illustrated with an example in Section 4.6. The same
three problems are discussed from the case of a decentralized architecture in Sections
4.7 – 4.9. Discussion of the results and possibilities for future research are found in
Section 4.10.

4.2

Modelling Formalism

The model under consideration is a discrete-event system modelled by a ﬁnite
state automaton G = (X, Σ, δ, x0 , Xm ), where
• X is a ﬁnite set of states
• Σ is a ﬁnite alphabet of events
• δ : X × Σ → X is a (partial) transition function
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• x0 ∈ X is an initial state
• Xm ⊆ X is a set of marked states
We denote the language generated by G as L(G) = L and the language marked
by G as Lm (G) = Lm .
The automaton G is partially observable; that is, the event set Σ is partitioned
˙ uo , where Σo denotes the set of observable events and Σuo the set of
into Σ = Σo ∪Σ
unobservable events. We deﬁne a projection function P : Σ∗ → Σ∗o and its inverse
∗

onto L, PL−1 : Σ∗o → 2Σ , in the usual manner [17].
˙ uc , where Σc
G is also partially controllable; Σ is also partitioned as Σ = Σc ∪Σ
denotes the set of controllable events and Σuc the set of uncontrollable events. We
make no assumption as to the relationship between Σo and Σc .
With access only to the given observable and controllable events, we can deﬁne a
supervisor SP . This supervisor is often deﬁned as a function SP : P (L) → 2Σ which
indicates which events the supervisor enables based on what sequence of events it has
observed.
The supervisor SP is able to achieve a given speciﬁcation K ⊆ Lm (G). The
speciﬁcation consists of all those strings in Lm (G) that reach desirable marked states.
+
and analogously denote the
We will denote this set of desirable marked states by Xm

set of strings that terminate in desirable marked states as L+
m = K.
The supervisor also prevents the system from reaching marked states not included
+
−
. We will denote this set of undesirable marked states by Xm
. Thus the set of
in Xm
+˙
−
marked states is partitioned as Xm = Xm
. The set of strings that terminate in
∪Xm

undesirable marked states is denoted by L−
m.
In the absence of an intrusion, the supervisory control system works as desired: all
+
−
states in Xm
are reachable under control and no states in Xm
are. Now suppose that

an intruder has the ability to override the supervisor’s decision to disable a particular
event for a certain set of unreliable controllers Σf ⊆ Σc . Thus, an event is enabled
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if either the supervisor or the intruder chooses to enable it. We will denote the set
of events that are controllable under intrusion as Σc,f = Σc \Σf and the set of events
that are uncontrollable under intrusion as Σuc,f = Σuc ∪ Σf .
In general, if the intruder chooses to interfere with the control actions chosen by
the supervisor, the supervisor may not be able to achieve all the desirable states
without allowing the intruder to execute traces that reach undesirable states. We
wish to identify conditions under which the supervisor can prevent the execution of
illegal strings.

4.3

Conditions for Detecting Intruders

Whether or not the supervisor is capable of disabling strings that reach undesirable
states depends on the speciﬁcation that the supervisor is trying to achieve. Given a
speciﬁcation K, the ﬁrst question we must consider is whether there exists a supervisor
that achieves K, and, if so, how exactly to deﬁne that supervisor. The conditions
under which K can be achieved appear in the controllability and observability theorem
[24]. These conditions are stated using the two deﬁnitions that follow.
Deﬁnition 4.1. (From [23]) A speciﬁcation K is controllable with respect to L and
Σuc if
KΣuc ∩ L ⊆ K

(4.1)

Deﬁnition 4.2. (From [24]) A speciﬁcation K is observable with respect to L, P ,
and Σc if for all s ∈ K and σ ∈ Σc ,
(sσ ∈ K) and sσ ∈ L ⇒ PL−1 [P (s)]σ ∩ K = ∅

(4.2)

Using these deﬁnitions, the controllability and observability theorem is stated as:
Theorem 4.1. There existing a non-blocking supervisor SP for G that achieves K =
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L+
m if and only if
1. K is controllable with respect to L and Σuc
2. K is observable with respect to L, P , and Σc
The proof of Theorem 4.1 given in [17] is constructive in that it deﬁnes a supervisor
SP that achieves the speciﬁcation K as:
SP (t) = Σuc ∪ {σ ∈ Σc : ∃s σ ∈ K(P (s ) = t)}

(4.3)

Having deﬁned a supervisor that achieves the speciﬁcation K, we can now discuss
which strings in L−
m can be disabled by this supervisor in the presence of an intrusion.
An arbitrary string s− ∈ L−
m contains any number of controllable events, some of
which are rendered uncontrollable in fact by the intruder. In order for the supervisor
to prevent the system from executing s− , it must choose to disable one of the events
in Σc,f that occurs along the trajectory of s− .
The supervisor will disable an event in Σc,f for one of two reasons. Either the
supervisor has detected that the system is not moving towards any desirable state, in
which case it should attempt to disable all possible events, or it has not detected any
problem in the system and the event is disabled in order to achieve the speciﬁcation
K.
For the supervisor SP that achieves the speciﬁcation K as given in Theorem 4.1,
we deﬁne the set of strings disabled by SP as:
Ldisable = {sσ ∈ Σ∗ Σc,f : PL−1 [P (s)]σ ∩ K = ∅}

(4.4)

Having deﬁned Ldisable , we can now state a condition under which we can ensure
that a supervisor prevents an intruder with certain capabailites from steering the
system to undesirable marked states.
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Deﬁnition 4.3. A language L−
m is disarmable with respect to a language L(G), a
speciﬁcation K = L+
m , a projection P , Σc , and a set of unreliable controllers Σf if
∗
L−
m ⊆ Ldisable Σ

(4.5)

−
−
The interpretation of this deﬁnition is L−
m is disarmable if every string s ∈ Lm

contains a controllable event that will be disabled by the supervisor, even in the
presence of an intruder.
Using the deﬁnition of disarmability and the results of Theorem 4.1, we can state
conditions under which there exists a supervisor that can: 1) achieve K in the absence
of an intrusion; and 2) disarm an intruder before executing a trace in L−
m.
Theorem 4.2. There exists a supervisor SP for G that achieves K and prevents the
execution of L−
m if and only if
1. K is controllable with respect to L and Σuc
2. K is observable with respect to L, P , and Σc
3. L−
m is disarmable with respect to L,K,P ,Σf , and Σc
Proof: From the proof of Theorem 4.1, a supervisor that achieves the speciﬁcation
K, provided that K is controllable and observable, is:
SP (t) = Σuc ∪ {σ ∈ Σc : ∃s σ ∈ K(P (s ) = t)}

(4.6)

−
∗
(Necessity) Suppose that L−
m is disarmable, i.e., Lm ⊆ Ldisable Σ . We will show

that there exists a supervisor SP that achieves K and prevents the execution of L−
m.
−1


Then for each s ∈ L−
m , there exists a preﬁx s σ such that σ ∈ Σc,f and PL [P (s )]σ ∩

K = ∅.
Consider the control action taken by the supervisor SP upon observing P (s ), that
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is, SP (P (s )). The event σ will only be an element of SP (P (s )) if there exists s such
that s σ ∈ K and P (s ) = P (s ).
However, since PL−1 [P (s )]σ ∩ K = ∅, it follows that for all s such that P (s ) =
P (s ), {s σ} ∩ K = ∅, and hence that s σ ∈ K. Therefore σ ∈ SP [P (s )], and thus
the string s is disabled by SP . Since all traces in L−
m can be disabled in this way, the
supervisor can completely disable the language L−
m.
(Suﬃciency) Now suppose every string s ∈ L−
m is disabled by the supervisor SP ;

we will shows that L−
m must be disarmable. Then for all s, there exists a preﬁx s σ

such that σ ∈ Σc,f and σ ∈ SP (P (s ).
Since σ ∈ SP (P (s ), then for all s PL−1 [P (s )], s σ ∈ K, and thus, PL−1 [P (s )]σ ∩
K = ∅.
The string s σ is an element of Σ∗ Σc,f . Therefore, the set of strings that are
disabled by SP under intrusion are those with a preﬁx in the set
{sσ ∈ Σ∗ Σc,f : PL−1 [P (s)]σ ∩ K = ∅}

(4.7)

which is, by deﬁnition, Ldisable . The set of all strings that are disabled by SP is then
−
Ldisable Σ∗ . Since K is achievable, every string in L−
m will be disabled, i.e. Lm ⊆

Ldisable Σ∗ . Therefore, according to Deﬁnition 4.3, the language L−
m is disarmable.
Thus, in order for a supervisor that achieves both stated goals to exist, not only
must the set of desirable strings be controllable and observable, but the set of undesirable strings must be disarmable with respect to the speciﬁcation.

4.4

Assessing Damage Caused by Intruders

It may not always be possible to completely prevent an intruder who has the ability
to enable events that the supervisor has disabled from allowing the system to perform
all undesirable tasks. In such a case, it would be useful to determine whether the
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tasks that an intruder can achieve are mere nuisances (e.g. accessing non-essential
ﬁles) or more catastrophic (e.g. accessing ﬁnancial or personal information). To
address these questions, we use the concept of a measure for regular languages [83].
The language measure proposed in [83] was chosen with the goal of automatically
assessing controller performance. In this chapter we brieﬂy review the construction
of such a measure; more details can be found in [83] – [84].
The measure is constructed by ﬁrst assigning a terminal cost χ : X → [−1, +1] to
each state of G as follows:

χ(x) ∈

⎧
⎪
⎪
−
⎪
[−1, 0) x ∈ Xm
⎪
⎪
⎪
⎨
{0}
⎪
⎪
⎪
⎪
⎪
⎪
⎩(0, 1]

x ∈ Xm

(4.8)

+
x ∈ Xm

The terminal cost assures that strings reaching desirable marked states have positive
measure and those reaching undesirable states have negative measure.
For each transition σk coming from a state xj , we assign an arbitrary non-negative
cost denoted by π̃ as follows:
π̃[σk , xj ] ≡ π̃jk ∈ [0, 1);



π̃jk < 1

(4.9)

k

π̃[σ, xj ] = 0 if δ(xj , σ) is undeﬁned; π̃[, xj ] = 1

(4.10)

The transition cost π̃ is extended to strings recursively by:

π̃[σk s, xj ] = π̃[σk , xj ]π̃[s, δ(xj , σk )]

(4.11)

The language measure is constructed by combining the transition cost π̃[s, x0 ]
with the terminal cost χ(δ(x0 , s)). For a language consisting of single string s it is
deﬁned as:
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μ({s}) = π̃[s, x0 ]χ(δ(x, s))

(4.12)

For any sublanguage M ⊆ L(G), the measure is deﬁned by taking the sum of the
measures of its constituent strings:

μ(M ) =



μ(s)

(4.13)

s∈M

A language measure constructed in this matter is guaranteed to converge, i.e.,
μ(M ) is guaranteed to be ﬁnite for all M ⊆ L(G) [83].
The language measure concept can be used to assess the damage done by an
intruder interfering with the operation of a supervisory control system. For a given
speciﬁcation K and a given intruder capability Σf ⊆ Σc , some subset of the strings
in L−
m are reachable by the intruder as they are not disarmable. Deﬁne the language
consisting of these strings as
∗
L− (K, Σf ) = L−
m \Ldisable Σ

(4.14)

From the above discussion, we can assign a measure to this language. Physically, this
measure corresponds to the damage an intruder can achieve if it can enable events in
Σf that the supervisor disables.
Thus, with respect to an intruder’s capability Σf , we can assign a cost VΣf : 2Σc →
R as
VΣf (K) = μ[L− (K, Σf )]

(4.15)

This cost is simply the measure of the set of undesirable strings that can be executed
if the disabling of events in Σf can be overridden by the intruder. Since each string
−
in L− (K, Σf ) terminates in an element of Xm
, VΣf (K) will be non-positive for all

possible choices of Σf .
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Although μ is a measure and thus additive, the cost function V is subadditive,
that is,
VΣf1 ∪Σf2 (K) ≤ VΣf1 (K) + VΣf2 (K)

(4.16)

as there may be traces in L− that are reachable only through the overriding of controllers in both Σf1 and Σf2 that cannot be reached if only one of those sets of
controllers can be overridden.

4.4.1

Probabilistic Approach to Damage Assessment

In order to assess the damage caused by an intruder using the method described
above, we need to know which controllers the intruder can override. Of course, in
practical situations we would not have knowledge of the intruder’s capabilities, as
we would probably be unsure as to whether or not an intruder is actually present.
However, a system designer can perceive how likely an intruder is to be able to override
a given set of controllable events and assign a probability to that set.
The system designer can thus deﬁne a probability measure on Σc as Q : 2Σc →
[0, 1]. The potential damage that an intruder can achieve is thus

V (K) =



μ[L− (K, Σf )]Q(Σf )

(4.17)

Σf ∈2Σc

The cost of a language is thus a weighted sum of the capabilities of diﬀerent intruders weighted on the probability than an intruder will have that particular set of
capabilities.

4.5

Finding an Optimal Control Speciﬁcation

In the previous two sections, the speciﬁcation K we have considered has been
ﬁxed. and thus so has the supervisor SP that achieves K. In order to standardize the
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terminology used throughout the rest of this chapter, we observe that a supervisor
function SP is equivalent to a control law from stochastic control and we will use the
term control law from this point onward to refer to the function itself. We will use
the term supervisor to refer to the agent implementing the control law.
If we design our control law with the knowledge that an intruder may be present,
we may decide that some of the tasks in L+
m have a poor risk/reward ratio. It would
be then be ideal to ﬁnd a smaller control speciﬁcation that can be achieved in the
absence of an intruder and is optimal in the sense that the value of the good tasks
−
in L+
m that it achieves minus the value of the bad tasks in Lm that an intruder can

achieve is maximized.
To do this, we modify the language measure from the previous section by considering the beneﬁt of achieving certain behaviors in K. Thus, with respect to a
speciﬁcation K, we can assign a cost V : Σc → R as
VΣf (K) = μ[L− (K, Σf )] + μ[K]

(4.18)

We only wish to optimize over the set of speciﬁcations that are actually achievable by some control law SP that we can construct with the given controllable and
observable events. In order for there to exist a control law that achieves a given
speciﬁcation, that speciﬁcation must be controllable and observable. Denote the set
of all controllable and observable sublanguages of K by COin (K).
The optimization problem is therefore stated as follows: Find a speciﬁcation K ∗
such that for all K  ∈ COin (K),
VΣf (K ∗ ) ≤ VΣf (K  )
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(4.19)

4.5.1

Probabilistic Optimization

As in Subsection 4.4.1, the system designer can deﬁne a probability measure on
Σc as Q : 2Σc → [0, 1]. The cost of a particular speciﬁcation is therefore

J(K) =


Σf

{μ[L− (K, Σf )] + μ[K]}Q(Σf )

(4.20)

∈2Σc

The probabilistic optimization problem is therefore: Find a speciﬁcation K ∗ such
that for all K  ∈ COin (K),
J(K ∗ ) ≤ J(K  )

(4.21)

To simplify the development of the methods used in this chapter, we will restrict
our attention to the case where K is acyclic.
Instead of optimizing for K ∗ in the set COin (K), we solve these problems indirectly
by ﬁnding an optimal control law SP∗ , and then calculating K ∗ as the speciﬁcation
achieved by SP∗ acting on the system G.
In order to ﬁnd an optimal speciﬁcation, it is necessary to develop an appropriate
information structure on which to optimize.

4.5.2

Information States

In order to systematically describe the information needed to ﬁnd an optimal
control law, we use as approach inspired by the intrinsic model for stochastic control.
This approach was proposed in [68], [20] for generally informationally distributed
systems and was further used in [69], [70].
The information available to the control law is based on both the observations
that have been made of the system and the control actions that have been applied to
the system. We express this idea with the following deﬁnition:
Deﬁnition 4.4. An information state π is the set of strings in L(G) consistent with
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the observations made and control actions performed by SP .
This deﬁnition is consistent with the requirements for an information state given
in [16]. Those two requirements are
1. Given the initial information state π0 = , a sequence of observed events so =
σ1 σ2 . . . σn , and the sequence of control actions SP (), SP (σ1 ), SP (σ1 σ2 ), . . . ,
SP (σ1 σ2 . . . σn−1 ), we can determine the current information state πn as a function of these given quantities. The information state πn is independent of the
control law.
2. Given the current information state πn , an observation σn+1 , and a control
action SP (πn ), we can determine the next information state πn+1 as a function
of these three elements.
The information state is thus a summary of the record of observations made and
control actions performed.
Suppose that two strings contain an identical sequence of observable events. In
order to have an admissible control law, we must choose the same control action after
both of these strings occur. This control action may enable or disable any number
of unobservable or observable controllable events, but we cannot determine the next
control action until a new observation is made.
Furthermore, suppose that between successive observable events, these two strings
contain identical sets of unobservable controllable events. If we choose to disable one
of these strings by disabling an unobservable event, we must also disable the second
string as that string also contains any event that we can feasibly disable. Therefore,
we must disable both these traces or we must disable neither.
We formalize this notion of traces that must be enabled or disabled jointly using
the idea of the control projection. We extend the standard projection operation by
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introducing symbols to indicate which set of unobservable controllable events occurs
between each pair of successive observable events in the projection.
We denote the set of symbols denoting the sets of unobservable controllable events
as CA . Each symbol in this alphabet will be of the form 1B , where B is a set of
unobservable controllable events. For example, if our system has three unobservable
controllable events {α, β, γ}, the associated alphabet is
CA = {1∅ , 1{α} , 1{β} , 1{γ} , 1{α,β} , 1{α,γ} , 1{β,γ} , 1{α,β,γ} }

(4.22)

The control projection is a string whose events alternate between the symbols
indicating controllable unobservable events and observable events. Formally it is
deﬁned for events as:
⎧
⎪
⎪
⎪
σ
⎪
⎪
⎪
⎨
CP (σ) =

if σ ∈ Σo

1{σ}
⎪
⎪
⎪
⎪
⎪
⎪
⎩

if σ ∈ Σc ∩ Σuo

(4.23)

otherwise

Each symbol in CA indicates the unobservable events that can be disabled before the
next observation is made.
When the control projection is extended to traces, we must ensure the alternation
of symbols from CA and symbols from Σo . In the case where two observable events
may end up adjacent, we simply insert the symbol 1∅ between them, as there as
no unobservable events, either controllable or uncontrollable, between those events.
When two symbols in CA are adjacent, we must merge the two symbols using the
function ∨ : CA × CA → CA :
1A ∨ 1B = 1A∪B

(4.24)

The merge function is extended to strings in (CA Σo ) ∗ CA by maintaining all symbols
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in the string except for the last, which is merged with the symbol to be concatenated
to the string.
(t1A ) ∨ 1B = t1A∪B

(4.25)

Formally, the function is extended to traces as CP : Σ∗ → (CA Σo )∗ such that:
⎧
⎪
⎪
⎪
CP (s)1∅ CP (σ) if sf ∈ Σo and σ ∈ Σo
⎪
⎪
⎪
⎨
CP (sσ) =

CP (s) ∨ 1{σ}
⎪
⎪
⎪
⎪
⎪
⎪
⎩CP (s)CP (σ)

if sf ∈ CA and σ ∈ Σc ∩ Σuo

(4.26)

otherwise

where sf denotes the ﬁnal event in the string CP (s).
For each string of unobservable events, the control projection records the set of
controllable events that occur along that string. If two strings contain the same
sequence of observable events and the same sets of unobservable controllable events
between pairs of successive observable events, it is not possible to choose a policy
that distinguishes between these two strings.
Using the control projection, we can sequentially decompose the set of possible
information states so as to facilitate control law optimization. To do so, we ﬁrst
partition the projection of K according to how many more observations are possible
following a given string.
For n = 0 . . . maxs∈K s , deﬁne the set Xn as:
Xn = {so ∈ P (K) :

max

t∈P (K)/so

t = n}

(4.27)

To generate the sets of possible information states, we take each element so of
each Xn and generate the set of all possible information states by partitioning so into
a set of elements where each element has its own distinct control projection. We then
take the ﬁeld generated by this partition and deﬁne a set of information states Zn for
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each n as follows:
Zn =



−1

2CP L

[CP (PL−1 (so ))]

(4.28)

so ∈Xn

By deﬁning the information space in this manner, we have accomplished two goals.
Firstly, every information state in K reachable under any control law we may choose
to implement is a member of one of the sets Zn . Secondly, the information space is
decomposed into the sequence (Z0 , Z1 , . . . , Zmax ), allowing us to determine an optimal
control policy using the backwards induction approach of dynamic programming.
The number of elements of the sequence {Zn } is smaller than the number of
elements in the information σ-ﬁelds developed in Chapter 3 because we only need
to choose control actions in this problem, as opposed to choosing both control and
observation actions as in the previous chapter.

4.5.3

Dynamic Programming Approach

Having deﬁned an information structure for the largest possible speciﬁcation K, we
can use this structure to ﬁnd an optimal control law SP∗ using dynamic programming.
We must ﬁrst consider information states that lie outside the sequence {Zn }. If
an information state is not an element of any Zn , then the observations made by the
supervisor indicate that the behavior of the system is outside of the largest possible
speciﬁcation K. In this case, as no positive reward can be reached, the optimal control
action is to disable all events that can be disabled. The cost of such an information
state is therefore given by:
V (π) = μ[πΣ∗uc,f ] for π : P (π) ∈ P (K)

(4.29)

The cost of π in this case is therefore the measure of π and its uncontrollable extension.
We must ensure that the control action implemented at each information state is
admissible, i.e., we cannot choose a control action that would disable an uncontrollable
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event. If we allow our supervisor to be blocking, we deﬁne the set of admissible control
actions as A = {g(π) ∈ 2Σ : Σuc ⊆ g(π)}. The dynamic programming equation to
ﬁnd an optimal control action at π is given by:

V (π) = max

g(π)∈A

μ[π(Σuo ∩ (Σf ∪ g(π)))∗ ] +




V (π(Σuo ∩ (Σf ∪ g(π)))∗ σ)

(4.30)

σ∈Σo

The ﬁrst term in the dynamic programming equation is the current reward; this
reward consists of the measure of the current information state and its unobservable
reach under the control action g(π). The current reward may be zero if no string in
this set takes the system to a marked state. Because we are interested in the measure
of the set of strings that is allowed under the control policy, the second term is the
sum of the rewards of the information states reachable under the control action g(π).
To solve for the optimal cost sequentially, we ﬁrst solve this equation for information states in Z0 , then for those in Z1 , and so on. Proof of the optimality of the
result given by this procedure can be found in Chapter 6 of [16].
In the case where we wish to ensure that the control law is non-blocking, we modify
the set of admissible control actions to ensure that the control action we choose at
any information state ensures that a desirable marked state will eventually be reached
if the intruder does not intervene. For each information state π, the set of admissible
control actions that do not result in blocking is given by:


AN B (π) = g(π) ∈ 2Σ : (Σuc ⊆ g(π)) ∧ (∀s ∈ π)(Γ[s(g(π) ∩ Σuo )∗ ] ⊆ g(π)) (4.31)

where Γ( x) denotes the feasible event set of the state x. To search for a non-blocking
supervisor, we simply modify Equation (4.30) by looking for the argument that maximizes V (π) in the set AN B (π) as opposed to the set A.
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4.5.4

Probabilistic Dynamic Programming Approach

The case of probabilistic knowledge of the intruder’s capabilities can be handled
in a very similar manner. Again, if the observed string indicates that the system’s behavior is outside the speciﬁcation, the optimal control action is to disable all possible
events and the cost of such an information state is given by:

V (π) =



Q(Σf )μ[πΣ∗uc,f ] for π : P (π) ∈ P (K)

(4.32)

Σf ∈2Σc

For π in the sequence Zn , optimal rewards and control actions can be found using the
equation:

V (π) = max

⎧
⎨ 

g(π)∈A ⎩

Q(Σf ) {μ[π(Σuo ∩ (Σf ∪ g(π)))∗ ]

Σf ∈2Σc

+




V (π(Σuo ∩ (Σf ∪ g(π)))∗ σ)}

(4.33)

σ∈Σo

As before, the optimal cost can be found sequentially, solving the above equation ﬁrst
for information states in Z0 , then for those in Z1 , and so on.

4.5.5

Discussion of Optimization Procedure

If we have knowledge of all previous control actions, the calculation of an optimal
control action becomes independent of the previous control law [85]. When performing
optimization using dynamic programming, the control laws at previous stages are not
yet deﬁned; thus, it is necessary to use information states that summarize the eﬀects of
all possible previous control actions. The information sequence {Zn } has this desired
property: every reachable information state in K is a member of the sequence. Thus
we can determine an optimal control policy by proceeding backwards (i.e. starting was
all information states in Z0 , then all information states in Z1 , and so on) determining
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an optimal control action for all of these information states independently of past
control laws.
In contrast to the above, in order to deﬁne a supervisor as either a function
SP : P [L(G)] → 2Σ (as in [17]) or as a function dependent on the state of an automaton (as in, e.g. [22], [86]), it is necessary to know the entire control law because
the control actions implemented according to these deﬁnitions or a supervisor are
explicitly deﬁned only in terms of an observed state or sequence, and thus implicitly
dependent on the previous control laws. By using the information sequence {Zn }
which is larger than P [L(K)], we can eliminate the dependence on the previous control law and use dynamic programming to ﬁnd an optimal supervisor.
Once the optimization procedure is complete and the entire control law is known,
we can then implement the chosen optimal supervisor as a function from P [L(G)]
to 2Σ , For each so in P [L(G)], only one information state with projection so will
be reachable when the chosen optimal policy is implemented, and we can choose
the control action at that information state as the one that the supervisor should
implement when it observes so .

4.6

Example

To illustrate the concepts introduced in Sections 4.3 through 4.5, consider the
automaton shown in Figure 4.2. In this automaton, all events are controllable, i.e.
Σc = Σ, and the set of unobservable events is Σuo = {u, v}. In order to perform damage assessment and optimization, each marked state has a terminal cost χ associated
with it, indicated by the number that appears inside the state in Figure 4.2. Also,
each transition has a positive value π̃ associated with it.
With the above choices for Σc and Σuo , we can quickly conﬁrm using Theorem 4.1
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u,.49

b,.99

+.5

v,.49

b,.49

c,.99

+.5

d,.49

a,.99

+1

c,.99

-.5

c,.99

-1

v,.49

-.75

b,.49

-1

Figure 4.2: An automaton describing a supervisory control system. This automaton
is analyzed in Section 4.6.
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that the language
K = L+
m = {bc, ub, ubd}

(4.34)

is both controllable and observable. Thus there exists a supervisor (or control law)
SP that achieves the speciﬁcation K in the absence of an intruder.
Now suppose that an intruder is present and interfering with the output of the
supervisor, and that the intruder’s capabilities are given by Σf = {a, v}, i.e., the
intruder can enable the events a and v even if the supervisor has disabled them. The
set of events still controllable by the supervisor with the intruder present is given by
Σc,f = {b, c, d, u}.
The set of all undesirable strings is
L−
m = {bcab, bcav, ubdc, ubvc}.

(4.35)

We ﬁrst check to see if L−
m is disarmable with respect to L, K, P , Σf , and Σc . The
set of traces that will be disabled by the supervisor with the intruder present is:
Ldisable = {bcab, ubdc}

(4.36)

−
L−
m is therefore not disarmable because the strings bcav and ubvc are elements of Lm

but not Ldisable Σ∗ .
Since L−
m is not disarmable, we would like to assess the damage that the intruder
can cause by allowing the execution of undesirable traces. The set of undesirable
traces reachable by the intruder is:
L− (K, Σf ) = {bcav, ubvc}

(4.37)

We assess the damage of this set of failed controllers by calculating the language
measure μ of this language. For each marked state xm , the terminal reward χ(xm ) is
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shown inside the state in Figure 4.2, and for each transition, the cost π[x, s] is shown
next to the event label. Using these language measure values, we can determine the
cost VK of Σf as:
VK ({a, u2 }) = μ[{bcav, ubvc}]

(4.38)

= (.49)2 (.99)2 (−.75) + (.49)2 (.99)2 (−.5)

(4.39)

= −.294

(4.40)

Now consider the case where the capabilities of the intruder are modelled probabilistically. Suppose that the probabilities that the intruder can override the events a and
v are independent of each other and are denoted by pa and pv respectively. Then the
assessment of the damage that can be caused by the intruder is given by:

V (K) = pa pv μ[bcav] + pv μ[ubvc]

(4.41)

In order for the string bcav to be executed, the intruder must be capable of overriding
the supervisor’s attempts to disable both a and v, and can do so with probability
pa pv . However, for the string ubvc can be executed, the intruder need only be able to
enable v, which it can do with probability pv .
To determine an optimal control speciﬁcation, we partition the language P (K)
into the sets X0 , X1 , and X2 as follows:
X0 = {bc, bd}

(4.42)

X1 = {b}

(4.43)

X2 = {}

(4.44)

From these sets Xn , we generate the sets of possible information states using the
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control projections of each element:
Z0 = {bc, ubcv, bc + ubvc, ubd}

(4.45)

Z1 = {b, ub, b + ub}

(4.46)

Z2 = {}

(4.47)

In order to determine an optimal speciﬁcation, we determine an optimal control action
for each information state. We start by calculating optimal control actions for the
elements of Z0 , then for elements of Z1 , and lastly for Z2 .
To calculate an optimal control action for the information state π = bc + ubvc, we
apply Equation (4.30). Since the only feasible observable event from this information
state is a, we derive the equation:
V (bc + ubvc) = max {μ[ubvc, bc] + V (bca)}
g(π)∈A

(4.48)

where, since all events are controllable, the set of admissible policies A is given by
A = {S : S ⊆ 2Σ }.
To determine the value of V (bca), we note that the information state bca lies
outside of K and thus using Equation (4.29), we can calculate that:
V (bca) = μ[{bca, bcav}] = −.176

(4.49)

The reward for the information state bc + ubvc is determined by choosing the policy
where no events are enabled, and is calculated as:
V (bc + bcav + ubvc) = .243 − .118 − .176 = −.050

(4.50)

Since this information state has a negative reward, an optimal policy will avoid reach-
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π
bc
ubvc
bc + ubvc
ubd
b
ub
b + ub


Enable Disable
Expression
Reward
—
b, a, v
μ(bc + bcav)
.066
—
—
μ(ubvc)
-.118
—
b, a, v μ(bc + bcav + ubvc)
-.050
—
c
μ(ubd)
.238
c
—
μ(bc + bcav)
.066
d
c, v
μ(ub + ubd)
.480
d
c, v
μ(ub + ubd)
.480
u, b
—
μ(ub + ubd)
.480

Table 4.1: Information states and their associated rewards for the automaton in
Figure 4.2. The information states reachable by the policy S ∗ are highlighted.
ing this information state if possible. As the complete results of the optimization
algorithm in Table 4.1 show, this is indeed the case; the information states that can
be reached through following the chosen optimal policy are highlighted.
To express the control law that generates the optimal controlled language as a
function SP∗ : P [L(G)] → 2Σ , we assign to each string in P [L(G)] the control action
in 2Σ that coincides with the information state that is reachable under the optimal
policy. The optimal control law SP∗ can thus be expressed more compactly as:
SP∗ () = {u, b}

(4.51)

SP∗ (b) = {d}

(4.52)

SP∗ (bd) = ∅

(4.53)

SP∗ (t) = ∅ for all other t ∈ P (L(G))

(4.54)

The control action SP∗ (b) is {d} because when S ∗ is implemented at , the information
state generated when b is observed in b + ub, and thus we choose the control action
associated with this information state when b is observed. However, in order to
determine that the information state b+ub was indeed reachable under S ∗ , we needed
to know the control policy for all stages of the automaton preceding the supervisor’s
observation of b.
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u,.49

b,.99

b,.49

c,.99

+.5

v,.49

d,.49

+1

c,.99

c,.99

Figure 4.3: An optimal speciﬁcation under intrusion for the automaton in Figure 4.2.
Once an optimal control law is calculated, we can determine its associated optimal
speciﬁcation. The optimal speciﬁcation that is realized by the control law S ∗ is
K ∗ = {b, ubd}

(4.55)

This speciﬁcation is shown in Figure 4.3. In this example, K ∗ is blocking; in general,
we can modify our dynamic program using Equation (4.31) to restrict our policy
search to non-blocking control laws.
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P2(s)

P1(s)

S2

S1

S2[P(s)]

S1[P(s)]

AND

P2

P1
intrusion

s

G

S’[P(s)]

Figure 4.4: A decentralized supervisory control system with an intruder directly
aﬀecting control actions.

4.7

Decentralized Supervisory Control: Direct Intrusion

The intrusion detection problem is more interesting in the case of decentralized systems, where the constituent supervisors controlling the behavior of the discrete-event
system may be physically remote from the system and thus required to communicate
over long distances. The greater the physical distance between a supervisor and the
system, the more reasonable it is to assume that the communication channel between
the two will be likely to fail as a result of noise or intrusion.
We consider the system architecture shown in Figure 4.4. In general, the system
can have n distinct supervisors S1 , S2 , . . . , Sn , but we show just two for clarity. Each
supervisor observes a set of events Σi,o possibly diﬀerent from all other supervisors; the
string of events observed by the supervisor Si is given using the projection operation
Pi : Σ∗ → Σ∗i,o . Furthermore, each supervisor is capable of controlling of a certain set
of events Σi,c , which may or may not intersect with the sets of events controllable by
other supervisors.
Based on their observations and knowledge of the desired speciﬁcation that the
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supervisors wish the system to achieve, each supervisor has to choose a control policy
which for every trace s ∈ L(G) results in a control action Si [Pi (s)] that is based on
the observations that supervisor i has made along s. In general, it is possible for one
control law Si to choose to enable an event σ (by including σ in the control action
Si [Pi (s)]) while another control law Sj simultaneously elects to disable an event (by
excluding σ from its control action Sj [Pj (s)]). In order to handle such conﬂicts, the
control actions chosen by each supervisor are merged according to a fusion rule. The
output of the fusion rule is the ﬁnal control action applied to the system. In Figure
4.4, the chosen fusion rule ”AND” indicates that an event σ is enabled only if all
control laws enable σ in their control actions. Equivalently, under the fusion rule
“AND”, an event σ is disabled if any single control law disables σ. Similarly, one can
deﬁne a fusion rule “OR”, where σ is enabled if any single control law enables σ, or
more complex fusion rules [87].
Each control law is initially deﬁned as a function Si : Pi [L(G)] → 2Σ . In order to
describe the behavior of the control laws acting in concert, we extend the domain of
si to L(G) by deﬁning Si (s) = Si [Pi (s)] for all s ∈ L(G). The policy implemented by
the individual control laws acting together is a function Sdec : L(G) → 2Σ given by:
Sdec (s) = ∩ni=1 Si (s)

(4.56)

where the intersection of the individual control actions Si (s) is a result of the “AND”
fusion rule. Where we to use the “OR” fusion rule, Sdec (s) would be given by the
union of the individual control actions.
In the problem we consider in this chapter, an intruder is capable of interfering
with the control action applied to the system directly, that is, the intrusion takes
place after the fusion rule has reconciled the possibly conﬂicting control actions and
outputted a control action that is applied to the system. This type of intrusion is
the worst-case scenario: an intruder may also be able to indirectly interfere with this
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control action by modifying the output of a particular supervisor, but this type of
interference can accomplish no damage to the system that cannot also be achieved
by direct intrusion.
We deﬁne the notation used to describe the intruder as follows. The set of events
controllable by the decentralized control law is denoted by Σc = ∪ni=1 Σi,c . As in
the centralized case, the set of controllers that the intruder can override is denoted
by Σf ⊆ Σc and thus the set of events that are controllable under intrusion is again
Σc,f = Σc /Σf . Similarly, for each control law Si , the set of events that are controllable
under intrusion is Σi,c,f = Σi,c /Σf .
For the case where the fusion rule is deﬁned as “AND”, conditions under which a
control law can be synthesized are given by the following:
Deﬁnition 4.5. (From [25]) A speciﬁcation K is co-observable with respect to L, P ,
and Σc if for all s ∈ K and σ ∈ Σc ,
(sσ ∈ K) and sσ ∈ L ⇒ there exists i ∈ {1 . . . n}
such that Pi−1 [Pi (s)]σ ∩ K = ∅ and σ ∈ Σi,c (4.57)

Using this deﬁnition, the following controllability and co-observability theorem [25]
provides conditions under which a given set of n supervisors can determine control
laws to achieve a desired speciﬁcation K, which in our case is equal to L+
m.
Theorem 4.3. (From [25]) Consider a DES G and a set of sites i = 1 . . . n, each
with a set of controllable events Σi,c and observable events Σi,o There existing a nonblocking control law Sdec for G that achieves K = L+
m where the constituent control
actions are joined by the fusion rule “AND” if and only if
1. K is controllable with respect to L and Σuc
2. K is co-observable with respect to L, P , and Σi,c , i = 1 . . . n
173

The proof of Theorem 4.3 is similar to that of the proof of Theorem 4.1. It also
is a constructive proof in that it deﬁnes the control laws {Si } necessary to construct
Sdec and achieve the speciﬁcation K; these functions are given by:
Si (si ) = Σi,uc ∪ {σ ∈ Σi,c : ∃s σ ∈ K(Pi (s ) = si )}

4.8

(4.58)

Conditions for Detecting Intruders

For the set of control laws {Si } that achieves the speciﬁcation K as given in
Theorem 4.3, we deﬁne the set of strings disabled by these control laws acting in
concert as:
Lco−disable = ∪ni=1 {sσ ∈ Σ∗ Σc,f : Pi−1 [Pi (s)]σ ∩ K = ∅}

(4.59)

Having deﬁned Lco−disable , we can now state a condition under which we can ensure
that a decentralized control law prevents an intruder with certain capabailites from
steering the system to undesirable marked states.
Deﬁnition 4.6. A language L−
m is co-disarmable with respect to a language L(G), a
speciﬁcation K = L+
m , a projection P , Σc , and a set of unreliable controllers Σf if
∗
L−
m ⊆ Lco−disable Σ

(4.60)

Theorem 4.4. There exists a set of control laws {Si } for G that achieves K and
prevents the execution of L−
m if and only if
1. K is controllable with respect to L and Σuc
2. K is co-observable with respect to L, P , and Σc
3. L−
m is co-disarmable with respect to L,K,P ,Σf , and Σc
Proof: The proof of Theorem 4.4 is very similar to that of Theorem 4.2. From the
proof of Theorem 4.4, a control law that achieves the speciﬁcation K, provided that
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K is controllable and co-observable, is:
Si (si ) = Σi,uc ∪ {σ ∈ Σi,c : ∃s σ ∈ K(Pi (s ) = si )}

(4.61)

−
∗
(Necessity) Suppose that L−
m is co-disarmable, i.e., Lm ⊆ Lco−disable Σ . We will

show that there exists a set of control laws {Si } that achieves K and prevents the
−

execution of L−
m . Then for each s ∈ Lm , there exists a preﬁx s σ and a control law Si

such that σ ∈ Σi,c,f and Pi−1 [Pi (s )]σ ∩ K = ∅.
Consider the control action taken by the control law Si upon observing Pi (s ),
that is, Si (Pi (s )). The event σ will only be an element of Si (Pi (s )) if there exists s
such that s σ ∈ K and Pi (s ) = Pi (s ).
However, since Pi−1 [Pi (s )]σ ∩ K = ∅, it follows that for all s such that Pi (s ) =
Pi (s ), {s σ} ∩ K = ∅, and hence that s σ ∈ K. Therefore σ ∈ Si [Pi (s )], and thus
the control law Si disables the event σ. Since, according to the fusion rule, only one
constituent control law needs to disable σ for the decentralized control law to disable
σ, σ is disable and thus the string s is disabled. Since all traces in L−
m can be disabled
in this way by some control law, the decentralized control law can completely disable
the language L−
m.
(Suﬃciency) Now suppose that every string s ∈ L−
m is disabled by the decentralized
control law. We will show that L−
m must be co-disarmable. Then for all s, there exists
a preﬁx s σ and an index i such that σ ∈ Σi,c,f and σ ∈ Si (Pi (s )).
Since σ ∈ Si (Pi (s )), then, as a result of the co-observability condition, for all
s ∈ Pi−1 [Pi (s )], s σ ∈ K, and thus, Pi−1 [Pi (s )]σ ∩ K = ∅.
The string s σ is an element of Σ∗ Σi,c,f . Therefore, the set of strings that are
disabled by Si under intrusion are those with a preﬁx in the set
{sσ ∈ Σ∗ Σi,c,f : PL−1 [P (s)]σ ∩ K = ∅}
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(4.62)

If we take the union of this set for all indices i, the resulting language is Lco−disable . The
set of all strings that are disabled by the decentralized control law is then Lco−disable Σ∗ ,
−
∗
and thus every string in L−
m will be disabled if Lm ⊆ Lco−disable Σ . Therefore, the

language L−
m will be disabled by SP only if it is co-disarmable.

4.8.1

Decentralized Damage Assessment

Damage assessment in the decentralized case diﬀers little from the centralized
case. As before, we deﬁne a language measure on 2L(G) using Equations (4.8)-(4.13).
The set of strings that are attainable by an intruder are
∗
L− (K, Σf ) = L−
m \Lco−disable Σ

(4.63)

Thus, with respect to an intruder’s capability Σf , we assign a cost VΣf : 2Σ
c → R
as
VΣf (K) = μ[L− (K, Σf )]

(4.64)

just as in the centralized case; the only diﬀerence is that L− (K, Σf ) is deﬁned with
respect to Lco−disable instead of Ldisable .
If we assume that the system designer has probabilistic information with regards
to which events the intruder can enable, we again deﬁne a probability measure on Σc
as Q : 2Σc → [0, 1]. The potential damage that an intruder can achieve is thus

V (K) =


Σf

4.9

μ[L− (K, Σf )]Q(Σf )

(4.65)

∈2Σc

Decentralized Optimization

The decentralized optimization problem can be stated in a form very similar to
that of the centralized optimization problem. Suppose K denotes the speciﬁcation
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L+
m where all desirable strings are permitted; again we assume that K is acyclic.
For a given set of supervisors S1 , S2 , . . . , Sn , denote the set of controllable and coobservable sublanguages of K as CCOin (K). The decentralized optimization problem
is therefore: Find a speciﬁcation K ∗ such that for all K  ∈ CCOin (K),
VΣf (K ∗ ) ≤ VΣf (K  )

(4.66)

In the centralized case, we solved this problem not by ﬁnding K ∗ directly, but by
ﬁnding an optimal control law S ∗ that achieves K ∗ . The general solution to this optimization problem involves simultaneously determining the n distinct supervisors used
to achieve K ∗ . We present a simpler problem where the supervisors can be optimized
in a sequential fashion; in return, we sacriﬁce global optimality of the determined speciﬁcation and settle for mere local optimality (equivalently called member-by-member
optimality [27]), in the sense that changing any one control law will not improve the
possible solution.
The decentralized local optimization problem is: Find a set of supervisors
S1∗ , S2∗ , . . . , Sn∗ such that for all i = 1 . . . n and all admissible Si ,
∗
∗
, Si , Si+1
. . . , Sn∗ /G))
VΣf (L(S1∗ , . . . , Sn∗ /G)) ≤ VΣf (L(S1∗ , . . . , Si−1

4.9.1

(4.67)

Probabilistic Optimization

Again, the system designer can deﬁne a probability measure on Σc as Q : 2Σc →
[0, 1]. The cost of a particular speciﬁcation is therefore

J(K) =



{μ[L− (K, Σf )] + μ[K]}Q(Σf )

Σf ∈2Σc
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(4.68)

The decentralized probabilistic local optimization problem is therefore: Find a set of
control laws S1∗ , S2∗ , . . . , Sn∗ such that for all i = 1 . . . n and all admissible Si ,
∗
∗
, Si , Si+1
. . . , Sn∗ /G))
J(L(S1∗ , . . . , Sn∗ /G)) ≤ J(L(S1∗ , . . . , Si−1

(4.69)

The notion of local optimality considered in these problems is similar to the idea
of an equilibrium in game theory. We take advantage of this similarity by approaching
the problem using a game-theoretic technique called ﬁctitious play.

4.9.2

Fictitious Play

The idea of ﬁctitious play was proposed in [88] as an iterative method for approximating solutions to discrete zero-sum games. The description of the ﬁctitious play
method given below is based on the approach taken by [28], whose results are crucial
to the technique we propose to solve the decentralized local optimization problem. We
will ﬁrst describe ﬁctitious play using the notation and terminology of [28], and then
show how the game-theoretic terminology relates to the terminology for stochastic
control and DES used in the decentralized local optimization problem.
Consider a ﬁnite game Γ with a set of players N = {1, 2, . . . , n}. For each player
i, the set of possible control actions selected by i is Y i , and the payoﬀ function for

each i is ui : Y → R, where Y = ni=1 Y i set of joint game actions.
In general, each player may choose either a pure strategy, in which the player
chooses the same game action at all stages of Γ, or a mixed strategy, in which the game
action at each stage is determined probabilistically. The set of all mixed strategies
for player i is deﬁned as:
Δi = {f i : Y i → [0, 1] such that



f i (y i ) = 1}

(4.70)

y i ∈Y i

Alternatively, the set of mixed strategies Δi can be thought of as the set of all prob178

ability mass functions on Y i . We will thus sometimes write a mixed strategy f i as
(p1 , p2 , . . . , py ), where each pyi is the probability that player i implements game action
yi . A pure strategy is thus a particular mixed strategy where f i (y i ) = 1 for some

y i ∈ Y i . We also deﬁne the set of all joint mixed strategies Δ = ni=1 Δi .
Just as we deﬁned a payoﬀ function for the set of all possible joint game actions, we
also need to deﬁne a payoﬀ function for the set of all possible joint mixed strategies.
This function Ui : Δ → R is deﬁned for all f ∈ Δ as:
U i (f ) = U i (f 1 , f 2 , . . . , f n )
=



(ui (y 1 , y 2 , . . . , y n )

(4.71)
n


f i (y i ))

(4.72)

i=1

y∈Y

The payoﬀ for a joint mixed strategy is therefore the average of the payoﬀs of each
set of joint game actions, weighted by the probability of this set of joint game actions
occurring.
In order to deﬁne a ﬁctitious play process, we need the following deﬁnitions.
Deﬁnition 4.7. A path is a sequence of pure strategies y = (y(t))∞
t=1 , where y(t) ∈ Y
for all t.
Deﬁnition 4.8. A belief path is a sequence of mixed strategies f = (f (t))∞
t=1 , where
f (t) ∈ Δ for all t.
Given a path y, we can associate a belief path fy by taking, for each t ≥ 1, the
number of times each joint pure strategy y ∈ Y has been implemented divided by the
duration of the process t.

1
fy (t) =
y(t)
t s=1
t

(4.73)

We can update the belief path fy recursively according to the following equation:

fy (t + 1) =

tfy (t) + y(t + 1)
t+1
179

(4.74)

i\j
1
2
3
4

1
3
1.3
0
2

2
3
1.1 1.2
2
0
1 3.1
1.5 1.1

Table 4.2: Game matrix for a zero-sum game Γ.
The ﬁctitious play approach works as follows. Each player chooses their initial
play arbitrarily. At each successive stage t, each player responds to the observed
plays by the other players by choosing the pure strategy y i ∈ Y i that maximizes their
payoﬀ U i , assuming that all the other players are employing mixed strategies f i ∈ Δi
based on the belief path generated by the process up to stage t − 1. The ﬁctitious
play process is formalized in the following deﬁnition.
Deﬁnition 4.9. Deﬁne for all i ∈ N and all f ∈ Δ
ν i (f ) = max
U i (g i , f −i )
i
i
g ∈Δ

(4.75)

A path y is a ﬁctitious play process if, for each player i ∈ N and for all t ≥ 1,
ν i (fy (t)) = U i (y i (t + 1), fy−i (t))

(4.76)

The notation fy−i (t) indicates the values of the belief path for all indices except i,
and thus the argument on the right-hand side of Equation 4.76 is (y i (t + 1), fy−i (t)) =
fy1 (t), . . . , fyi−1 (t), y i (t + 1), fyi+1 (t), . . . , fyn (t).
νi (f ) thus denotes the best response of player i to the joint mixed strategy f being
used by each of the other players. A ﬁctitious play process in thus one where each
player chooses the best response to the mixed strategies generated by the belief path
fy of the process.
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Example of Fictitious Play
To illustrate a ﬁctitious play process, we use the example given in [88] to introduce
the idea. The game Γ will be a two player zero-sum game deﬁned by the matrix in
Table 4.2. Player i receives a reward equal to the value in each place in the matrix
and player j receives a penalty equal to that value; e.g., if player i chooses game
action 1 and player j chooses game action 3, player j loses 1.2 and player i receives
a reward of 1.2.
The ﬁctitious play process described in this example has a slight technical diﬀerence from the process described above and in [28] in that, at each stage of the game,
players choose their game actions sequentially, instead of simultaneously. The belief
that player 2 has at stage t contains player 2’s information of player 1’s game action at
stage t in this example, while in the process described above, player 2’s game action
at stage t would be the best response to player 1’s mixed strategy up to stage t − 1.
We preserve this technical diﬀerence so that the numerical results in this example
correspond to those of [88].
Player i begins the process by choosing game action y i = 2. Player j generates
a belief path fyi = (0, 1, 0, 0) indicating that player i has chosen game action 2 for
all previous stages. Player j then calculates the best response to this belief, which is
to choose game action 3, thereby minimizing the penalty j pays at 0. Now player i
can generate a belief path fyj = (0, 0, 1) and respond to this belief by choosing game
action 3, which maximizes player i’s reward at 3.1. Player j updates the belief path
to fyi = (0, .5, .5, 0) since player i has chosen game action 2 once and game action 3
once. As a response to this belief, player j chooses a best response by comparing the
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payoﬀs for the three pure strategies available to j:
U j (1, (0, .5, .5, 0)) = −(1.3)(.5) − (0)(.5) = −0.65
U j (2, (0, .5, .5, 0)) = −(2)(.5) − (1)(.5) = −1.5
U j (3, (0, .5, .5, 0)) = −(0)(.5) − (3.1)(.5) = −1.65

Since choosing game action 1 has the best possible payoﬀ, this is the game action
player j chooses. Player i than updates its belief path based on this game action and
the process continues in a similar fashion.
After 10 stages, player j plays game action 1 once, 2 six times, and 3 three times.
The belief path associated with the process at this stage is therefore fyj = (.1, .6, .3).
The best response for player i is calculated by comparing the four possible game
actions:

U i (1, (.1, .6, .3)) = (3)(.1) + (1.1)(.6) + (1.2)(.3) = 1.32
U i (2, (.1, .6, .3)) = (1.3)(.1) + (2)(.6) + (0)(.3) = 1.33
U i (3, (.1, .6, .3)) = (0)(.1) + (1)(.6) + (3.1)(.3) = 1.53
U i (4, (.1, .6, .3)) = (2)(.1) + (1.5)(.6) + (1.1)(.3) = 1.43

Thus player i chooses game action 3 at this stage of the process.
At this point we have merely deﬁned a ﬁctitious play process. In order to apply
this method to the problem of control law optimization, we need to further investigate
the properties of ﬁctitious play.

4.9.3

Application of Fictitious Play for Optimization

An essential question that must be discussed before we can apply the ﬁctitious
play method to the decentralized local optimization problem is to determine for the
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classes of games for which a ﬁctitious play process converges, and the sense in which
this convergence occurs.
We consider convergence of the belief path fy generated by a ﬁctitious play process.
We deﬁne the convergence property as follows:
Deﬁnition 4.10. A game Γ has the ﬁctitious play property if, for every ﬁctitious play
process in Γ, the belief path generated by the process converges to equilibrium.
Equilibrium in the above deﬁnition is deﬁned in the usual sense: if any only player
in the game chooses to unilaterally deviate from the equilibrium strategy, that player
cannot increase its payoﬀ.
Classes of games that have the ﬁctitious play property include zero-sum games
[89], 2x2 “nondegenerate” games [90], and, most importantly for the optimization
problem we are concerned with, games with identical interests.
Theorem 4.5. (From [28]) Every game with identical interests has the ﬁctitious play
property.
This result implies that for a game where all players have the same payoﬀ function,
the belief path will converge to an equilibrium point in the limit. However, this result
does not state that this equilibrium point will be the result of each player following a
pure strategy. Even though at each stage of a ﬁctitious play process, a player chooses
a pure strategy, equilibrium points can correspond to mixed strategies. The intuition
behind this fact is that the function from the belief path fy to the game action space
Y i that determines the best response or player i to fy is necessarily discontinuous
(since Y i is ﬁnite) and thus small changes in the belief path can result in player i
choosing diﬀerent pure strategies as a best response. A simple example of a game
that converges to a mixed strategy can be found in [29].
In order to ﬁnd an equilibrium that consists solely of pure strategies for a game
with identical interests, we can use a modiﬁed ﬁctitious play process called the repeated
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restart method [29]. We will postpone describing this method until after demonstrating how the decentralized local optimization problem can be formulated as a game
with identical interests.

4.9.4

Formulating the Supervision Problem as a Game

In order to express the problem of ﬁnding a locally (or member-by-member) optimal control law for the decentralized supervisory control problem as a game, we must
draw a correspondence between the terminology from game theory and the terminology from stochastics and DES. Once this correspondence has been made, we will use
the DES and stochastic terminology to describe the problem and remind the reader
of the corresponding game theoretic concept where appropriate.
Each player is a supervisor site S1 , S2 , . . . , Sn . Each supervisor site has a set of
game actions; each game action is an admissible control law that can be implemented
by the supervisor site. In order for a particular control law to be admissible at a
given supervisor site, two conditions must be satisﬁed. Firstly, all events that Si
cannot order to be disabled must be enabled, i.e., for all si ∈ Pi [L(G)], Σi,uc ⊆ Si (si ).
Secondly, the control law must disable all possible events if the observed behavior is
outside the largest possible speciﬁcation K, i.e., si ∈ Pi (K) ⇒ Si (si ) = Σi,uc .
The game action space Yi for each supervisor site is therefore the set of admissible
control laws. A pure strategy for the game is thus the selection of an admissible
control law yi ∈ Yi , and a mixed strategy for the game is a probability mass function
on Yi .
The space of joint game actions Y is the set of all admissible decentralized supervisors, i.e. the set of all admissible joint control laws implemented by the supervisor
sites acting in concert. A path in a ﬁctitious play process is a sequence of admissible
joint control laws. A belief path is a sequence of probability mass functions on Y .
It is important at this point to distinguish between the game action, which is the
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selection of a control law, and the control action, which is the value of the control law
at a particular information state. To avoid confusion, we will no longer use the term
“game action” and refer to game actions as “control laws.” Each control law consists
of a set of control actions.
Each supervisor site has an identical payoﬀ function u = ui for all i. Since the
supervisor sites are working together to maximize the reward of the speciﬁcation
implemented by the joint control law, we deﬁne the payoﬀ as the measure of the
chosen speciﬁcation under intrusion, i.e.

u = VΣf (L(Sdec /G))

(4.77)

In the above equation, L(Sdec /G) denotes the language obtained by implementing the
joint control law associated with the decentralized supervisor Sdec on the system G.
Thus, as we have a ﬁnite set of supervisor sites, we have a ﬁnite set of players.
Since the speciﬁcation under consideration is acyclic, each player has a ﬁnite number
of admissible control laws it could implement. We have deﬁned the payoﬀ function
as identical for all players. The decentralized local optimization problem is thus
equivalent to a game with identical interests.
If we were to apply the ﬁctitious play method directly, the resulting strategies at
each supervisor site may be mixed and thus we would have to probabilistically choose
between multiple control laws. It is better to ensure we have pure strategies at each
site, as this corresponds to the case where each control law is deterministic. For this
reason we use the repeated restart method as the basis for our algorithm.

4.9.5

Fictitious Play + Dynamic Programming

We will ﬁrst describe the repeated restart method informally. We choose the ﬁrst
joint action y(1) of all the players arbitrarily. Starting with y(1), we run a ﬁctitious
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play process for a predetermined ﬁnite number k of iterations, remembering the path
y generated by the process. We then ﬁnd the stage t∗ ≤ k at which the reward
obtained by the pure strategy y(t∗ ) is the greatest among the set of pure strategies
evaluated. If y(t∗ ) is an equilibrium, we stop and return y(t∗ ) as a solution. If not,
we restart the ﬁctitious play process by resetting y(1) to y(t∗ ). We thus repeatedly
restart the ﬁctitious play process until a pure strategy equilibrium is reached.
At each stage of the ﬁctitious play process, we need to ﬁnd the best response
for each player to the belief path generated by the process. Since each element of
each player’s game action space is an admissible control law, the way to determine an
optimal response to the belief path is fundamentally the same way that we determined
an optimal supervisor in the centralized case, i.e., we can proceed using dynamic
programming to ﬁnd a best response.
The main diﬀerence in the dynamic programming technique for the centralized
case and the decentralized case is that for a given information state π in the decentralized case, we need to consider which strings in π have been disabled by the control
actions of one of the other control laws. Since each information state π is a language
(with certain particular properties), we deﬁne the notation of a language L restricted
by a supervisor Si . The restricted language is deﬁned as follows:
L|Si = {s ∈ L : s σ  s such that σ ∈ Si (s)}

(4.78)

where the notation s  t indicates that “s is a preﬁx of t.”
For the ﬁctitious play method, we need to consider the strings that have been
disabled by any supervisor site’s control law other than the one determining its control
action at a particular stage of the process. We thus deﬁne:

L|S−j =

n

i=1,i=j
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L|Si

(4.79)

Thus L|S−j excludes those strings that are disabled by any control law in the decentralized system except for supervisor j. If we have a particular decentralized supervisor
y ∈ Y , we will denote the set of control laws included in y at all supervisor sites
except j as S−j (y).
For each site j = 1 . . . n, we construct an information sequence {Zn,j } according
to Equations (4.27)-(4.28). We initialize the dynamic program by determining the
costs for information states that lie outside this information sequence as follows.

Vj (π) =



fy (y)μ[πΣ∗j,uc,f |S−j (y) ] for π : Pj (π) ∈ Pj (K)

(4.80)

y∈Y

For each possible set of control laws associated with the belief path fy , we determine
which strings in the extension of π uncontrollable with respect to site j are disabled
by that set of control laws (denoted by the decentralized supervisor y). The belief
that the a particular set of control laws y is being used in given by fy (y), and thus we
determine the cost Vj (π) by taking the weighted average of all possible sets of control
laws being implemented at the n supervisor sites.
To determine optimal control actions for each information state in the sequence
{Zn,j }, we ﬁrst deﬁne
Σj,uo,f,g(π) = Σj,uo ∩ (Σf ∪ g(π))

(4.81)

where g(π) is the control action taken at information state π according to the control
law g. We then solve the dynamic programming equation below ﬁrst for information
states in Z0,j , then for those in Z1,j , and so on.

Vj (π) = max

g(π)∈Aj




fy (y){μ[πΣ∗j,uo,f,g(π) |S−j (y) ] +

y∈Y




Vj [πΣ∗j,uo,f,g(π) σ|S−j (y) ]}

σ∈Σo

(4.82)
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where the set of admissible control actions Aj for supervisor j is given by:
Aj = {S ∈ Σ : Σj,uc ∈ S}

(4.83)

We will express the dynamic programming approach using an algorithm called
DP . We initialize the dynamic program by inputting a supervisor site j and a belief
fy . The steps of DP are then:
1. ﬁnd Vj (π) for all π such that Pj (π) ∈ Pj (K) by computing the right-hand side
of Equation (4.80)
2. ﬁnd n such that  ∈ Zn ,j
3. for i = 0 . . . n
4. ﬁnd the cost Vj (π) for every π ∈ Zi,j by solving Equation (4.82)
5. ﬁnd an optimal control action Sj (π) for every π ∈ Zi,j by choosing an argument
that maximizes Vj (π)
end;
6. return the control law Sj
We then initialize the repeated restart algorithm as follows. We choose an arbitrary k ≥ 2. We initialize the game by choosing an initial joint control law (or game
action) y(1), where for each supervisor i, the control law they choose to implement is
the control law that achieves the speciﬁcation K with no intrusion present, i.e.
Si (si ) = Σi,uc ∪ {σ ∈ Σi,c : ∃s σ ∈ K(Pi (s ) = si )}

(4.84)

We also need to initialize the belief path, which we do by setting fy (1) = y(1).
The repeated restart algorithm is given by:
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1. for t = 1 . . . k
2. for j = 1 . . . n
3. set y j (t + 1) = DP [fy (t), j]
end for;
4. set fy (t + 1) =

tfy (t)+y(t+1)
t+1

end for;
5. ﬁnd t∗ such that VΣf [(y(t∗ ))] ≥ VΣf [(y(t))] for all t ≤ k
6. if y(t∗ ) is an equilibrium, STOP and output y(t∗ )
7. otherwise, set fy (1) = y(t∗ ) and go to step 1
Theorem 4.6. The repeated restart algorithm returns a pure strategy equilibrium that
corresponds to a locally optimal strategy for the decentralized optimization problem.
Proof: Since the payoﬀ u is equal to VΣf [S1 , . . . , Sn ], the subroutine DP maximizes
the payoﬀ with respect to the belief path fy (t) (for proof of the optimality of dynamic
programming, see [16]). Thus steps 1 through 5 constitute a ﬁctitious play process
running for k iterations. Since the set of supervisor sites is ﬁnite and the set of
control laws (i.e. game actions) available to each supervisor is ﬁnite, the result that
the output of the algorithm is an optimal pure strategy equilibrium follows directly
from Proposition 4 of [29].
For technical details of the proof that the repeated restart algorithm outputs an
equilibrium, we refer the reader to [29]. Informally, the intuition behind the proof
is as follows. Suppose the control law y(t∗ ) outputted in step 6 of the algorithm
does not correspond to a pure strategy equilibrium. Then a ﬁctitious play process
is started with the initial belief path fy (1) corresponding to y(t∗ ). Since y(t∗ ) is not
an equilibrium, at least one of the players will be able to choose a control law that
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increases the payoﬀ at the initial step of the new ﬁctitious play process. Therefore,
each time a restart occurs, the best control law (i.e. pure strategy) determined has a
greater payoﬀ than the one from the previous restart. Since we have a ﬁnite number
of supervisor sites and a ﬁnite game action space of possible control laws for each
supervisor, the algorithm is guaranteed to terminate after a ﬁnite number of restarts.

4.9.6

Probabilistic Local Optimization Solution

To ﬁnd a locally optimal solution to the decentralized probabilistic optimization
problem, we can apply the repeated restart algorithm with only a straightforward
modiﬁcation. Since we now have probabilistic information about the distribution of
the possible intruder capabilities, the best response at each stage of the ﬁctitious play
processes must be found using a diﬀerent dynamic program.
Again, for each site j = 1 . . . n, we construct an information sequence {Zn,j }
according to Equations (4.27)-(4.28). We initialize the dynamic program for the
probabilistic case as follows:

Vj (π) =



fy (y)

y∈Y

⎫
⎬

∗
for π : Pj (π) ∈ Pj (K)
Q(Σf )μ πΣj,uc,f |S−j (y)
⎭
Σc

⎧
⎨ 
⎩



(4.85)

Σf ∈2

We then solve the dynamic programming equation below ﬁrst for information
states in Z0,j , then for those in Z1,j , and so on.

Vj (π) = max

⎧
⎨

g(π)∈A ⎩

y∈Y

fy (y)

⎧
⎨ 
⎩


Q(Σf ) μ[πΣ∗j,uo,f,g(π) |S−j (y) ]

Σf ∈2Σc

+




V [πΣ∗j,uo,f,g(π) σ|S−j (y) ]

(4.86)

σ∈Σo

We now deﬁne an algorithm P DP to ﬁnd a best response in the case of probabilistic intrusion information. As with DP , we initialize P DP by inputting a supervisor
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site j and a belief fy . The steps of P DP are then:
1. ﬁnd Vj (π) for all π such that Pj (π) ∈ Pj (K) by solving Equation (4.85)
2. ﬁnd n such that  ∈ Zn ,j
3. for i = 0 . . . n
4. ﬁnd the cost Vj (π) for every π ∈ Zi,j by solving Equation (4.86)
5. ﬁnd an optimal control action Sj (π) for every π ∈ Zi,j by choosing an argument
that maximizes Vj (π)
end;
6. return the control law Sj
To modify the repeated restart algorithm used to solve the decentralized local optimization problem with deterministic failure information, we simply modify step 4,
changing the step from “set y i (t+1) = DP [fy (t), j]” to “set y j (t+1) = P DP [fy (t), j]”

4.10

Discussion

This chapter proposes a framework for modelling supervisory control systems in
DES that are subject to interference as a result of failure, noise, or intrusion. The
issues we are concerned with in this framework are: 1) how to check if an intruder
with certain capabilities can execute any undesirable strings; 2) how to assess the
damage that an intruder can cause to the system; and 3) how to optimize the control
speciﬁcation so as to maximize the rewards from executing desirable strings and
minimize the penalties from the intruder executing undesirable ones. The method of
optimizing control laws is described only for acyclic speciﬁcations.
In the case of a centralized supervisor, the methods described in this chapter result
in a globally optimal solution. In the case of a decentralized supervisor, we used the
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concept of ﬁctitious play to produce solutions that are locally (or member-by-member)
optimal.
There are many interesting problems that come out of the decentralized model.
Obviously, developing algorithms that produce a globally optimal solution to the
decentralized optimization problem is one area of future research, as is developing
more eﬃcient algorithms for both the centralized and decentralized cases. Another
avenue for future research is to study diﬀerent types of intrusion.
Consider the model of the decentralized supervisor architecture in Figure 4.4. We
have considered the possibility of an intrusion on only one particular signal: that
which outputs from the fusion rule and inputs into the DES itself. Conceivably,
an intruder could corrupt any signal in the ﬁgure: the input and output into any
supervisor site Si could be altered by an intruder. Such a situation may be more
realistic for networked systems than the one described in this chapter; it seems more
likely that an intruder could seize control of a particular remote supervisor site than
that the intruder could seize control of the direct path from the fusion rule to the DES.
The type of intrusion discussed in this chapter represents a worst-case scenario, as the
“direct intrusion” can model any type of damage that can be caused by the “indirect
intrusion” which would occur if an intruder could control a particular supervisor.
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CHAPTER 5
Conclusion

The unifying approach applied to the problems discussed in the three technical
chapters of this dissertation is to combine ideas and concepts from stochastic optimization, stochastic control, and game theory to discrete event systems models in order
to address problems of fault diagnosis, supervisory control, measurement scheduling,
and security assessment. In addressing these problems, the most important ideas
from stochastic optimization and control are not related to probability measures or
random processes. Instead, the most important notion we considered is the idea of
information in the context of stochastic and logical DES.
The most fundamental concept from stochastic optimization that we used in this
dissertation is that of information state. The information state considered in the
problem addressed in Chapter 2 is similar to that of the diagnoser state introduced in
[31]. Chapters 3 and 4 required a more deept thorough examination of the concept of
information state in order to address the optimization problems considered in those
chapters. Despite the diﬀerences between the information states proposed in each
chapter, the fundamental underlying principle is the same for each problem. The
information state is a summary of the information available to an agent observing
the system, and it retains suﬃcient information about the system to allow that agent
to achieve a particular goal, be it failure diagnosis or performance evaluation.
In Chapter 2, we combined concepts from Markov Chain theory, most notably the
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ideas of transience and recurrence, with ideas from logical DES in order to address the
problem of diagnosability of stochastic DES. We developed the intuitively appealing
notions of A- and AA-diagnosability that are the stochastic analogues of the concept
of diagnosability developed in [31]. We discovered conditions necessary and suﬃcient
to guarantee A-diagnosability and suﬃcient to guarantee AA-diagnosability.
The optimization problems considered in Chapters 3 and 4 were solved using
dynamic programming algorithms. In the case of acyclic systems, the dynamic programming equations can be solved sequentially over a sequence of increasing information σ-ﬁelds. If the system is cyclic, there is no inherent order to the information
space that can be exploited and the dynamic programming technique yields a set of
algebraic equations that must be solved simultaneously.
The game theoretic concept of ﬁctitious play provides a methodology for determining locally (or member-by-member) optimal control strategies to the decentralized
optimization problem in Chapter 4.
By applying these concepts from diﬀerent areas to discrete event systems models,
we have been able to address new classes of problems and enrich the theory of DES.

5.1

Future Work

There are several areas of future work that are direct extensions of the problems
described in the technical chapters of this dissertation. As always in research, some
work is left unﬁnished; for example, the results of Chapter 2 can be extended by
ﬁnding a necessary and suﬃcient condition for AA-diagnosability.
The ﬁrst major outstanding problem is improving computational eﬃciency. As
seen in Subsection 3.3.4, the size of the information space generated in the active
acquisition of information problem is doubly exponential with respect to the time
horizon T . Not only do the general forms of these problems suﬀer from the diﬃculty
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of “state explosion,” they also have the compounded complexity of “information state
explosion.”
In general, problems of partial observation and distributed systems are inherently
diﬃcult computationally. For speciﬁc classes of systems tailored for particular applications, it may be possible to derive heuristic methods for ﬁnding more eﬃcient
solutions to the problems described in this dissertation.
Another outstanding problem is applying the results of this dissertation to practical systems. In this dissertation, we have concentrated primarily on developing
the theoretical background for the problems considered and we spent much less time
considering how to apply these results to speciﬁc systems and real-world situations.
The long-term goal of this avenue of research is to combine ideas and concepts
from stochastic systems and discrete event systems so as to develop a general form for
optimization and control of DES similar to the intrinsic model for stochastic control
developed in [20]. By developing such a general formulation of optimization and
control problems, we would create a framework for solving a wide class of problems
in complex systems.
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ABSTRACT
Applications of Stochastic Techniques to Partially Observed Discrete
Event Systems
by
David P.L. Thorsley

Chair:

Demosthenis Teneketzis

In order to address questions like fault diagnosis and optimization in large, complex systems, it is necessary to have a proper understanding of how information
develops in such systems and what information is necessary in order to solve particular problems. Such a treatment of information is well developed in the theory of
stochastic systems, but less so in the theory of discrete-event systems (DES). In this
thesis we apply facets of stochastic systems theory to DES.
Three distinct major problems are considered. The ﬁrst is the question of diagnosability of stochastic DES. The notions of A- and AA-diagnosability are deﬁned
for stochastic automata and conditions for A- and AA-diagnosability are determined
through the construction of a stochastic diagnoser.
The second problem, the active acquisition of information problem, relates to how
to optimally schedule measurements so as to minimize the observation cost necessary
to control a system or diagnose a failure within it. A cost is incurred each instant a
sensor is activated in an attempt to observe an events, and the objective is to minimize
either the worst-case cost (for logical DES) or expected cost (stochastic DES) required
in order to detect a failure. The solution of this problem requires properly deﬁning an
information state for DES and the construction of a proper sequence of information

σ-ﬁelds. Dynamic programming is used the information σ-ﬁelds to ﬁnd an optimal
solution.
The ﬁnal problem concerns intrusion detection in centralized and decentralized
supervisory control systems. The control action implemented by a supervisor may
fail as a result of an intruder interfering with the system’s performance and, as a
result, strings that the supervisor wished to disable may be executed. Conditions
for ensure that all illegal strings can be disabled in the presence of intrusion are
presented. A language measure technique is used to assess the potential damage an
intruder can cause. Optimal control speciﬁcations are determined by constructing
appropriate information states and using dynamic programming.

